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”All mysteries are simple once you know what they are doing.”

Abstract
Over the last decade, new applications such as data intensive workflows have
hit an inflection point in wide spread use and influenced the compute paradigm
of most scientific and industrial endeavours. Data intensive workflows are
highly dynamic and adaptable to resource changes, system faults, and also
allow approximate solutions to their models. On the one hand, these dynamic
characteristics require processing power and capabilities originated in cloud
computing environments, and are not well supported by large High Performance Computing (HPC) infrastructures. On the other hand, cloud computing
datacenters favor low latency over throughput, deeply contrasting with HPC,
which enforces a centralized environment and prioritizes total computation
accomplished over-time, ignoring latency entirely. Although data handling
needs are predicted to increase by as much as a thousand times over the next
decade, future datacenters processing power will not increase as much.
To tackle these long-term developments, this thesis proposes autonomic
methods combined with novel scheduling strategies to optimize datacenter utilization while guaranteeing user defined constraints and seamlessly supporting a
wide range of applications under various real operational scenarios. Leveraging
upon data intensive characteristics, a library is developed to dynamically adjust
the amount of resources used throughout the lifespan of a workflow, enabling
elasticity for such applications in HPC datacenters. For mission critical environments where services must run even in the event of system failures, we
define an adaptive controller to dynamically select the best method to perform runtime state synchronizations. We develop different hybrid extensible
architectures and reinforcement learning scheduling algorithms that smoothly
enable dynamic applications into HPC environments. An overall theme in
this thesis is extensive experimentation in real datacenters environments. Our
results show improvements in datacenter utilization and performance, achieving
higher overall efficiency. Our methods also simplify operations and allow the
onboarding of novel types of applications previously not supported.
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Sammanfattning
Dataintensiva workflows är en ny klass av applikationer som blivit alltmer
vanliga under senaste årtiondet och har stor påverkan på hur beräkningar
utförs inom flertalet forskningsområden och i industrin. Dessa dataintensiva
workflows kan dynamiskt anpassa sig till ändringar i resursallokering, systemfel
och kan ibland även approximera lösningar vid resursbrist. De kräver hög
beräkningskraft och därtill funktionalitet som endast återfinns i datormoln och
de passar därmed dåligt i dagens högpresterande datorsystem (HPC-system).
Datacenter i molnet prioriterar att snabbt starta nyinkomna applikationer,
vilket drastiskt skiljer sig från HPC-miljöer där hög genomströmning över tid
är det främsta målet. Trots att behovet av datahantering uppskattas öka mer
än tusenfallt under kommande årtioende kommer framtidens datacenter inte
att ha motsvarande utveckling av beräkningskapacitet.
Denna avhandling möter dessa utmaningar genom en kombination av autonoma system och nya strategier för schedulering för att optimera utnyttjandegraden i datacenter. Detta sker utan att göra avkall på användares prestandakrav och därtill med målet att stödja ett brett spektrum av applikationer
och scenarios. Ett bibliotek utvecklas för att dynamiskt anpassa resursallokering
för workflows under körning, vilket innebär att även HPC-system kan stödja
elastiska applikationer som tidigare bara kunde exekveras i datormoln. För
miljöer med höga krav på tillgänglighet defineras en regulator för att dynamiskt
anpassa hur applikationer synkroniserar tillstånd, för mer resurseffektiv aktiv
replikering. Avhandlingen utvecklar även flera resurshanteringssystem baserat
på schedulering med förstärkningsinlärning i syftet att förbättra stödet för
dynamiska applikationer i HPC-system. Ett övergripande tema i avhandlingen
är omfattande utvärderingar av de framtagna metoderna och systemen genom
storskaliga experiment i verkliga datacenter. Resultaten visar förbättringar
överlag av resursutnyttjande och prestanda i datacenter. De utvecklade systemen förenklar även drift och möjliggör nya typer av applikationer som tidigare
ej kunnat exekveras i HPC-miljöer.
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Chapter 1

Introduction
Datacenters are the main computing infrastructure enabling Internet services,
as well as scientific endeavours addressing pressing challenges in e.g., medicine,
chemistry, biology, materials design, and climate change. These infrastructures
allow biological, weather, and other natural science models to be tested and
evaluated, and are thus key enablers for high performance (HPC) and cloud
computing [Ste+20]. However, to provide acceptable levels of performance,
datacenter infrastructures consumed roughly 2% of electricity worldwide just
in 2018, with projections rising it to 10% by 2030 [CP15; Jon18]. In fact,
in this decade we will see datacenters handling yottabyte data amounts (= 1
trillion-terabytes), although today’s data processing capacities will not increase
as much. These figures show demand is soon outpacing supply, triggering
serious datacenter efficiency concerns, slowing society digitization advances
down [Mit16], with no clear path delineating software system solutions to
handle such enormous scales in data.
Moreover, over the last decade, Artificial Intelligence (AI) has become a new
paradigm in most scientific endeavours, hitting an inflection point in adoption
and specially in its possibilities. Nonetheless, the easier to run state-of-the-art
Machine Learning (ML) models, mostly triggered from sensors in small Internetof-Things (IoT) devices requesting processing power from larger datacenters, the
higher demand these infrastructures face. Recent software developments such
as approximate computing leverages on the idea where applications progress
depend on data estimates, and not on exact data inputs/outputs (I/O). This
conceptual idea can likewise be applied to other metrics such as time to results, whereas estimates are set to produce data products rather than exact
deadlines. Unfortunately, most of today’s datacenter software systems do not
embed applications internal dynamics into their decision-making, restricting
opportunities to various types of optimizations, and resulting in low ratios of
datacenter processing power engaged in actual work. From tiny sensor devices
connected to mobile edge datacenters to larger cloud datacenters, if correctly
integrated into datacenter management, such dynamic application features own
1

high potential to enable the high performance efficiency required for future
datacenter realizations [Ste+20].
Thus, it is important that resource management happens in a way that
satisfies datacenter end-users (also called users) and operators. Users are the
ones using or developing and coding applications, and ultimately depend on the
datacenter to run their applications, often making use of modules, libraries and
runtime systems to facilitate and automate infrastructural operations. Operators
maintain and provide fair means to support end-users with the access to the
datacenter infrastructure through a resource management system, following a
multi-tenancy policy, which describes how resources can be used and shared. At
datacenter’s scale, resource managers have the role of an Operating System (OS)
because these are the layers of software that transparently abstracts and manages
the infrastructure’s resources to users and their applications. Understanding
the various tradeoffs while allocating and serving resources, besides adapting
applications runtime mechanisms and capacities according to the workload’s
variations lead to operational efficiency gains because it tailors the infrastructure
to the application dynamic needs, instead of the other way around, which is
having applications change to infrastructures. Finally, a timely allocation of
resources to applications ensures efficiency, operational cost reductions, and
shorter time to solutions.

1.1

Research Problem and Objectives

The purpose of this thesis is to propose and evaluate autonomic solutions
combined with novel scheduling strategies and software architectures to increase
datacenter performance and utilization, while seamlessly supporting a diverse set
of applications under various and real infrastructure and operational scenarios.
These scenarios may include behaviors considered anomalous, such as resource
failures, resource transiency, shortened deadlines, and resource performance
variability. Our aim is to minimize negative impacts on applications constraints
and expected Quality-of-Service (QoS) while also improving overall datacenter
efficiency and utilization. Combined with that, the main research objectives of
this thesis are:
RO1 To allow users to specify application requirements to enable and improve
datacenter efficiency and utilization of applications.
RO2 To develop theoretical control techniques for adapting and choosing best
fault-tolerant mechanisms according to workload variations and application
characteristics.
RO3 To evaluate and develop machine and reinforcement learning methods
and resources capacity controllers to continuously improve datacenter
throughput application performance and accuracy.
2

RO4 To develop adaptive scheduling techniques that choose the best performance tradeoffs according to application workload variations and time
characteristics.

1.2

Methodology

The methodology used in this thesis is a combination of formal deduction with
scientific experimentation, in concert with the scientific paradigm, where a
priori and a posteriori knowledge about the proposed methods are sought
[Ede07]. To model RO1 and RO2, we set up testbeds consisting of multiple
servers in use in real clusters. To generate load on the testbed we run known
benchmarks tailored to harness selected computational resources, and real
workflows modeling scientific experiments. When the servers are exposed to
the load, we dynamically (at workloads’ runtime) modify various configurations
and measure the performance of running applications.
To address RO1, RO2 and RO3, we analyze the measurements using
control theory and various statistical methods in order to remove outliers, summarize multiple measurements, and evaluate hypothesis. To evaluate RO3
and address RO4, we apply and design predictive methods, from machine
and reinforcement learning, to process and model vast amounts of data to
understand the quantities and types of resources to allocate applications with,
and when and where to deploy them within a datacenter. Furthermore, we use
statistical methods to correlate dependencies between application performance
metrics and compute resource metrics, such as CPU and memory utilization to
latency and/or throughput. We evaluate our methods through implementation
and integration with real datacenter resource management software. We further
conduct extensive experiments in real datacenters, often directly in HPC production systems under a variation of applications and loads, as well as tuning
parameters for our methods.

1.3

Thesis Outline

The remainder of this thesis is organized as follows. Chapter 2 provides an
overview of Cloud and High Performance Computing datacenters, describes the
role of resource management in both infrastructures, their execution models,
and a research overview. Chapter 3 explains how application performance can
be supported in different situations, describing how trade-offs are achieved.
Chapter 4 introduces why the autonomic management of datacenters is needed,
illustrating statistical methods that can be used to support it, and its challenges.
Finally, Chapter 5 concludes by discussing the research contributions presented
in this thesis, discusses its limitations, and future directions.

3

Chapter 2

Datacenters and Resource
Management
In this chapter we describe what a datacenter is, and the role of the software
managing these large infrastructures, the resource manager. We also explain the
various mechanisms that allow the control of a datacenter and that enable it to
extend its functionality to provide new features to users. We give an overview
of concepts such as collocation, isolation, resource control and scheduling, link
the approaches to enabling technologies and datacenter actuators, and overview
the research performed in each area.
Datacenters
Datacenters have become ubiquitous and important to nearly all aspects of
communication, business, academic, and governmental information systems
[WSI05; And+18]. These infrastructures are designed to respond in real time
to user applications scattered around the world, using cell phones, tablets,
or personal computers. Figure 2.1 outlines a high level view of a datacenter,
composed of different resources such as computer servers and storage devices.
These are the hardware equipment that allows a datacenter to execute computer
software (application), such as data processing, storage, and communication,
inside (intra network) and outside (Internet) its premises.
Resource Manager
As a central entity controlling a datacenter [JS15], the resource manager (RM)
is the main system a user has to interact with in order to use resources and
run services or other computations. The RM is designed to follow different
organizational policies that describe how datacenters can be used. For instance,
in Figure 2.1 the datacenter is grouped in three clusters with different compute
capacities (Small, Medium, and High Performance Compute clusters), and
5
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Figure 2.1: Datacenter overview: Applications (coloured boxes) are submitted
by users, and requested resources allocated in cluster compute nodes by the
resource manager. Operators profile and monitor applications and datacenter
utilization in real time. The network connects all cluster nodes internally, to
databases, and remote storage.

according to user requirements the RM schedules applications to different
clusters. Current datacenters installations require RMs to be very flexible
to support behaviors considered anomalous and commonly transparent to
applications, such as power failure, server faults, and compute processing
shortages. The RM also supports distributed applications, which is software
that is able to run on multiple computers connected in a network, where
instances interact through this network to accomplish a specific task. Conversely,
traditional applications run on a single system only. These applications (also
referred to as jobs) are usually encapsulated and orchestrated through virtual
machines or containers, or classic Operating System (OS) processes [Bur+16].
From a system’s perspective, in addition to handling the actual execution
of jobs (coloured boxes in Figure 2.1), the RM is responsible for efficient job
management such as maintaining high utilization and throughput (performance),
as well as handling software and system faults gracefully (i.e. without the user
noticing). In addition, from a user perspective, the RM should improve execution
6

times and fairness among different workloads, users, and projects [FR96]. The
queue makespan, a metric which is defined as the total amount of time a given
set of jobs takes to finish execution, is one important example of a metric users
and operators want to reduce.

2.1

Applications

There are commonly two types of applications: interactive and batch [Reu+18;
BCH13; Jha+14]. Interactive applications are commonly web requests such as
ride-sharing mobile applications asking for directions, or tasks in a data analysis
pipeline, which runs in datacenters hosted by providers, such as Amazon Web
Services (AWS) or Google Compute Engine (GCE). Interactive applications
are commonly described because of their low latency characteristics, i.e. the
response to a request has to be answered very quickly, otherwise the service
being offered may be considered unusable. For instance, a query in a search
engine should be responded in less than 1s or users may go to the competitor.
The second type are batch applications, or background computations, i.e. a
sequence of commands in a file (also known as batch file, command file, or shell
script) executed by an Operating System (OS) and submitted for execution as
a single unit, or process. Batch workloads are common in scientific computing,
historically running in High Performance Computing (HPC) environments to
enable large scale experiments. As an instance, installing an application in a
workstation is considered a batch workload because many sequence of commands
should be completed to successfully setup the application for use.
Scientific Workflows
Large scale experiments rely on datacenters and big computing infrastructures.
Because these scientific experiments are very large and time consuming, scientists
split the overall problem in independent parts, which are later combined to produce final data products [Dee+18]. Figure 2.2 illustrate two workflow pipelines,
where each (coloured) stage describes a specific set of models and computational
tasks organized in batch calculations (the small rectangles passing through).
At a high level, these interconnected pipelines resemble the MapReduce model
[DG08], where the directed acyclic graph (DAG) composition of independent
stages is the actual scientific workflow. Moreover, scientific workflows are not
only common in HPC centres, but also in virtually every sector in industry
and academia. Common applications analyze and correlate data for predictions
and decision support, where users can customize/sweep parameters in a model
without viewing or altering any code, making them vastly flexible and reusable.
Intrinsically, a workflow pipeline structure describes the number of resources
required to perform a batch (computation) task in each stage of a scientific
workflow. Such a pipeline is managed by a workflow management system
(WMS). The purpose of a WMS is to aid in the automation of execution of
tasks and the information exchanged between these tasks, with a special focus
7

(a) Traditional Workflow

(b) Streaming Workflow

Figure 2.2: Scientific Workflow: (a) Traditional, and (b) Streaming pipeline
structures for Montage Workflow, an image mosaic software [Ber+04]. Each
color in the graph describes a set tasks within a stage. Each stage produces
outputs used as inputs at subsequent stages that produce the data product at
the end.
on reliability. The task of ensuring acceptable performance is delegated to
developers. Workflows are traditional (Figure 2.2(a)), or streaming (Figure
2.2(b)). Traditional workflows process tasks in each stage sequentially, one stage
at a time. Conversely, in streaming workflows, often used for in-situ processing,
tasks in a stage are processed and followed to subsequent stages as they are
generated, with low latency characteristics similar to interactive applications.
Finally, with increased use of workflows to process great amounts of data, closer
integration between the WMS and the datacenter RM is of vital importance for
improving scientific application performance [Dee+18; Com+16; Asc+18].

2.2

High Performance Computing

High Performance Computing (HPC) organizes independent compute resources
in clusters that can deliver more performance and solve bigger problems than
could be solved from a single personal computer or workstation [And+18]. HPC
clusters solve and steer complex problems in scientific experiments, engineering,
and business, and are key for innovation [She+16]. As mentioned, distributed
applications use multiple nodes to accomplish a goal, usually performed through
the network by means of standardized libraries such as the Message Passing
Interface (MPI) [WD96]. The use of one type of network over another usually
depend on the bottlenecks most workloads experience in an HPC centre. HPC
clusters require users to provide a walltime (i.e. time limit) for executing
jobs [Reu+16]. However, jobs not only finish execution earlier than specified
walltimes, they often use less resource capacity than what is provided at job
launch. Usually users cannot use more resources than what is allocated, which is
commonly determined by which project or organization they belong to, to which
8

compute time is distributed by an allocation committee. Some tools allow users
to more efficiently utilize their allocations [Ber17] by offering mechanisms for
bundling jobs together in optimal ways, and mechanisms for migrating jobs to
other resources without loosing completed work. However, there are still some
drawbacks as important features such as state management and monitoring are
not fully integrated into HPC schedulers.

2.3

Cloud Computing

Cloud computing is a model of computing where applications run on shared
computing and storage infrastructure in large-scale datacenters instead of the
user’s own computers [JS15]. It must address many of similar issues faced in
OSes in terms of resource sharing, abstraction, and common services. This
happens because of the diversity of applications that clouds can accommodate:
basically any type of application can run alongside with one another, which
compete for and influence how resources are used. Cloud RMs such as Mesos
[Hin+11], Kubernetes [Bur+16], and Yarn [Vav+13] provide APIs enabling jobs
to control resource assignment, conduct state management and perform resource
profiling and monitoring. Cloud RMs are developed as flexible frameworks of
execution engines, which can be ported to different infrastructural contexts
[JS15]. As their main objective is to maximize utilization, most cloud RMs
allow application collocation with different policies support (including for HPC
workloads). Although some HPC RMs supports finer grain allocations, they
come with no support to enforce resource isolation when sharing resources (see
Section 2.4).
Characteristics
The main difference between cloud computing and HPC lies in the model of
delivery or access to computing resources as well as associated costs [Fos+08].
In traditional HPC, the institution (i.e. the operator) typically creates policies and organizes the infrastructural management following users’ workload
characteristics and priorities. By owning the infrastructure, the operator incurs
large capital expenditures (also known as capex costs) e.g. cost of servers,
hiring software engineers, warehouse rent, and etc. Additionally, there are
recurrent operational expenditure (known as opex cost), e.g. power and cooling,
wages, and system upgrades. This cost is constant independently of whether the
infrastructure is utilized. Cloud Computing, on the other hand, is an economical
model where all capex and opex costs are passed to a third party, known as
cloud provider such as Amazon Web Services, Microsoft, and Google. In this
model, cloud providers buys, maintains, shares, and utilizes the computer infrastructures. Users have access to a virtualized infrastructure accessed through
the Internet, with a pay-per use billing scheme. Users personalize this virtual
infrastructure by using various runtimes and application environments such
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as containers, virtual machines, and orchestration tools such as Mesos and
Kubernetes, which help them managing this complex environment.

2.4

Resource Manager Components

A RM provides four main functionalities that support job management, as
illustrated in Figure 2.3: job life-cycle, resource monitoring, scheduling, and job
execution [Reu+18]. Job’s life-cycle management is responsible for receiving
user’s jobs through a user interface such as the command line or a web interface.
Users provide the job’s requirement (or geometry) such as specific resources (i.e.
CPU cores, memory, network bandwidth, and other resources), the amount of
each, and/or time constraints, such as total execution time and/or deadlines.
Also, users can specify jobs requiring elastic execution such that they change
their resource geometry in the middle of execution without halting execution.
Job’s lifecycle management thus places jobs into the appropriate queue for
execution. RMs makes cluster resources (such as compute nodes and CPUs)
accessible for use by jobs, while the scheduler allocates the resources to execute
the job, and assigns these resources based on datacenter policies and availability.
Job execution is a process in which jobs start executing on each node, after
which they can be manipulated by the job lifecycle management, which in turn
also allows the application to communicate directly with the scheduler (and
vice-versa) in order to help it take appropriate management decisions in case of
failures or workload variations. Job monitoring and profiling provides interfaces
accessing application and system Key Performance Indicators (KPI), allowing
techniques to statistically estimate and analyze resource demands and needs,
possibly in real-time. For instance, it can enable flexible options for users to
manage and use their own resource allocations, allowing users to co-schedule
multiple of their jobs’ tasks in varied ways not currently possible by static
libraries. In this context, KPIs are user monitored metrics, specific to the
service or application in question and describe its performance.
Job Characteristics
Jobs are classified by four runtime characteristics: rigid, moldable, malleable,
and evolving [FR96]. Specifically, these classes differ in what can happen to
the resources allocated throughout jobs’ lifespan. Whereas a moldable job may
have its resources changed before being launched, a rigid job cannot. From a
RM’s point of view, these jobs are considered the same and called rigid jobs.
Malleable and evolving jobs are also considered the same and simply called
malleable, because they can change resource at runtime. With AI jobs and large
data processing needs becoming a norm a novel fifth class has emerged: adaptive
jobs. Such jobs are highly dynamic and adaptable to changes and system faults.
Because they need to process unprecedented amounts of data, they are known
as data intensive (DI) applications. In relation to resource needs, adaptive jobs
combine characteristics of malleable and evolving jobs [Pra+15].
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Figure 2.3: Components of a typical Resource Manager: job lifecycle, scheduling
and resource management in datacenters. Users submit jobs through an interface.
Jobs are queued and scheduled for execution. Each one of these steps is profiled
and monitored according to the policies set in the management component.
Adapted from [Reu+18].

Resource Allocation
In this context, resource allocation refers to assigning datacenter’s resources to
user requests (specified through jobs) according to its goals and objectives. As
an example of a policy is the maximization of datacenter resource utilization.
That is, the focus is on measuring how well, or how efficiently, resources in a
datacenter are being utilized by applications. From the applications context, it is
defined as how efficiently a given resource capacity is available to the application
following its needs. Operators aim at maximizing the use resources, and such
policies contradicts each other and may negatively impact users KPIs. In either
context, utilization is often used as the main metric of comparison among
different techniques in RM systems because it clearly relates the application
performance of a given workload to the resource capacity available to the
application.
Resource Sharing
Each RM uses different sharing schemes and policies for multiplexing managed
resources, depending on the context applications are deployed, e.g. containers.
Runtime systems and orchestrators are the software that supports the execution
of containers, and they have to handle, measure, and evaluate the different
organizational policies and their effect to users’ KPIs. Common runtime systems
11

in large clusters may rely on frameworks such as Mesos [Hin+11], Slurm [YJG03],
Torque [Sta06], or Kuberentes [Bur+16], to allocate and share resources to their
jobs and tasks. When sharing resources such as CPU, memory, network, and
file systems (I/O), resource isolation is a requirement since applications may
end up competing for a common resource. Isolation specifies that minimum
capacity levels are available when needed, allowing controllable behavior given
to most applications. However, not all of these aspects are fully integrated
into modern datacenter operations, and therefore cannot enable the extreme
efficiency required by future installations.

2.5

Other Characteristics

Other characteristics like scheduling and reliability influence how resource
managers and policies are combined and used. In addition, new OS capabilities
also enabled the development of the new specialized resource managers, known
as orchestrators.
Orchestrators
With advents of lightweight in-kernel virtualization and isolation tools such
as cgroups [Men07], Linux containers (LXC) [Men07], and Docker [Mer14],
resource orchestrators such as Kubernetes [Bur+16] and Docker Swarm [Rou16]
have also been used in large infrastructures because of the new levels of resource
management offered by these tools. By leveraging upon such tools, some
RMs allow tasks within a job to also specify/request their resource geometries,
enabling new features and challenges in datacenter resource management. For
instance, Mesos and Kubernetes, RMs commonly used in cloud datacenters,
support Docker containers and Linux namespaces [Men07], but are mainly
designed to improve fine-grain resource utilization (within servers, i.e., ratio of
CPU and/or memory capacities used). These RMs use finer grained resource
allocation by taking into consideration fractions of resources needed to run a
job.
Scheduler Objectives
In HPC most jobs are batch scripts which run for long times and occupy high
parts of a cluster [Reu+18]. As such, common RMs used in HPC centres
are designed mainly to achieve high resource allocation at coarse-granularity
levels, such as compute nodes. In this context, resource utilization refers to
the infrastructure ratio that is occupied by multiple jobs (space-sharing) at a
time, and not to how efficiently allocations are utilized within these resource
capacities (time-sharing), which is the case in the cloud model.
Moreover, scheduling algorithms such as Completely Fair Scheduler (CFS)
and Dominant-Resource Fair Scheduling (DRF) allows for fair resource allocations in time-sharing contexts such as OSes and in clouds. CFS keeps track
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of the fair share of resources (e.g., CPU) that would have been available to
each process in a system [Pab09]. In modern OSs, CFS is configured by using
mechanisms such as namespaces and cgroups [Men07], offering extended capabilities for isolation enforcement. DRF proposes a notion of fairness across jobs
where the jobs have multi-resource (e.g., number of CPU, amount of memory
and network bandwidth) requirements [Gho+11]. In HPC, Backfilling is one of
the most used schedule algorithms in space-sharing contexts [Sri+02]. Its main
advantages is increased utilization at the cluster level, lowering queue waiting
time.
Reliability and Availability
Given their importance, mission critical applications such as banking, hospital,
and airline services must be highly available for use. Availability is the percentage of time an infrastructure or a service is running in an operable state.
Outages severely impact services reputation and overall users’ satisfaction,
and thus most datacenters typically aim for at least 99.99% uptime, which is
approximately one hour of downtime over a year period.
Leased resources in a datacenter are subject to Service Level Agreements
(SLA) that specify what a service provider general complies with. On the other
hand, some users are often more concerned about Service Level Objectives
(SLOs) for alloted resources, which are performance indicator levels such as
”latency < X(units) or throughput > Y (units)”, and that make up the SLA.
The SLA is the overall contract, where the SLO are the performant terms the
provider aims to deliver. Thus, the SLO can be either uptime, or throughput,
or something else.
Reaching high availability or zero fault operations on large systems is hard
and even more difficult at extreme scales. It is possible to prevent failures in
a collection of thousands of servers at costs of deploying hardware resource
replicas, that is duplicating the execution of a system of interest. Common
high availability software techniques use checkpoint and restart mechanisms
and/or user request duplication, where one request is executed two or more
times, and in case of failures, a secondary replica takes the execution over the
failed component. Consequently, workloads and runtime systems are designed
to gracefully tolerate and adapt to component faults with negligible impacts to
SLAs and SLOs.
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Chapter 3

Resource Management
Trade-offs
In this chapter we talk about trade-offs and approaches to improve the performance efficiency of datacenter resources. By now we have been looking e how
different systems behave when working in isolation. In reality, though, these
resource subsystems do not work independently (i.e. in isolation), they rather
depend on each other. We give an overview on concepts such as consolidation,
throttling and scheduling, link the approaches to enabling technologies and
datacenter actuators, review the research performed in each area, and present
the associated challenges and limitations.

3.1

Performance Trade-offs

Resource assignment can be a challenging problem, specially in clusters with
heterogeneous resources, where compute nodes with different configurations
and architectures are combined. For heterogeneous environments, dynamic
RMs are commonly used since they are able to cope with variations and faults
within the infrastructure [Reu+18; Ahn+14; Jha+14]. In traditional HPC RMs,
allocation is the exclusive assignment of resources to execute a job [Jha+14],
which means that the resource request describes the exact amount of resources
the RM allocates to the job, which is the common SLO that most HPC clusters
support.
For different goals and objectives (i.e. policies), the way resources are
shared are very important. Time-sharing and space-sharing refer to the way
resources of a machine or a cluster are shared among jobs. In time-sharing,
several processes typically take turns in accessing the resource (e.g., a compute
server or a CPU). On the contrary, when resources are assigned exclusively to
individual processes, different processes share the infrastructure spaces (the
resources). A time-sharing RM such as Slurm [YJG03] with a space-shared
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(a) Isolation run

(b) Collocated run

Figure 3.1: Resource utilization in two allocation strategies: isolated and
collocated. The soft limit sets resource limits which eventually might be crossed.
Hard limits are physical, and if ’crossed’ may result in applications performance
degradation.
policy assures predictable resource performance to jobs at the cost of higher
queue-makespan [Amv+18].
Resource Utilization
Utilization is often used as the main metric of comparison among different
techniques in distributed computing systems, and even different research areas.
It is defined as how efficiently a given resource capacity is used by a workload,
where operators often try to maximize the benefits for those who scheduled its
needs to specifics resources. When a resource is shared with any given constraint,
such as maximum number of users per second, researchers go towards on ways
to optimize its use. Even though it is very intuitive, utilization hides many
aspects of what is happening under the hoods in a system. Figure 3.1 generically
illustrates the utilization of a processing unit (PU) in two different scenarios:
isolated (Figure 4.1(a) and collocated (Figure 4.1(b)). Although in the collocated
scenario the utilization is higher, this metric per-se does not indicate how the
performance experienced by the application in the isolated run is affected.
Systems often depend on other systems with different utilization ratios and
would then answer to similar requests quite differently, depending on time and
on the workload. A common PU metric is the CPU utilization (CPU %), which
measures the time a processor is waiting for memory I/O, and results in the
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processor not making forward progress with instructions. By using fine grain
monitoring, modern OSes can observe this metric on a per-process basis.

3.2

Strategies and Mechanisms

In order to enable the performance tradeoffs, strategies such as consolidation
and mechanisms such as isolation should be combined in a way that do not
disrupt the developer’s workflow, nor users QoS experience.
Consolidation
Consolidation (also known as co-scheduling) is a common technique in cloud
datacenters, though operators tend to use it with care due to the performance
interference caused by node sharing. However, with finer granularity in resource
allocations, one can expect higher resource utilization [Zha+13; Reu+18], and
in large clusters this can have high impacts due to the lower fragmentation of
unused resources per node. Additionally, because of resource sharing, a method
for enforcing resource isolation among jobs is essential [Zha+13; Bur+16].
Isolation
Isolation mechanisms need to be combined with interference detection techniques
[DK13] that use, e.g., classification to weight the impact of different resources
for each job, and use this knowledge to select candidates for collocating jobs.
In such scenarios, on-line models can also be used to detect, control, and avoid
performance interference [NKG10; Yan+13], or to take actions such as throttling
low-priority jobs to mend the interference [Zha+13].
Most traditional HPC RMs do not let jobs to dynamically change their
placement at the level of nodes inside a cluster, let alone to throttle or to perform low-level resource control in order to enable different isolation mechanisms
among multiple jobs and tasks. Although RMs like Slurm can also allocate
resources with finer granularity (e.g., CPU-cores), they do not provide the
necessary application programming interface (API) and capabilities for application elasticity at runtime (change on the resource geometry), nor mechanisms
for enforcing isolation between jobs [Hin+09]. For instance, these capabilities
are essential for doing load-balacing in streaming workflows, which demand
capabilities such as task migration, or changing resource allocations at runtime
[Hin+09; Asc+18].
There are various ways to enforce isolation between co-located tasks (processes) within a node:
• Operating System Schedulers: An OS scheduler can be used to dynamically
control the prioritization given to jobs while also monitoring application
performance. Unfortunately this may not provide enough guarantees for
17

memory operations because of Last Level Cache (LLC) evictions that
could cause severe interference problems [Zha+13].
• Using a monitoring Agent on the nodes: This could be implemented by
having an exclusive hardware profiler. Though a very promising approach
[Sch+13], it needs a specific system architecture for communicating with
the RM and it can be hardware dependant [KTC01], limiting its adoption.
• Linux Cgroup: Cgroup [Men07] is a set of mechanisms to enforce isolation
between containers where processes share resources such as CPU, memory,
I/O and network bandwidth. Cgroups also control the way the Linux
CSF scheduler calculates weights in container execution. Linux’s cgroup
resource isolation mechanisms is one of the most available and robust
ways to make sure processes, encapsulated as containers (namespaces) do
not consume more of the resource capacity than what has been assigned
to them.
• Resource pinning: This mechanism enables the binding and unbinding of
a container, a process, or a thread to a specific resource location, such as
CPU, or to a range of CPUs. In this way, the container and its spawned
applications execute only on the designated resources (e.g. CPU(s)). Its
main use is for load-balacing, which is a strategy to divide the workload
equally among available resources, so no one resource has more load than
any other resource.

Throttling
Throttling aims at controlling the computational performance ratios an individual process or container receives from a resource, such as CPU or Graphical
Processing Units (GPUs). This technique is a combination of the consolidation
and isolation techniques, and together they create the computational controlling
effect experienced by the target application. For instance, a RM can simultaneously use resource pinning together with cgroups to prioritize CPU intensive
processes over I/O intensive processes. It is often used when resources are not
fully utilized by hosted processes, i.e. when the resource has a low utilization
level.
The challenges concerning throttling approach, that still need to be investigated, are connected with the power-performance tradeoffs. There is still a
lack of models of the relationship between server configurations and application
performance, to be used for optimisation of multiple co-located applications.
Moreover, Mann points out that it is important to investigate how server throttling techniques interact with virtual machine placement algorithms [Man15].
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3.3

Multi-Level Scheduling

Modular RMs with multi-level scheduling objectives are proposed to support a
diverse set of jobs in a datacenter while also enforcing space sharing to ensure
fair-share usage and to meet constraint requirements [Inc16; Sch+13; Hin+11].
In multi-level schedulers, the process of deciding how to schedule and share
available resources are given to applications instead of following an unique policy.
Static schedulers found in Mesos [Hin+11], Torque, or Omega [Sch+13] expect
users to specify resource reservations, for instance how many CPU-cores and
memory the application needs. For example, Mesos, processes resource requests
and, based on availability and fairness, makes resource offers to individual
application frameworks (e.g. Hadoop), which can accept or reject these offers
depending on application requirements [Hin+11]. Mesos handles heterogeneity
by acting as a meta-scheduler for a whole cluster, with conceptual resource
abstractions for CPU, memory, I/O and other infrastructure resources being
used and exposed in the same way an OS does in a single computer. This
enables a set of new capabilities like elasticity and fault-tolerance to distributed
applications [Reu+18], a concept now known as Datacenter Operating System
(DC/OS) [Zah+11; Hin+11].
In principle, the idea of allowing multiple distributed applications, which
were all developed independently and have their own scheduling policies and
requirements, to share resources is very complex. In particular, having a single
monolithic scheduler that has to encompass the scheduling decisions from many
applications would be particularly complex and not scalable. Mesos simplifies
the problem by using an abstraction to separate the allocation of resources and
the scheduling of tasks. Similarly, Flux [Ahn+14] proposes an unified layer
where applications can decide from what is available within an hierarchical
model. Ultimately, the operating system (OS) is the layer and channel providing
the real management from which RMs can profile applications to trace dynamic
control flow and identify hot-spots for optimizations. By utilizing specific
resource controllers to understand and adapt capacity according jobs needs,
multi-level schedulers can be harnessed to improve overall resource utilization
while also meeting most job contraints.
Thus, to be efficiently managed by a HPC RM, adaptive jobs often combine
multiple scheduling policies in a same job and thus require higher degrees
of integration with schedulers than what monolithic managers offer. These
dynamicity and adaptability are often not fully supported in HPC centers,
which demand full resource control to keep-up with Service Level Objectives
(SLOs), for e.g. deadlines.

3.4

End Goals

The resource manager is responsible for making important decisions regarding
a datacenter’s internal operations. Therefore, such decisions affect the perfor19

mance, functionality, and maintenance costs of a datacenter. Softwares such
as auto-scalers, elasticity engines, and schedulers provide some solutions to
research challenges such as understanding how much and what type of resources
to allocate, and when and where to deploy them inside datacenter infrastructures
[JS15; Jha+14]. These systems are designed to follow models of application
and performance based on few KPIs such as response time and throughput (for
applications) and utilization of servers, CPU, memory, bandwidth as well as
energy expenditure and heat (for servers) [FR96; Sta06]. However, all these software have limitations because they usually aim for only few aspects of resource
management and do not holistically correlate different organizational policies
to applications’ KPIs [Kat+11; Jha+14]. Integrated to resource management,
KPIs present a varied number of interesting and important problems that are
being studied in this thesis and elsewhere as well [Kat+11].
As it can be seen, efficient and improved resource management in a datacenter
can happen at different layers: application, runtime, and lower-level systems.
Public and private datacenters are growing in size, and even though the dynamic
and ”virtual” nature of cloud computing infrastructures in its inception is more
focused towards dynamic applications, recent providers are also supporting
HPC applications, therefore illustrating an infrastructural convergence to how
such jobs are deployed [Asc+18]. Irrespectively of a strategy steering datacenter
efficiency, substantial resource allocation control entails performance degradation
of running applications. However, providing a high and expected performance
to applications is one of the most important goals in datacenter operations.
Therefore, one of the main focus of this thesis is to understand and control
the performance tradeoffs in datacenter servers. To this end, performance
trade-off strategies are methods that may degrade application performance in
exchange of higher efficiency in another end, for instance to the overall number
of running applications with the same amount of datacenter resources.
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Chapter 4

Autonomous Systems for
Resource Management
In this chapter we explain the high complexities involved in resource management
and how they can be systematically studied to ease the development and
evaluation of policies that support and enable the deployment of new and
current types of applications. The rapid growth and wide spread use of dynamic
applications demands important developments in the intelligence and heuristics
coded in the software managing these datacenters. With great amounts of
operational data available, the use of statistical techniques such as Machine
Learning (ML) and Reinforcement Learning (RL) help to achieve insights on
how to improve datacenter operations and efficiency. In fact, the combination of
large amounts of data together with statistical learning techniques and feedbackloop to manage datacenters form the basis of autonomic systems for resource
management [KC03].

4.1

Efficiency in Resource Management

There are multiple ways to improve datacenter efficiency in datacenters. For
instance, assessing resources and their utilization rates often reveal resources
that are performing single, not frequent, or small tasks, which suggest there is
space for consolidation. Figure 4.1 illustrates a case where consolidation can
be applied. Figure 4.1(a) shows space-sharing jobs do not fully utilize the PU
capacity. By consolidating at earlier times (Figure 4.1(b), we see increases in
the PU utilization. Jobs might end up competing for PU capacity at times, and
monitoring this behavior may be useful to adjust the soft limits imposed to less
prioritized collocated jobs. Consolidation potentially reduces total number of
resources by collocating more applications on fewer machines, resulting in less
spare resources, energy, and operational costs.
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(a) Isolated allocations

(b) Consolidated allocations

Figure 4.1: Resource utilization assessment with two consolidation strategies.
In (a) isolated (space-sharing) allocations, PU capacity has no interference.
However, when consolidating (b) and due to time-sharing, some jobs (3, 4, and
5) face performance interference, and may need larger PU capacity and longer
to finish execution.
In addition to supporting high-level policies and efficient execution, RMs also
offer applications with communication interfaces for handling states, workload,
and resource transiency variations [Sch+13; Dee+18]. Due to high dynamicity
in a datacenter environment, and applications using such features, RMs have
to be able to quickly adapt to workload variations at which current and new
applications operate [Bur+16]. For instance, if a legacy application is latency
sensitive and reliability is important, then simultaneously running two replicas
of the same, synchronized application may be important as well. However, to
keep these replicas consistent, the state synchronization of the two replicas
may only happen when they do not seem to be producing similar outputs
given similar inputs. Since latency correlates to applications workloads, the
fault-tolerance synchronization mechanism used can be controlled over time to
adapt the runtime system to such variations. This allows the runtime system to
efficiently use available resources according to application workloads, improving
overall use of datacenter resources. Likewise, if a scientific workflow describes
the amount of resources needed, a management system can interact with the
RM, which can then schedule appropriate number of resources to each workflow
stage when needed, dynamically at runtime.
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4.2

Analytics for Resource Management

Although users understand fundamental resource job requirements such as
amounts of CPUs and memory, internal infrastructural utilization data and
system dynamics are often visible only to cluster operators. When combined
with utilization traces, operation logs, and reliability, observations can be
analyzed jointly to discover patterns not easily derived without using autonomic
techniques [Ste+20]. However, due to increased complexity and configurations,
heuristically tweaking a RM is still today a very challenge task.
Generally, datacenter infrastructures utilize the latest performance optimized
equipment. However, data often show jobs do not fully utilize allocated resource
capacities [CB16; Eti+10]. In addition, a very common observation in HPC
centres is that users tend to make poor estimates about parameters like total
execution time and total number of resources needed [FR96]. Log traces can
also be used to understand the state of a cluster as a whole and give better
informed decisions for resource management or usage reporting [Sit18]. Once
derived, these relationships can be used to increase cluster resource utilization
by allocating spare resources to additional jobs. Predicting system utilization of
parallel jobs have been studied extensively [NKG10; Mar+11; DK14; Yan+13],
but adding certainty (or confidence intervals) to these predictions have not
been prevalent. One main focus of a RM design is to enable decisions with
confidence and to reduce false positives when detecting performance interference
(while sharing resources), which is essential in HPC infrastructures. Autonomic
techniques such as control theory and reinforcement learning may indicate a
way to tackle such problems.
Machine Learning
Machine learning (ML) is an application of artificial intelligence (AI) enabling
systems to automatically learn and improve from observed data without being
explicitly programmed. ML systems focuses on the development of intelligent
software that can access information extracted from data and use it to predict
future behaviors of a managed system.
Reiforcement Learning
Reinforcement learning is defined as a problem with states, actions, and rewards,
with state transitions that are affected by the current measured state, chosen
actions, and environment’s rewards. These are embedded in RL’s definition,
which is formulated as a Markov Decision Process [Mon82]. Generally there
are no stateless variants, but some related stateless problems such as bandit
optimization. Solutions for bandit optimizations allow for learning of reward
based on actions, and can be optimised by selecting the best action. Main
optimization problems are knowing the best action, and what total reward
can be accumulated whilst still testing for which is the best action. Another
common example might be advert selection online for anonymous visitors to a
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website. Although there is often plenty of data available, a practical approach
is to treat the probability of a click through as only depending on the choice of
content, which is then the site’s action.
In resource management terms, we basically have a set of resources onto
which jobs needs to be assigned according to an object function. This function
can be any anything that can be optimized, such as an strategy to minimize the
expected queue waiting time for a given job geometry (i.e. number of resources
and total runtime). The scheduler’s (learner’s) task is to model the behavior
of each available resource and/or application by interacting (exploring) with a
system and observing its reactions.
Control Theory
Highly dynamic environments and unpredictable workload variations demand
new techniques to adapt resource capacity in ways to applications needs, without
under or over utilizing them [Fil+15]. Runtime adaptation mechanisms are
thus required to deploy robust software that operates correctly despite a lack of
design-time knowledge. Control theory was initially designed to deal with the
handling of continuously operating dynamical systems in engineered processes
and machines. The objective is to design a model for controlling such systems
using a control action in an optimum manner without delay or overshoot and
ensuring control stability after a reasonable amount of time. With feedback, a
system’s signal outputs are used as inputs in part of a chain of cause-and-effect
that forms a circuit or loop. One of these, a proportional–integral–derivative
controller (PID controller) is a feedback mechanism technique widely used for
cloud control systems. A PID controller continuously calculates an error value
e(t) as the difference between a desired setpoint and a measured process variable
and applies a correction based on proportional, integral, and derivative terms.

4.3

Challenges

Due to large demand, datacenters have been facing unprecedented challenges in
its management. It is not only a problem about hardware capacity, but mainly
at allowing applications to harness the infrastructure in the most optimal way.
Reliability
In clouds and HPC, datacenter system reliability directly relates to KPIs
because applications and services may not run properly when failures and
other anomalous behaviors occur. If a system does not support any fault
tolerant mechanism, applications may need to be restarted from scratch, possibly
affecting user web requests or scientific experiments results. Even if a system
does support fault tolerant mechanisms, there is still a chance that application
performance degrades, mainly due to re-computing times, and also the time
taken to restart the failed system and ensure that the failed application is
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consistent again. Therefore, it is important to accurately estimate the reliability
of a datacenter system in order to better mitigate faults and thus effectively
utilize its resources to improve application KPIs and achieve the SLAs agreed
with cloud users.
Data Intensive Applications
There are many ways performance can be evaluated and measured, specially
when comparing different infrastructures with different goals and policies. In
order to evaluate a RM, one needs to understand its design goals and history,
how it communicates with its users, how its resources are managed, and what
tradeoffs were made to achieve its goals. Differently from most OSs that are
designed to run on a certain category of processor, or to be used by a specific
group of users, datacenter RMs evolved over time to operate on multiple systems
and support different goals. New classes of adaptive DI jobs [HTT+09] and the
convergence of many different workloads, jobs, and infrastructure management
systems, combined with needs for fast and efficient resource assignment, are
key challenges for modern datacenters [Asc+18]. This is particularly true for
clusters with heterogeneous resources or with applications that have varying
SLOs and diverse workloads with unknown variations.
However, today’s HPC platforms are primarily designed to support monolithic MPI applications and to provide a static allocation model i.e., the resource
allocation is fixed for the duration of the entire job [Jha+14; Reu+18; Sch+13;
Com+16]. Current methods result in loss of efficiency, and the problems are
likely to be exacerbated with next-generation dynamic workflows. Thus dynamic
resource management models that allow workflows to dynamically increase and
decrease the amount of resources used at runtime is key not only to current
workflows, but also future streaming workflows.
Probabilistic Scheduling
Traditional RMs have been unable to properly manage highly dynamic and
adaptive jobs because most of them are expected to execute immediately (low
latency scheduling) as they often have shorter duration in comparison to more
traditional batch jobs that runs for longer. Dynamic jobs are also complex to
manage as they more easily adapt to different resource geometries, such as those
caused by resource revocations and faults. Monolithic schedulers traditionally
used by HPC clusters were designed to centrally maintain the complete state of
the jobs and cluster infrastructure, while also performing workload placement
logic. These design choices limits scalability and make it hard to introduce the
new features and capabilities today’s workloads need, and furthermore results
in poor resource utilization (capacity-wise). On the other hand, characteristics
from dynamic, non-monolithic schedulers (e.g. Mesos, or Kuberentes) such as
resource state management, data locality and low-latency scheduling, as well
as easier extensibility, are yet to be fully supported in HPC centres [Asc+18].
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To illustrate with a simple arithmetic example, the difference in result between
(1/3.0) ∗ 3 = 1.0 (estimate, faster) and 0.3333 ∗ 3 = 0.9999 (accurate, slower)
seems small and may not impact the progress of two applications, though each
fraction is calculated differently and does affect their compute time and energy
expenditure. Using similar approaches allow a diverse and intelligent exploitation
of the space between the accuracy required by users (1.0 or 0.9999?) and the
compute power available in datacenters. Such techniques rely on applications
allowing selective approximations to be used during various computing phases,
while still behaving correctly and generating consistent results. However, are
not well integrated into modern datacenters, and

Data Analytics for Resource Management
Use cases for applying data analytics into RM come from best effort jobs that can
use spare resources to progress computations. Given their needs of low-latency
scheduling and other characteristics as fault tolerance support. The growth in
the size of data sets and complexity of tasks has caused DI jobs to evolve to
a point that their resource requirements are similar to traditional HPC jobs
[Asc+18; Man15]. However, DI applications have different performance goals
compared to traditional HPC applications. SLOs guaranteed by HPC RMs are
different from what cloud providers guarantee. Whereas cloud providers are
concerned with offering high levels of availability, HPC centres want applications
to have minimal to non-existent interference among different users and jobs.
Furthermore, there are types of resource requests typical in HPC that cannot
be supported by cloud providers under their existing SLOs. For instance, it is
unfeasible to allocate whole partitions of resources inside a cloud datacenter
for exclusive use, which is a critical demand for running large scale scientific
experiments. Similarly, it is very challenging to efficiently run HPC jobs in
cloud infrastructures where RMs multiplex datacenter resources unwarily of
what type of jobs that are sharing the resources.
These contrasts create opportunities that if properly explored will create
means for the infrastructural convergence needed for advancing RMs in HPC and
cloud computing [Asc+18; Jha+14]. First, utilizing existing HPC infrastructures
shared by many users by the dynamic DI and elastic jobs is a great opportunity.
Second, a solution should not interfere with already deployed infrastructures,
nor it should alter the job submission workflow of current HPC infrastructures.
Third, in HPC, scalability and predictability of resources are as important
as utilization because they simplify application performance portability and
debugging, respectively.
However, scalability and predictability can at times be contradictory to
utilization. In the one hand, increases in utilization can cause severe application
performance interference. On the other hand, if scalability in an application is
not linear and performance does not improve linearly with additional resources,
these extra resources will be underutilized [PZK16; Eti+10]. These three should
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be considered when proposing new approaches for resource management because
they relate to the stability and efficiency of a system.
As such, in order to allow such diverse SLOs in a same cluster to co-exist,
two of the main components in a RM (see Figure 2.3) needs to be addressed:
resource scheduling and performance control [Com+16]. Although there is a
proliferation of new libraries, tools and scripts workarounds [Ber17], all targeting
dynamicity in HPC, few efforts integrate such ideas and mechanisms directly
into the RM [Dee+18]. Furthermore, any combination of static and dynamic
RMs must be simple and scalable, and must detect and gracefully deal with job
interference. Integrating and bridging the different constraints and requirements
within the High Performance and Data Analysis (HPDA) and HPC communities
is one of the aims of this thesis.
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Chapter 5

Summary of Contributions
In this thesis, we present various tools and mechanisms that directly or indirectly
improve resource utilization from either the user or the system perspective.
For users, applications can spend less resources overall by using information
extracted from, for instance, scientific workflow descriptors. In this way, a larger
job can be composed of many multiple intermediary jobs of various sizes following
resource requirements (geometry) for each specific task to be performed. From
a system perspective, where the same amount of work (workload) is submitted
to the job queue, utilization is improved if the workload is completed earlier
with negligible delays in job runtimes.
The papers in this thesis are ordered following a top-down approach, that
also follows the order of the specific research objectives in Section 1.1. In Paper I
[Fox+17], we design a library that communicates with the resource manager and
allow users to specify the resource requirements following the specific workflow
stages. In Paper II [Sou+18], we focused on extending a hypervisor system
(the software emulator that performs hardware virtualization in datacenters)
to dynamically adjust the fault-tolerant mechanism to use according to the
workload faced by the application. In Paper III [Sou+19], we investigate the
monitoring of processor counters to enable finer grained resource allocation on
HPC infrastructures via a two-level scheduling architectural approach. Finally,
in Papers IV [Sou+20] and V [SPT20] we design two reinforcement learning
algorithms to enable autonomic schedule of applications, resulting in extensive
resource utilization improvements.
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5.1

Paper I

W. Fox, D. Ghoshal, A. Souza, G. P. Rodrigo, and L. Ramakrishnan. E-HPC:
A Library for Elastic Resource Management in HPC Environments. Proceedings
of the 12th Workshop on Workflows in Support of Large-Scale Science (WORKS,
2017), ACM, pp. 1-11, 2017.

Paper Contributions
Next-generation data-intensive scientific workflows need to support streaming
and real-time applications with dynamic resource needs on HPC platforms. The
static resource allocation model of current HPC systems that was designed
for monolithic MPI applications is insufficient to support the elastic resource
needs of current and future workflows. In this paper, we discuss the design,
implementation, and evaluation of Elastic-HPC (E-HPC), an elastic framework
for managing resources for scientific workflows on current HPC systems. EHPC considers a resource slot for a workflow as an elastic window that might
map to different physical resources over the duration of a workflow. Our
framework uses checkpoint-restart as the underlying mechanism to migrate
workflow execution across the dynamic window of resources. E-HPC provides
the foundation necessary to enable dynamic resource allocation of HPC resources
that are needed for streaming and real-time workflows. E-HPC has negligible
overhead beyond the cost of checkpointing, and can minimize turnaround time
of workflows core-hour utilization for common workflow resource use patterns.
It thus provides an effective framework for elastic expansion of resources for
applications with dynamic resource needs.
Authors Contributions
In this paper, I entered on an ongoing project in connection with exchange
studies at the Lawrence Berkeley National Lab. (LBNL). I have implemented
parts of the library enabling its use with any job scheduler and multiple queue
submission, as well as designed and performed all experiments (with the in-depth
implementation work). I have also written the parts of the paper concerning the
experiments evaluation and discussion, and introductory schematics. The first
two authors are data scientist respective postdoc who worked on the project
before I came, Gonzalo P Rodrigo was a postdoc at LBNL and contributed to
some parts related to his previous research at Umeå University, and Lavanya
Ramakrishnan leads the group at LNBL and acted as supervisor.
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5.2

Paper II

A. Souza, A. V. Papadopoulos, L. Tomás, D. Gilbert, and J. Tordsson. Hybrid
Adaptive Checkpointing for Virtual Machine Fault Tolerance. Proceedings of
the 2018 IEEE International Conference on Cloud Engineering (IC2E, 2018),
pp. 12-22, 2018.

Paper Contributions
Active VM replication is an application independent and cost-efficient mechanism for high availability and fault tolerance, with several recently proposed
implementations based on checkpointing. However, these methods may suffer
from large impacts on application latency, excessive resource usage overhead,
and/or unpredictable behavior for varying workloads. To address these problems,
in Paper II we propose a hybrid approach through a Proportional-Integral (PI)
controller to dynamically switch between periodic and on-demand checkpointing. The mechanism proposed automatically selects the method that minimizes
application downtime by adapting itself to changes in workload characteristics.
The implementation is based on modifications to QEMU, LibVirt, and OpenStack, to seamlessly provide fault tolerant VM provisioning and to enable the
controller to dynamically select the best checkpointing mode. Our evaluation
is based on experiments with a video streaming application, an e-commerce
benchmark, and a software development tool. The experiments demonstrate
that our adaptive hybrid approach improves both application availability and
resource usage compared to static selection of a checkpointing method, with
improved application performance of up to 10% and neglectable overheads.
Authors Contributions
This project is a result of work in the ORBIT project [ORB], from which the idea
also came. The first author (Abel Souza) did the bulk of the implementation
(especially in regards to integration), all experiments and wrote all the text in
the article. The second author (Alessandro Papadopoulos, Mälarden University)
helped designing the software controller. The third author (Luis Tomás, RedHat
Inc) was the project leader and helped with some technical issues. The fourth
author (David Gilbert, RedHat Inc) did the COLO implementation in the Linux
kernel and gave many advises about the experiments. And the fifth author
(Johan Tordsson, Umeå University - supervisor) gave feedback on experiments,
presentation of data, and the article at large. This article became ”best paper
runner up” at IEEE International Conference on Cloud Engineering 2018.
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5.3

Paper III

A. Souza, M. Rezaei, E. Laure, and J. Tordsson. Hybrid Resource Management for HPC and Data Intensive Workloads. Proceedings of the 2019 19th
IEEE/ACM International Symposium on Cluster, Cloud and Grid Computing
(CCGRID 2019), pp. 399-409, 2019
Paper Contributions
Traditionally, High Performance Computing (HPC) and Data Intensive (DI)
workloads have been executed on separate hardware using different tools for
resource and application management. With increasing convergence of these
paradigms, where modern applications are composed of both types of jobs
in complex workflows, this separation becomes a growing overhead and the
need for a common computation platform for both application areas increases.
Executing both application classes on the same hardware not only enables
hybrid workflows, but can also increase the usage efficiency of the system, as
often not all available hardware is fully utilized by an application. While HPC
systems are typically managed in a coarse grained fashion, allocating a fixed set
of resources exclusively to an application, DI systems employ a finer grained
regime, enabling dynamic resource allocation and control based on application
needs. On the path to full convergence, a useful and less intrusive step is a
hybrid resource management system that allows the execution of DI applications
on top of standard HPC scheduling systems.
In this paper we present the architecture of a hybrid system enabling duallevel scheduling for DI jobs in HPC infrastructures. Our system takes advantage
of real-time resource utilization monitoring to efficiently co-schedule HPC and
DI applications. The architecture is easily adaptable and extensible to current
and new types of distributed workloads, allowing efficient combination of hybrid
workloads on HPC resources with increased job throughput and higher overall
resource utilization. The architecture is implemented based on the Slurm and
Mesos resource managers for HPC and DI jobs. Our experimental evaluation
in a real cluster based on a set of representative HPC and DI applications
demonstrate that our hybrid architecture improves resource utilization by 20%,
with 12% decrease on queue makespan while still meeting all deadlines for HPC
jobs.
Authors Contributions
I and the second author (Mohammad Rezaei, KTH Royal Institute of Technology) defined the problem together. First author did the bulk of the implementation (all integration with scheduler and subsystems, etc., and Mohammad
contributed with some code to the analytics bits). Abel conducted the experiments and wrote the article. Erwin Laure (KTH Royal Institute of Technology)
contributed with feedback and advises on HPC perspectives as well as related
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work and the text overall. Johan Tordsson gave feedback on the article writing
as a whole as well as the experiments.
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5.4

Paper IV

A. Souza, K. Pelckmans, D. Ghoshal,L. Ramakrishnan, and J. Tordsson.
ASA – The Adaptive Scheduling Architecture. This report is an extended
version of a paper under the same title to appear at the 29th International
Symposium on High-Performance Parallel and Distributed Computing (HPDC,
2020).
Paper Contributions
In HPC infrastructures, resources are controlled by batch systems and may not
be readily available, which can negatively impact applications with deadlines
and long queue waiting times. In particular, this is noticeable for data intensive
and low latency workflows where resource planning and timely allocation are
key characteristics for efficient processing. On the one hand, allocating the
maximum capacity expected for a scientific workflow guarantees the fastest
possible execution time, at the cost of spare and idle infrastructural resources,
as well as extended queue waiting times and costly resource usage. On the
other hand, dynamically allocating resources according to specific workflow
stage requirements optimizes resource usage, although it may also negatively
impact the total workflow makespan. With the aim of enabling new scheduling
strategies and features for scientific workflows, we propose ASA: the Adaptive
Scheduling Architecture, a novel and convergence proven scheduling method to
reduce perceived queue waiting times as well as to optimize resource usage and
planning in scientific workflows. The algorithm uses reinforcement learning to
estimate queue waiting times, and based on these estimates pro-actively submits
resource change requests, with the goal of minimizing total workflow interstage waiting times, idle resources, and makespan. The algorithm takes into
consideration both learning (the waiting times), and acts on what is learnt thus
far, and thus handles the exploration-exploitation trade-off. Experiments with
real scientific workflows in two real supercomputers show that ASA combines
the best of the two aforementioned approaches for resource allocation, with
average workflows’ queue waiting time and makespan reductions of up to 10%
and 2% respectively, with up to 100% prediction accuracy, while obtaining near
optimal resource utilization.
Authors Contributions
In this paper I defined the problem, and created the main algorithm together
the second author (Kristiaan Pelckmans, Uppsala University). I did the whole
of the implementation – integration with scheduler and subsystems, etc. –,
besides designing and conducting all experiments, and article writing. Kristiaan
Pelckmans proofed the algorithm convergence. Lavanya Ramakrishan and
Devarshi Ghoshal helped at reviewing, scoping, and suggesting some related
work. Johan Tordsson followed all the paper development and gave feedback on
the article writing as a whole as well as the experiments.
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5.5

Paper V

A. Souza, K. Pelckmans, and J. Tordsson. A HPC Co-Scheduler with Reinforcement Learning. Submitted, 2020.
Paper Contributions
HPC datacenters process thousands of diverse applications, supporting many
scientific and business endeavours. Although users understand fundamental
resource job requirements such as amounts of CPUs and memory, internal
infrastructural utilization data and system dynamics are often visible only
to cluster operators. Besides that, due to increased complexity, heuristically
tweaking a batch system is even today a very challenge task. When combined
with applications profiling, infrastructure data enables improvements to job
scheduling, and also better support for QoS metrics such as queue waiting
time and total execution time. Targeting improvements in utilization and
throughput, in this paper we evaluate and propose a novel reinforcement learning
co-scheduling algorithm that combines capacity utilization with application
performance profiling. We first profile a running application by assessing its
resource utilization and progress by means of a forest of decision trees, enabling
our algorithm to understand the application’s resource capacity usage. We then
use this information to estimate how much capacity from the current allocation
can be used for co-scheduling additional applications. Our algorithm learns
from incorrect estimations and evaluates when co-scheduling decisions results in
QoS degradation, such as application slowdown. For our implementation, our
co-scheduling architecture use a handful metrics to help minimizing performance
degradation, enabling improvements on utilization of up to 25% even when
the cluster is experiencing high demands, with 10% average queue makespan
reductions when experiencing low loads.
Authors Contributions
In this paper I defined the problem, and created the main algorithm together
the second author (Kristiaan Pelckmans, Uppsala University). I did the whole
of the implementation – integration with scheduler and subsystems, etc. –,
besides designing and conducting all experiments, and article writing. Kristiaan
Pelckmans proofed the algorithm convergence. Johan Tordsson followed all the
paper development and gave feedback on the article writing as a whole as well
as the experiments.
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5.6

Limitations

Relentless demand for greater computing capabilities makes cost efficiency the
main metric of interest in the design of datacenters. Thus, datacenter operators’
primary objective concerns minimizing operational costs by maximizing utilization while simultaneously minimizing applications performance degradation due
to resource sharing.
As noted in the summary of papers, performance is not measured as a single
quantity because it can be obtained in different ways. One metric is overhead,
the extra resource cost of implementing an abstraction presented to, or used
by applications. A related metric is efficiency, the low overheads cause by
an abstraction. RMs need to allocate resources among applications, and this
affects the system performance as perceived by the end user. Focusing on a
small number of metrics may bring fairness issues among multiple applications
running on the same cluster or machine. Questions regarding equal divisions or
prioritized access to resources among different users and applications are often
raised.
Predictability, a related performance metric is whether the system’s response
time (or other metric) is consistent over time. Predictability is most of time
more important than average performance, because it accurately estimates
confidence intervals for how long repeated application experiments take in a
system. As job constraints are compounded, the predictability of some our
methods may be hurt, although we tackle some of these on Paper IV and V.
Other areas for improvement relate to doing a deeper mathematical analysis of
the consequences of using one method over another.

5.7

Future Work

Research in resource management for large scale clusters has always had a
duality between increasing resource utilization, and guaranteeing predictability
of allocated resources. For HPC workloads, the focus is on the later, though
recent challenges on converged infrastructures are demanding new solutions
because in Cloud datacenters, the focus in on utilization with efficiency. To mix
job classes with different SLOs is a main challenge in such infrastructures, and
any solution has to provide mechanisms for intra-node isolation of collocated
jobs, outlier and interference detection, and a mechanism to handle interference,
which could be specified as a set of general rules and datacenter specific.
In these directions, Paper III targets dynamic execution in HPC clusters, and
as mentioned, one of resource management’s main goals is to have predictable
resource assignment of jobs. Thus our goal is to extend on Paper IV and V
approaches by considering ways to minimize performance interference and/or
false positives in our co-locations while making use of job prioritization as
it happens in traditional HPC environments. One can also combine the two
algorithms proposed in both papers and create a new level of probabilistic
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scheduling with reinforcement learning. In doing so, the architecture unifying
the last three papers would be able to support an unrestricted range of workflows.
Resources would now be viewed as statistical entities, where its capacities would
be guaranteed to be within an acceptable range. Applications could then extend
on this architecture to schedule its tasks transparently with no changes in
its workflow, and the side effect would be datacenter higher throughput and
utilization.
Finally, the varied and new combined ways for achieving extreme-efficiency
at scale is influencing all layers of a datacenter system stack [Jha+14]. One
way towards this direction regards the use of compute specialization, where
specialized hardware is used to compute specific types of operations. This
has been replacing the computer industry economies of scale dependency on
Moore’s law [TW17], with new computing paradigms being proposed. For
instance, recent developments such as approximate computing leverages on
the idea where applications’ progress depend on data estimates, and not on
exact data inputs/outputs. Using such approaches allow a more diverse and
intelligent exploitation of the space between the accuracy required by users and
the compute power available in datacenters. As this could be done in different
ways, we can also extend on the combined ideas of Paper V for improving
the efficiency of future datacenter realizations by integrating and supporting
approximate applications together with resource management. Potential use
cases for this can impact scientific and industrial real-time applications, such as
the ones found in aviation and autonomous vehicles. A possible outcome would
be aimed at future datacenter realizations, which would be able to support new
power performance tradeoffs by using autonomic tools and methods to enable
approximate applications to achieve the high efficiency and performance needed
in such infrastructures.
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Abstract: Next-generation data-intensive scientific workflows need to support streaming and real-time applications with dynamic resource needs on high performance
computing (HPC) platforms. The static resource allocation model on current HPC
systems that was designed for monolithic MPI applications is insufficient to support
the elastic resource needs of current and future workflows. In this paper, we discuss the
design, implementation and evaluation of Elastic-HPC (E-HPC), an elastic framework
for managing resources for scientific workflows on current HPC systems. E-HPC considers a resource slot for a workflow as an elastic window that might map to different
physical resources over the duration of a workflow. Our framework uses checkpointrestart as the underlying mechanism to migrate workflow execution across the dynamic
window of resources. E-HPC provides the foundation necessary to enable dynamic
resource allocation of HPC resources that are needed for streaming and real-time workflows. E-HPC has negligible overhead beyond the cost of checkpointing. Additionally,
E-HPC results in decreased turnaround time of workflows compared to traditional
model of resource allocation for workflows, where resources are allocated per stage
of the workflow. Our evaluation shows that E-HPC improves core hour utilization
for common workflow resource use patterns and provides an effective framework for
elastic expansion of resources for applications with dynamic resource needs.
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1

Introduction

Today, scientific workflows with experiment data are increasingly processed on High
Performance Computing (HPC) systems. Next-generation scientific workflows have to
support streaming data and real-time constraints with varying resource needs. Today,
HPC platforms are primarily designed to support monolithic MPI applications and
provide a static resource allocation model i.e., a resource allocation is fixed for the
duration of the entire job. The static resource allocation model presents challenges to
scientific workflows where every stage of the workflow may have different resource
needs. Current allocation methods attempt to either split the workflow and incur queue
wait times for each stage, or request one big allocation resulting in wastage of resources.

Figure 1: Comparison of traditional and E-HPC managed resource allocation for scientific
workflows in HPC: a) shows the static allocation of resources for the entire duration of the
workflow execution. b) shows the dynamic allocation where resources are requested as per the
needs of a particular stage.

Current methods result in loss of efficiency or utilization, and the problems will
only be exacerbated with next-generation dynamic workflows. We need a dynamic
resource management model that considers resources to be elastic that can grow and
shrink based on requirements of a scientific workflow. Resource elasticity has been
extensively studied in the context of clouds [Sha+11; GB12; PMS16]. However,
unlike HPC environments, cloud resources are not managed through batch schedulers.
Elastic resource management in HPC environments has also been explored for specific
applications [GHB04], but general methods are still not available.
In this paper, we present Elastic-HPC (E-HPC), an elastic framework for managing resources for scientific workflows in an HPC environment. It provides dynamic,
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adaptable resource management and supports workflow execution. E-HPC is capable
of growing and shrinking the allocated resources for a workflow during execution. It
considers the resource slot to be an elastic window that maps to different physical
resources based on availability. E-HPC uses checkpoint-restart mechanism to save
and relaunch workflows on different resources when needed. Users can either submit
a workflow description to E-HPC, or instrument existing workflows to use E-HPC
to manage elastic resources. Thus, E-HPC can fit into current software ecosystems
available in scientific collaboration or at HPC facilities. In this paper, we make two
contributions.
• We design and implement an elastic framework to manage resources for scientific
workflows in HPC environments.
• We evaluate the performance of the E-HPC framework across two HPC systems,
and several synthetic and real scientific workflows to understand the performance
of workflows and overheads in E-HPC.
The rest of the paper is organized as follows. In section 2, we describe background
on workflows and current methods of resource management. We describe the design
and implementation of E-HPC framework in Section 3 and results of our evaluation in
Section 5. We present related work in Section 7 and conclusions in Section 8.

2

Background

Figure 1a shows an example of the resource allocation while running workflows on
HPC resources in the absence of E-HPC. Traditionally, workflows are executed as a
single batch job, where a set of HPC resources are allocated for the entire duration of
the workflow. Workflows with different job resource requirements often end up wasting
resources. Alternatively, users have to manually manage the different stages in the
workflow by packaging them as separate jobs. In contrast, E-HPC provides elasticity
for running workflows on HPC resources. Figure 1b shows the resource allocationusing
E-HPC. E-HPC allocates only as many resources as required by a specific stage of the
workflow. In case of asynchronous parallel tasks, E-HPC is able to also grow or shrink
during run-time. E-HPC manages elasticity during workflow execution by dynamically
resizing the allocated resources using checkpoint and restart.

2.1 Scientific Workflow Execution
Workflows are used to describe and execute tasks according to their data and control
dependencies. Today, HPC workflows are implemented through ad-hoc scripts and
workflow tools [Dee+05; Wil+11] with limited support for elastic resource management.
Scientific workflows in HPC are run in static allocations as chained jobs (jobs with
dependencies) or pilot jobs (the entire workflow contained in a job) [Rod+17]. Chained
workflows have very long and unpredictable turnaround times because their critical
path includes intermediate wait times. Pilot job workflows, i.e., the traditional method
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in Figure 1a, typically has shorter turnaround times because there is no wait time
between jobs. However, pilot jobs allocate the maximum resource set required by
any task within the workflow, even if other tasks require significantly less resources,
leading to resource wastage. E-HPC facilitates workflows to consider resource slots
as dynamic elastic resources. E-HPC is able to eliminate resource wastage and job
exceeding its allocation by dynamically adapting a workflow’s resource allocation to
its tasks resource requirements.

2.2

Elasticity and recovery use cases

Scientific workflows require elasticity and recovery. However, there are different requirements on how and when they occur. In this section, we outline these requirements
in the context of E-HPC.
Scaling Between and During Stage Execution. Workflows are composed of stages
with fixed but different resource requirements. or workflows where resource requirements are discovered during execution [KP11]. E-HPC is capable of scaling workflow
resources between and during stages execution that support both cases.
Elasticity Triggers. Resource requirements of a workflow, might be known beforehand, discovered during its execution, or connected to external events (e.g., execution
deadline) [YB05]. E-HPC supports all three cases. For known resource requirements,
users may define an execution plan that will guide resource scaling operations (Section 3.1). Users can express new resource needs for workflows using the E-HPC API
that will trigger a scaling process to support changes in resource requirements. The
API can also be used from outside the workflow for externally driven events.
Recovery from Failures. Scientific workflows are composed of multiple long running
stages and work is lost in case of failure. E-HPC transparently performs periodic
checkpointing and recovery of the workflow. E-HPC is capable of successfully managing workflows where runtime might be unknown in advance [Sou15] or workflow
failure might occur because of exceeding job boundaries on batch systems. In this case,
using E-HPC, when a workflow job reaches its time limit, it can be checkpointed and
restarted.

2.3

Tigres Workflow Library

We use Tigres, a workflow library to evaluate E-HPC. Tigres [Hen+16] is a programming library that allows users to compose large-scale scientific workflows and execute
them on HPC environments. Workflows can be composed from existing executable
scripts and binaries or new Python code. Tigres workflows are Python programs that are
submitted as jobs to the batch scheduler directly. It manages workflow execution from
within the job scripts, where resources are managed through different batch schedulers.
Tigres provides “templates” that enable scientists to easily compose, run, and manage computational tasks as workflows. These templates define common computation
patterns used in processing and analyzing data and running scientific simulations. Currently, Tigres supports four basic templates to model serial (sequence), and concurrent
(parallel, split and merge) execution. During serial execution, although Tigres launches
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a task on a single compute node, it can expand to other compute nodes using MPI or
other distributed libraries. In concurrent stages, Tigres manages task parallelism and
employs SSH to deploy workers on each available compute node. E-HPC tracks and
checkpoints distributed processes in applications, such as Tigres, that rely on SSH and
MPI to support elasticity.

2.4 DMTCP
DMTCP (Distributed MultiThreaded Checkpointing) is a transparent user-level checkpoint restart library for distributed applications [RAC06] used in E-HPC. DMTCP
is transparent because no changes are required to the managed application or the
underlying operating system. The DMTCP managed application state is captured by
monitoring system calls, processes, network communication, and open files. Also,
DMTCP supports distributed applications by intercepting the creation of new local or
remote (SSH or MPI) process. Instances of DMTCP in these new processes connect
through sockets to a central daemon that coordinates the distributed checkpointing and
restart operations.
DMTCP freezes the execution of all the processes of the application at checkpoint
time. Then, for each process, a copy of its memory allocation, network, and I/O states
are dumped to the file system. During restart, a process is created for every process
checkpointed and its memory and state are restored from the copy in the file system.
E-HPC takes advantage of DMTCP to shrink or enlarge resource allocations of an HPC
workflow. DMTCP will restart an application on different hosts, even if their number
differs, as long as the hosts are homogeneous (typical in HPC systems) and a mapping
of processes over resources is provided (calculated by E-HPC).

3

Design and Implementation

Figure 2 shows the architecture of E-HPC. E-HPC has three main components - E-HPC
Application Programming Interface (API), E-HPC Coordinator, and E-HPC Tracker.
The E-HPC API provides the elastic functions that allows users to manage their
resources dynamically. The E-HPC Coordinator accepts traditional user workflows
and interacts with the E-HPC API to provide the elasticity needs. The E-HPC tracker
tracks the execution of the workflow on the resources and manages the book keeping
associated with the elastic resources.
A user submits a workflow by employing E-HPC command-line utilities on the
HPC system. Next, E-HPC starts its coordinator, and generates and submits a batch job
script that drives the workflow execution. Once the batch scheduler allocates resources
to the job, the script executes the workflow and initiates services needed in the compute
nodes to support elasticity. These services include a DMTCP controller, responsible for
managing low level distributed checkpoint-restart operations, and an E-HPC tracker,
which monitors the different states of the workflow. In this context, if the workflow
requires resource scaling, it employs the E-HPC API to issue an elastic request for
increasing or decreasing the number of resources allocated to the job. The E-HPC
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Figure 2: E-HPC architecture. E-HPC has three distinct control flows – a) startup: Users

submit a workflow through E-HPC. E-HPC coordinator generates job scripts to request resources
and run the workflow. Once the resources are allocated to the job through the batch scheduler,
E-HPC launches the workflow executable via DMTCP. b) resource management: E-HPC tracker
monitors the job execution and the states of the workflow. When the workflow issues an expand or
a contract request through the E-HPC API, the tracker sends a checkpoint/kill signal to DMTCP.
c) termination/completion: Once the job is killed, E-HPC coordinator resubmits another job
script with a modified resource requirement. If the job completes successfully, E-HPC tracker
notifies the coordinator.

API relays the request to the E-HPC tracker which issues checkpoint and kill requests
to DMTCP. After the checkpoint is complete, and all the tasks are killed, E-HPC
tracker informs the coordinator of the new resource requirements and ends the current
workflow job. E-HPC coordinator generates a new job script that invokes DMTCP to
restart the workflow using the checkpoint.

3.1

User Interface

E-HPC is designed as a library and users can interact with it in two different ways –
a) plan-driven, or b) event-driven. In the plan-driven method, the user provides the
elasticity plan, whereas in the event-driven method, external and internal events in the
application trigger elasticity. Figure 3 provides an example of an elasticity plan that
specifies the stages and resource requests for a workflow. The elasticity plan specifies
the stages of the workflow and the associated resource requests. The resource requests
in the plan specify the amount of resources and the duration for which the resources
are required. The plan-driven method is minimally invasive, and requires no change to
existing application programs or scripts.
The event-driven method allows users to modify their scripts using the E-HPC API,
which induces elasticity from within the application program. This allows users to
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workflow:
command: python stage1.py
stage1:
nodes: 4
ppn: 1
walltime: 00:15:00
stage2:
nodes: 1
walltime: 00:30:00
Figure 3: Workflow descriptions contain execution commands and resource requirements for
each stage.

scale up or down conditionally based on an event in application characteristics and on
resource requirements. We describe the API in detail in Section 3.5.
In addition to the two different ways to interact with E-HPC, a user can also request
elastic resources in two different ways – i) stage elasticity, where a user can opt to
grow or shrink resources between the stages of a workflow, or ii) runtime elasticity,
where a user can request to change resources at any time during the execution. Stage
elasticity is useful when different stages of the workflow have pre-defined, known
resource requirements. On the other hand, runtime elasticity is useful when resource
requirements can be changed due to external factors (e.g., available resources, system
failures). However, runtime elasticity may not be suitable for all applications. For
example, applications that are checkpointed in the middle of an I/O operation may end
up in an unknown or unpredictable state.

3.2 Workflow States
Figure 4 shows different states a workflow may go through when using E-HPC. A
workflow is at first in a pending state and is put in the queue that the E-HPC coordinator
manages internally. Once the required resources are allocated for the job, it moves
to the running state, where the tasks are distributed and executed on HPC resources.
If the resource requirements change during the execution of the workflow, or the
execution terminates due to failure, the workflow state moves to a checkpoint state.
The workflow moves from the checkpoint state to the pending state, waiting for the
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Figure 4: State transitions of a workflow in E-HPC.
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new set of resources for the restart to happen. If the workflow execution terminates due
to a failure, E-HPC restarts the failed workflow using the checkpoint. The workflow
transitions to completed state when all the tasks of a workflow are executed successfully.

3.3

E-HPC Coordinator

E-HPC coordinator generates job scripts for running workflows on HPC resources, and
coordinates the execution and dynamic resource allocation for workflows. When a
user submits a workflow to E-HPC, it starts the coordinator on the login node of an
HPC system. Users specify the initial resources required to execute the workflow and
E-HPC coordinator generates a job script for running the workflow on HPC resources.
The resource requirements are transformed into batch scheduler directives in the job
script. The job script acts as a wrapper for launching the workflow tasks through
DMTCP. E-HPC coordinator sets up all the environment variables and directory paths
for enabling distributed checkpointing through DMTCP. DMTCP requires a centralized
coordinator for checkpointing and restarting distributed tasks, which the job script
launches on a compute node.
The state of the workflow tasks and the changes in resources are shared with EHPC coordinator through the shared file system. E-HPC coordinator uses job status
and resource requirements to determine the elasticity of workflows. If the job fails,
terminates before completion, or the resource requirements change, E-HPC coordinator
checkpoints the workflow and generates a restart command to launch the unfinished
workflow through a job script. The job script also sets up the required commands to
update the host list, once new resources are allocated to the job.

3.4

E-HPC Tracker

The job script generated by E-HPC coordinator starts a tracker on a compute node.
Once the workflow job begins to execute, the tracker monitors the job progress. The
workflow requests a change in resources through the E-HPC API. The API triggers the
E-HPC tracker to checkpoint the workflow and terminate execution. In cases where
the workflow is specified through a workflow description, E-HPC tracker checkpoints
the execution prior to executing the next stage in the workflow. The workflow tasks
run across multiple nodes, and E-HPC tracker waits and monitors all the tasks to be
correctly checkpointed and terminated before updating the job state. Once all the tasks
of the workflow have terminated, E-HPC tracker updates the resource plan to describe
the number of resources required for the rest of the workflow and the expected time of
execution. If there is no change in the resource requirements of a workflow, E-HPC
tracker simply monitors and checkpoints the tasks as the execution progresses.
During a restart, E-HPC tracker reads the updated host file and sends a signal to the
workflow in execution. It sends an updated host list along with the workflow so that
new tasks can be launched on a different set of resources. Every workflow needs to
be able to trap the signal to notify changes to an executing workflow. In our current
implementation, E-HPC sends a SIGUSR1 signal to share the updated information
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about the hosts. This provides a generic interface for any workflow or application to
dynamically scale on a different set of HPC resources based on the requirements.

3.5 E-HPC API
E-HPC provides command-line utilities and an API to manage elastic workflows on
HPC resources (Table 1). Users submit a workflow through the command-line as:
ehpc start <workflow-script>. The start command triggers the launch
of a workflow through the E-HPC coordinator. It generates job submission scripts and
submits them through a batch scheduler. It ensures that a workflow script is launched
through DMTCP and hence, is checkpointed and can be restarted as needed.
Interface
init
expand
contract
done

Description
registers a workflow to E-HPC and returns a workflow-id
grows the resource allocation to the amount specified
shrinks the resource allocation by the amount specified
notifies E-HPC about workflow completion

Table 1: E-HPC API provides four interfaces to transform a simple workflow into an
elastic workflow.
Users can use the E-HPC API to add elastic calls in a workflow script to grow
or shrink resources as the workflow executes. The E-HPC API provides four simple
functions to manage elasticity in a workflow. The init function registers a workflow
through E-HPC coordinator and returns a unique identifier for the workflow. The
expand function is used to dynamically grow the number of resources for a workflow
in execution. Similarly, the contract function allows for dynamically shrinking
the number of resources for an executing workflow. Both expand and contract
checkpoint, kill and restart the workflow on a different set of resources based on the
resource requirements of a workflow. Once a workflow completes execution, allocated
resources are released and checkpoint data is removed using done, which updates the
status of the workflow to completed. E-HPC also calculates and collects performance
and usage metrics for a workflow.

(a) Montage.

(b) BLAST.

(c) Synthetic.

Figure 5: Workflow graphs, stages are logically combined. Stages are combined together

according to workflow resource requirements: subsequent parallel stages are combined together
as a single logical stage and sequential stages are combined into a single sequential stage
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3.6

Minimizing Queue Wait Time

The default mode of operation in E-HPC is to submit a workflow job with the new
resource allocation request, only after the previous job has been terminated. This may
incur large queue wait times depending on the current workload of the system. In order
to minimize the queue wait times, E-HPC provides a fast execution mode, where the
next stage of the workflow is submitted to the job queue, while the execution of the
workflow continues in its current resource allocation. Once the requested resources are
allocated to the job, the running workflow is signaled to be checkpointed and killed,
and the placeholder job restarts the workflow using the newly created checkpoint. This
eliminates the queue wait time for applications that can dynamically scale up or down.
Unlike the default E-HPC method, the fast mode requires all proceeding execution
to be checkpoint-safe in order to function as expected. We define an execution as
checkpoint-safe, if there are no active TCP connections, or I/O operations. In such cases,
a restart may result in data loss or even failure to re-establish the TCP connections. This
is a limitation of the DMTCP library and we plan to investigate alternative strategies in
future to overcome this limitation.
The efficiency of the fast operation depends on the queue wait time of the placeholder job, the time required to finish the current job, and the checkpoint/restart
overhead. If a job’s runtime is small, the overhead of queue wait time and the cost of
migrating to new resources might not justify the use of fast mode.

3.7

Workflow Plug-ins

E-HPC is implemented in Python and generates job scripts to be run on HPC resources
through batch schedulers. It currently supports Slurm and Torque schedulers. Users
specify the resource requirements and E-HPC generates batch scripts with the respective
scheduler directives. Workflow status and resource requirements are updated through
a YAML file on a shared file system. E-HPC is currently integrated with the Tigres
workflow library and can be used with any Tigres workflow. However, workflow
scripts written in Python can also be transformed into elastic workflows by using the
E-HPC API directly. E-HPC currently uses DMTCP for checkpoint restart. However,
the architecture of E-HPC is independent of DMTCP and other checkpoint restart
mechanisms might be used. Thus, E-HPC has been designed such that it can be
extended to work with other batch queue, workflow and checkpoint restart systems.

4

Formulating Performance Metrics

In this section, we formulate the performance goals for E-HPC. Specifically, E-HPC is
targeted to improve the core-hours usage for a workflow, without increasing the overall
turnaround time of the workflow. Mathematically, we define core-hours (C) as:
C = t ∗n
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where, t is the execution time in hours, and n is the number of cores assigned during
execution. Hence for a workflow with s stages, core-hours usage is calculated as the
sum of core-hours used by each stage:
s

C = ∑ ti ∗ n

(1)

i=1

Now, a workflow managed by E-HPC allocates separate resources to each stage of the
workflow. Hence, each stage is assigned the number of cores required for its execution.
In addition, the checkpoint-restart mechanism incurs an overhead that adds to the
execution time of the stages. So, core-hours usage for an E-HPC managed workflow is
given by:
s

Cehpc = ∑ (ti +CRi ) ∗ ni

(2)

i=1

where, CRi represents the checkpoint-restart overhead for the i-th stage. Using equations 1 and 2, we can derive that E-HPC minimizes core-hours usage for a workflow
iff:
s

s

i=1

i=1

∑ CRi ∗ ni < ∑ (n − ni ) ∗ ti

(3)

Equation 3 shows that in order to provide better core-hours, checkpoint-restart overheads must be less than the core-hours gained for the workflow execution. In other
words, the total amount of core-hours gained in workflow execution has to be more
than the amount of core-hours lost due to E-HPC checkpoint-restart overheads. The
result implies that the core-hours improvement in E-HPC is dependent on a number
of external factors like the characteristics of the workflow, the performance of the
checkpoint-restart library, and the I/O performance of the storage system on which the
checkpoint images are written.
In addition to minimizing the core-hours usage, E-HPC also targets improving the
total turnaround time of a workflow. The turnaround time (T ) of a workflow is defined
as:
T = t +q

(4)

where, t is the execution time, and q is the time to wait in the queue for getting the
requested resource allocation. Since E-HPC allocates resources separately to each
stage of the workflow, the turnaround time in E-HPC is:
s

Tehpc = ∑ (ti + qi +CRi )
i=1
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(5)

where, ti , qi and CRi are respectively the execution, queue-wait and checkpoint-restart
times for the i-th stage of the workflow. Using equations 4 and 5, we can derive that
the turnaround time in E-HPC is better if:
s

∑ (ti + qi +CRi ) < t + q

i=1

<



s

∑ ti

i=1



(6)
+q

Assuming the checkpoint-restart overhead is negligible i.e., CRi ≈ 0, equation 6 implies:
s

∑ qi < q

(7)

i=1

Equation 7 shows that E-HPC improves the turnaround time if the sum of individual
queue wait times for each stage of the workflow is less than the queue wait time of
the complete workflow. In other words, E-HPC achieves better turnaround time if
smaller jobs (stages of a workflow) have significantly less wait time than larger jobs
(the complete workflow). But as the queue wait time is a system parameter, controlled
by the resource scheduler, E-HPC cannot control it. However, to minimize the queue
wait times for each stage of the workflow, E-HPC provides a fast execution mode as
described in Section 3.6.

5

Evaluation

In this section, we evaluate the performance and resource usage of scientific workflows
through E-HPC. We compare our results against running the workflows without E-HPC
(i.e., they are submitted through a single large job – see Figure 1a).

5.1

Systems

We evaluated the impact of elasticity on HPC workflows through E-HPC on two
systems – i) Gordon and ii) Cori. Gordon [Gor15] is a dedicated XSEDE cluster with
1024 compute nodes. Each compute node contains two 8-core 2.6 GHz Intel EM64T
Xeon E5 (Sandy Bridge) processors and 64 GB of DDR3 RAM. The file system is
Lustre with a peak I/O bandwidth of 100 GB/s and the resources are managed by
TORQUE. Cori [Cor16] is a Cray XC40 supercomputer hosted at the National Energy
Research Scientific Computing Center (NERSC), which has 2388 compute nodes, each
with two sockets and 32-core Intel Xeon ”Haswell” processor at 2.3 GHz per socket
and 128 GB DDR4 memory (2133 MHz, four 16 GB DIMMs per socket). The file
system used during job execution is a Lustre file system with a peak performance of
700 GB/s.
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5.2 Workflows
We use two real science workflows (Montage and BLAST) and one synthetic workflow
to evaluate E-HPC (Figure 5). All the workflows are built using the Tigres templates.
The different stages in the workflows are logically grouped together into parallel and
sequential stages based on the resource requirements at each stage of the workflow.
Montage [Jac+09] is an I/O intensive workload [Juv+13] that constructs a JPEG
image from sky survey data formatted as Flexible Image Transport System (FITS)
files [Pen+10]. As shown in Figure 5a, Montage is composed of nine stages, and we
logically group them into four stages – i) 1-Parallel, ii) 2-Sequence, iii) 3-Parallel, and
iv) 4-Sequence. All experimental runs of Montage construct the image for survey M17
on band j and degree 8.0 from 2mass Atlas images.
BLAST is a memory-intensive workflow that matches DNA sequences against a
large sequence database ( > 6 GB). The workflow splits an input file (a few KBs) into
several small files and then uses parallel tasks to compare the input against the large
sequence database. The database is loaded in-memory on all the compute nodes during
the parallel stage. Finally, all the outputs from the parallel stage are merged into a
single file. As shown in Figure 5b, BLAST is composed of three stages. As the first
stage runtime is short, we logically group them into two stages – i) 1-Parallel and ii)
2-Sequence. BLAST is used to illustrate the resource usage for an use-case where a
parallel stage execution time is substantially larger than the sequential one.
Synthetic workflow is composed of sequence and a parallel stages (Figure 5c). The
workflow is written in Python. The memory-intensive version of the synthetic workflow
consists of tasks that do a large number of memory allocations for over one billion
integers, prior to calculating the values of their sum and multiplication. The first stage
contains one billion tasks, calculating the sum in sequence, whereas the second parallel
stage contains ten million tasks, calculating the multiplication in parallel. In contrast to
the other two workflows, this workflow is designed to have a longer sequential stage,
followed by a shorter parallel stage. We also use the memory-intensive version of the
synthetic workflow that consists of 10 thousand parallel tasks. Unless otherwise specified, we use the two stage memory-intensive synthetic workflow for our evaluation, and
use the single stage memory-intensive fully parallel workflow for measuring E-HPC
overheads.
Table 2 lists and summarizes the metrics for our experiments. It includes workflow
runtime, stage execution time, stage checkpoint and restart times, process kill times,
core-hours used and queue time (inter-stage queue wait time). The runtime of a
workflow is calculated as the time between the execution start of the first stage and
completion of the last stage of the workflow. The core-hours measured correspond to
the resource allocated for the entire duration, including possibly resources left unused
by a workflow. Wait time values are not included since jobs do not consume core-hours
when they wait. In our evaluation, we use E-HPC’s regular mode, unless otherwise
specified.
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Metric (unit)
Stage execution time(s)
Workflow runtime(s)
Checkpoint time(s)
Restart time(s)
Queue time(s)

Description
Execution time for a workflow stage
Workflow end time - Workflow start time
Time to checkpoint a stage
Time to restart a workflow stage
Time a workflow stage waits in queue prior to execution
∑ Task execution time * Number of cores allocated

Core-hours used(hrs)

Table 2: Metrics for evaluation.
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Figure 6: Synthetic (Gordon) - effects of dynamic resource scaling using E-HPC (a) Runtime,
(b) Core-hours usage. E-HPC scales from 64 to 128 cores and achieves better performance than
running the workflow over 64 cores.

5.3

E-HPC Elasticity

Figure 6 shows the benefits of E-HPC for dynamic resource scaling of an application.
In this experiment, we run the synthetic parallel stage on 64 cores, 128 cores and
scaling from 64 to 128 cores and we use fast mode to minimize the wait times. The
fast mode allows applications to continue making progress while other resources are
requested. In Figure 6, the E-HPC calculated bar is generated by taking the data from
running E-HPC in fast mode and adding the queue time for the second job. We see that
queue times are not substantial in this case. However, E-HPC in the fast mode provides
even more significant benefits in cases where queue times are significant.
Figure 6a shows that fast mode results in around 30 percent improvement in
workflow runtime as compared to maintaining the resources at 64 cores. The application
is able to benefit from the added cores and complete the application sooner. Figure 6b
shows corresponding core-hours expenditure for each run.
62

90

2500
Core-Hours Used (h)

Workflow Runtime (s)

80
2000
1500
1000
500
0

70
60
50
40
30
20
10
0

NonEHPC

EHPC

NonEHPC

32

1-Parallel
Checkpointing

EHPC

NonEHPC

64

128

Peak CPUs Allocated
2-Sequence
3-Parallel
2-Queue
3-Queue

EHPC

NonEHPC

EHPC

NonEHPC

EHPC

NonEHPC

32

256

EHPC

NonEHPC

64

EHPC

NonEHPC

128

EHPC

256

Peak CPUs Allocated

4-Sequence
4-Queue

1-Parallel

(a) Runtime.

2-Sequence

3-Parallel

4-Sequence

Overheads

(b) Core-hours.

Figure 7: Montage workflow performance (Cori): (a) workflow runtime and (b) core-hours

usage for Montage with and without E-HPC. Montage shows shorter runtimes without E-HPC.
For values of n larger than 32, E-HPC runs consume less core-hours.

5.4

Effect of Stage Elasticity

The stage elasticity in E-HPC allows workflows to request resource changes between
the stages of a workflow (as described in Section 3.1). In this section, we present the
results of using stage elasticity in E-HPC for different workflows.
In our evaluation, we measure E-HPC performance using workflow runtime and
allocated core-hours. Values observed in each experiment are presented in Figures 7
to 9. Each bar in the figure presents the average value (with standard deviation bars)
over three repetitions of an experiment.
Experiments include runs with and without E-HPC and different resource allocation
(32, 64, 128 and 256 cores). The X-axis represents the peak CPUs (n) allocated for
the workflow in a particular experiment. In nonE-HPC runs, a value n on the X-axis
corresponds to the number of CPU cores allocated during the complete lifecycle of a
workflow. In E-HPC runs, n is the maximum number of CPU cores allocated during
the duration of a workflow.
5.4.1

Montage

In this section, we evaluate the performance and resource usage of Montage.
Workflow Runtime. Figure 7a compares the workflow runtime for Montage with
and without E-HPC. When running without E-HPC, the workflow runtime does not
change substantially across different values of n and the shortest one is observed for
n = 32 (single node on Cori). For larger n, the runtime of sequence stages (2-Sequence
and 4-Sequence) increases equally or more than the runtime gains in the parallel ones
(1-Parallel and 3-Parallel). This is likely due to the inter-stage data caching for different values of n. For instance, if n = 32, 1-Parallel runs on a single node and all
its output data (4.5 GiB) is cached locally (and will eventually be written to the file
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Figure 8: BLAST workflow performance (Cori): (a) workflow runtime and (b) core-hours usage
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Figure 9: Synthetic workflow performance (Cori): (a) workflow runtime and (b) core-hours

usage for the Synthetic workflow with E-HPC and without E-HPC. Synthetic workflows show
significantly shorter runtimes without E-HPC. Until 128 cores, less core-hours are allocated
under E-HPC. For higher values of n, E-HPC uses less core-hours.

system). As a consequence, 2-Sequence reads its input data mainly from memory.
However, for n = 64, 1-Parallel runs across two nodes, caching one half of its output
data on each node. When 2-Sequence starts on one of the two nodes, only half of
its input data is locally cached. The runtime of the I/O intensive stage becomes 15%
longer than for n = 32. This effect is also observed for 4-Sequence since it is also an
I/O intensive sequential stage preceded by a parallel one (3-Parallel). However, since
its input data is larger than for 2-Sequence (38 GiB), the effect is more noticeable, e.g.,
runtime of 4-Sequence from n = 32 to n = 64 increases 52%.
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When run with E-HPC, Montage workflow runtime presents a different pattern.
Again, workflows running on a single node (n = 32) present the shortest runtime
because the tasks run on a single node and in the same job allocation. For n > 32, the
inter job wait time increases the workflow runtime significantly compared to n = 32.
This is expected since for n > 32, E-HPC runs each section of the workflow in a
separate job to adjust the resource allocation to the desired size (Figure 5a). As n
increases, the runtime for the sequence stages does not change and parallel stages
becomes shorter, decreasing the overall runtime.
The comparison between running Montage with or without E-HPC shows that
runtime is longer with E-HPC in all cases. When run on a single node, the 20% runtime
increase is due to monitoring overhead of DMTCP. For n > 32, the workflow runtime
difference is contributed by the inter-job wait time and longer runtime of the stages.
The inter job wait time is dependent on the current workflow of the system and out of
the control of E-HPC. For most cases, total stage runtime is ≈ 20% longer with E-HPC.
As we scale to n = 256, nonE-HPC runs can no longer benefit from inter-stage data
caching due to data being distributed across multiple node, and hence, stage runtime
overhead in E-HPC is reduced to 10% as compared to nonE-HPC.
Workflow core-hours. Core-hours consumed by all the experiments with Montage on
Cori are detailed in Figure 7b. In cases without E-HPC, larger allocations increase the
core-hours consumed. Without elasticity, the sequence stages consume significantly
more core-hours since their runtime is not reduced by the larger resource allocation.
Also, parallel stages, when scaling up from n = 32 to n = 256, consume slightly more
core-hours due to the increasing overheads of the initial setup in Tigres for launching
the parallel tasks across multiple nodes For Montage, n = 32 (single node on Cori), 72%
of the workflow runtime is consumed by serial stages (2-Sequence and 4-Sequence).
With E-HPC, for values of n > 32, doubling the allocated resources induces small
variations in consumed core hours. For example, stepping n up from 64 to 128, increase
core-hours consumption by 11%. Core-hour usage increases are attributed to the
natural overhead of less than perfect parallelism in the code, and the initial overhead of
distributing the tasks through Tigres across multiple nodes. Otherwise, with E-HPC,
there is no resource wastage and checkpointing core-hours are very small (< 1%).
However, there is a larger step between n = 32 and n = 64, with an increase of 35% of
core hours. This is due to the loss in efficiency in the sequence stages due to lack of
caching of intermediate data.
Finally, comparing runs of Montage with the two approaches, for values n > 32
(elasticity is possible), E-HPC requires significantly less core-hours (76% for 256
cores) than nonE-HPC due to elastic management of resources. The core-hour results
in Montage show that with increasing parallelism, E-HPC utilizes resources more
efficiently than nonE-HPC due to diverse level of parallelism.
5.4.2

BLAST

This section focuses on evaluating the impact of E-HPC on BLAST.
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Workflow runtime. The runtime of all the experiments running BLAST on Cori
are presented in Figure 8a. When run without E-HPC, BLAST’s runtime is dominated
by the first parallel stage (1-Parallel occupies > 99% of the total runtime in all cases).
This stage scales well over more resources and overall workflow runtime is significantly
reduced when run over more resources. For instance, for n = 64 the runtime is less
than half (53% shorter) than for n = 32.
Similar workflow runtimes are observed in BLAST when run with E-HPC. DMTCP’s
monitoring overhead is relatively small but becomes more significant for larger values
of n. e.g., DMTCP increases BLAST’s runtime by 1% for n = 32 and 8% for n = 256.
For all values of n, checkpoint, restart, and queue times increase the overall workflow
runtime by ≈ 2 minutes, which is not significant compared to the overall workflow
runtime. In summary, BLAST scales well as the workflow allocation is increased, and
has very little overhead when run with E-HPC.
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Figure 10: Runtime elasticity on BLAST (Gordon) vs static allocation: (a) workflow runtime
and (b) core-hour usage for BLAST. The E-HPC coordinated job starts on a single 16 core node
and expands to the peak core allocation after 60 seconds of execution.
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Figure 11: E-HPC overheads: (a) shows time required for checkpoint and restart vs. the number
of processes/tasks being tracked by E-HPC, (b) shows total storage required on filesystem for a
checkpoint versus the number of processes/tasks being tracked by E-HPC.
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Workflow core-hours. Core-hours consumed with BLAST (on Cori) are detailed in
Figure 8b. Similar core-hours are observed with and without E-HPC and different
values of n, e.g., the maximum values differ less than 9% from the average. This is
caused by the domination of (1-Parallel) over the execution of the workflow that makes
other non-scaling stages irrelevant in terms of core-hours.
The comparison between n = 32 and n = 64 cases present an unexpected result: the
core-hours are reduced when parallelism is increased. This is caused by the unexpected
super-linear reduction of runtime in that step of n observed in Figure 8a. In the next
steps of n, core-hours increase slowly from the expected imperfection of parallelism in
the code.
Comparison between using and not using E-HPC shows thatE-HPC consumes 1.5%
to 5% more core-hours with no clear correlation to n. Checkpointing overhead in
all cases consumes less than 0.5%. This leads to the conclusion that the additional
core-hours consumed by E-HPC are for DMTCP execution overhead.
5.4.3

Synthetic

This section describes our evaluation of the Synthetic workflow with E-HPC.
Workflow runtime. The runtimes observed of all experiments with Synthetic workflow
are presented in Figure 9a. When run without E-HPC, the workflow runtime becomes
shorter for larger values of n. This reduction is the result of shorter stage runtimes of
the 2-Parallel stage when more resources are available (1-Sequence is sequential and
thus its runtime is constant): 2-Parallel runtime is reduced 40 − 49% each time n is
doubled.
The Synthetic runs with E-HPC present much longer runtimes than without E-HPC.
This is due to DMTCP monitoring overhead that slows down the execution of all
stages by a 2.2 − 2.4 factor. Detailed analysis of the workflow reveals that most of
the operations performed by the workflow were memory management (allocation and
free). These operations are heavily monitored by DTMCP that traps all the memory
management calls. The workflow runtime evolution for larger values of n is as expected:
1-Sequence runtimes remain constant, and 2-Parallel runtime is reduced significantly
(again 40 − 49%). Finally, E-HPC checkpoint overheads are minimal (6 seconds for all
values of n) and the queue times for the second job is typically a few minutes.
Workflow core-hours. Core-hour consumed in all experiments with Synthetic are
detailed in Figure 9b. For nonE-HPC, a larger resource allocation implies a significant
increase in core-hours consumed by the workflow. This increase is mainly due to the
wastage of the resources by the 1-Sequence stage.
Runs of Synthetic with E-HPC consume almost the same core-hours for all values of
n. This is caused by the constant resource consumption of both stages in the workflow.
1-Sequence consumes the same core hours because elasticity allows to execute 1Sequence over 32 cores in all cases. 2-Parallel runtime decreases proportionally to the
increase in assigned resources, keeping its core-hours consumption almost unchanged.
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5.5

Effect of Runtime Elasticity

Figure 10a shows the use of E-HPC for inducing elasticity in the middle of a workflow
stage (runtime elasticity), as it expands from 16 cores (one node on Gordon) into a
larger set. Although E-HPC is capable of scaling up in the middle of a workflow stage,
the results in the figure show that the total workflow runtime is affected when using EHPC. The sequential stages in BLAST are extremely short in comparison to the longer
parallel stage. The runtime for 16 cores with and without E-HPC are similar because
in both cases, all the stages use 16 cores (one node on Gordon). However, as we scale
up to 32 cores, E-HPC takes ≈ 6% more time. When using E-HPC the first sequence
stage, 1-BLAST is executed on one node and the elasticity is induced after 60 seconds.
During this time, some of the tasks in the second stage, 2-BLAST-Scaled, which is a
parallel stage, have already started executing. The higher degree of parallelism during
the initial parallel stage and the checkpoint/restart overhead of DMTCP, the overall
runtime performance deteriorates with E-HPC. The pattern continues for larger cores,
and for up to 256 cores (with E-HPC taking ≈ 20% more time than without E-HPC),
E-HPC runtime elasticity performs poorly compared to when executed without E-HPC.
This is a significant result, because it shows that the time when elasticity is induced
is also critical to certain workflows, and may result in performance degradation if the
required resources are not allocated at the right time.

5.6

E-HPC Overheads

In this section, we evaluate the different overheads in E-HPC. Table 3 shows the runtime
overhead of various workflows, with and without the queue wait times, when running
with E-HPC on both Cori (C) and Gordon (G). As E-HPC resubmits a job while scaling
up, it incurs an additional queue wait time in addition to the checkpoint and restart
overheads of DMTCP. As can be seen from the table, the overheads including the queue
wait time are significantly higher than excluding the wait time (for e.g., runtimes are
86.3% longer with queue wait time vs 10.3% longer without the queue wait time for
Montage on Cori). This is because the queue wait time dominates the overheads in these
cases and is a system-dependent variable on which neither E-HPC, nor DMTCP have
any control. On the other hand, the overheads without the queue wait time only include
DMTCP checkpoint and restart times, which has a maximum of ≈ 36% overhead (for
BLAST on 256 cores on Gordon). BLAST is a memory-intensive application, with
a large memory footprint that generates large checkpoint images. The overheads are
smaller on Cori (≈ 13%) than on Gordon, because of the large I/O bandwidth of the
Lustre file system (700 GB/s), as compared to the peak I/O bandwidth on Gordon (100
GB/s). For all other workflows, the runtime overhead varies between 0.2% − 11%,
when there are no queue wait times. Hence, with current advancements in storage
system (e.g., burst buffers) and checkpoint restart systems, E-HPC overheads can be
minimized.
Figure 11a) shows the overheads in E-HPC due to the checkpoint and restart phases.
Both checkpoint and restart overheads are proportional to the number of workflow
tasks in execution, and the overheads increase linearly up to 150 tasks/processes. The
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Workflow
Montage
BLAST
Synth
BLAST
Synth

Sys.
C
C
C
G
G

32
N/A
N/A
N/A
13.11(9.3)
4.5(0.8)

% Overhead, Wait (Without wait)
64
128
86.1(10.3)
32.8(10.3)
5.7(3.9)
10.5(7.6)
13.8(0.29)
21.4(0.36)
448(10.9)
2085(13.4)
4.7(1.8)
5(2.0)

256
42.3(11.1)
18.3(13.6)
3.5(0.37)
5210(36.3)
N/A

Table 3: E-HPC overheads including (left) and excluding system dependent wait times (brackets).
E-HPC controlled overheads vary between 0.2% − 36%. BLAST supports higher overheads due
to its larger memory footprint and hence, larger checkpoints.

overhead is due to the added communication between the workflow tasks and the
DMTCP coordinator, and the I/O overhead of writing the checkpoint image to disk.
Figure 11b) shows that the storage space overhead also increases linearly with the
increasing number of tasks. The total amount of memory and compute requirements
increase with increasing tasks, thereby increasing the total checkpoint size. An important observation from Figure 11b is that the checkpoint size may become so large
that it can result in I/O performance bottlenecks that can significantly affect the overall
E-HPC performance. DMTCP provides optimizations for writing checkpoint images
to memory, and also provides compressed checkpointing to minimize the memory
and storage footprint of checkpoints and restarts. These optimizations can be used to
minimize the overheads in E-HPC.

5.7 Summary
In this section, we summarize the experimental results. The workflow runtimes are
≈ 6% − 20% time longer in E-HPC as compared to running the workflow without
E-HPC. The runtime results for the workflows show that the performance of workflows
with E-HPC is affected due to the checkpoint-restart overhead, queue wait time and the
underlying application characteristics (Figure 7a, Figure 7b).
E-HPC improves the core-hours used for running the workflows by up to 76%. The
core-hour results show that with increasing parallelism, and longer sequential stages,
E-HPC utilizes resources more efficiently than its counterpart by allocating only as
many resources as needed for a stage in the workflow (Figure 8a, Figure 8b).
The runtime overheads in E-HPC vary between 0.2% − 36%, when excluding the
highly variable queue wait times. Further evaluation shows that the overheads are solely
due to the underlying file system, and DMTCP (checkpoint/restart library) (Table 3).

6

Discussion

In this section, we discuss the trade-offs of having a checkpoint-restart based elastic
framework for HPC workloads, and the lessons learned while building and evaluating
E-HPC.
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6.1

E-HPC Trade-offs

E-HPC acts as a middleware to manage resource elasticity for HPC workflows. An
alternative approach is to integrate elasticity in the HPC resource scheduler. However,
the two approaches have their own pros and cons as discussed below.
Overheads vs Portability. As shown through our experiments, E-HPC cannot control
several overheads including the queue wait time and checkpoint-restart. By integrating
the elastic resource management into HPC schedulers, queue wait times can be minimized by only queueing jobs when resource changes can be made. However, this is not
a portable solution, as the current HPC schedulers need to be changed. A middleware
approach like that of E-HPC provides a portable elastic resource management solution
that can work with different HPC schedulers and workloads.
Global vs Local Optimization. E-HPC minimizes the queue wait times by submitting
placeholder jobs for future resource changes. However, this kind of optimization that is
local to a single workflow may adversely affect the turnaround time of other workloads
by increasing their queue wait times. In order to avoid such scenarios, schedulers can
do global optimizations based on all the workloads.

6.2

Lessons Learned
• The elasticity decisions are largely dependent on the workflow characteristics and
the undelying system architecture. Not all workflows will benefit by using elastic
resources as shown through our experiments. In addition, resource schedulers,
and memory and I/O bandwidth of HPC systems can dictate the decisions of
elastic resource management through checkpoint-restart.
• The turnaround time of workflows running through an elastic resource management framework like E-HPC is not only influenced by the workflow characteristics, but also by the types of workloads in an HPC environment. This is because
the queue wait times are dependent on the distribution of large and small jobs in
the system.
• The queue wait times can be largely minimized by improving the resource
scheduling strategies and making them aware of the workflow characteristics.
• The use of Burst Buffers for using checkpoint-restarts can significantly minimize
the runtime overheads of elastic workflows.

7 Related Work
Elasticity. In cloud computing, schedulers [Ver+15], [Bur+16], [Arm+09], satisfy
user performance demands by dynamically altering the resource allocation to jobs
[M+11]. Also, cloud workflow managers [Vav+13], [Kul+15], perform fine-grained
allocation for each workflow stage. In all cases, dynamic resource allocation presents
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a key challenge of resource liberation, i.e., deallocation of occupied resources to
enlarge allocations when the required amount is not free. In cloud environments,
resource liberation is achieved by applying workload consolidation [SKZ08], workload
preemption [Ver+15], or resource oversubscription [TT13]. These techniques imply a
potential performance reduction or cancellation of some applications to benefit others
[Sha+11].
In HPC, individual application performance is subordinated to overall objectives
such us high utilization and performance efficiency [MF01]. Elasticity in the HPC
space has shown progress through the creation of applications built for malleability
[Rod+15], [ME08] or moldability [Fei+97], [KP11]. Others methods include elastic
job bundling, where numerous smaller jobs are submitted in order to deploy a large
set of nodes more quickly [LW15]. Finally, some modern schedulers support special
jobs which aggregate resources to a running job upon start [Zho+13]. However, effectiveness of these techniques depends on the synchronization between the start of
different jobs, which is hard to accomplish. E-HPC provides elasticity in HPC without
the caveats of the techniques described in this section. E-HPC does not significantly
impact the overall system performance since preemption is not required, and it enables
the automatic restart of jobs that run over their time limit.
Resource management in scientific workflows. Systems like Pegasus [Dee+04],
Askalon [Fah+07], Koala [ME05], VGRaDS [Ram+09], or DAGMan [Cou+07] are
used to run scientific workflows. They provide functions such as workflow mapping
(i.e., task grouping for efficient execution), monitoring, fault tolerance, execution, and
meta-scheduling. These systems usually schedule workflow tasks across different sites
and rely on the local scheduler for fine-grained resource management. However, local
HPC scheduler rarely incorporate workflow aware mechanisms [Rod+17] and workflow
tasks might be scheduled inefficiently.E-HPC does not provide the high level functions
of other workflow systems. However, it enables fine grained resource allocation to
workflows by providing elastic execution of tasks.
Workflow turnaround time reduction. Previous work studied methods to reduce
initial and intermediate job wait times that elongate turnaround time in workflows.
For example, Mesos [Hin+11], Omega [Sch+13], Koala [ME08], or A2L2 [Rod+15]
describe schedulers that minimize intermediate wait times by managing workflows
separately from the rest of the workload. Approaches like WoAS [Rod+17], bring
workflow aware scheduling to classical HPC schedulers by extending the queue model.
Other systems propose job bundling [LW15] and task clustering [Sin+08] to efficiently
execute workflows with multiple tasks. Workflow runtime in E-HPC can be increased
by intermediate job wait times. This effect is eased by submitting jobs before their
precursors are completed (i.e., fast mode). However, effective use of this technique
requires further investigation in combination with queue wait time prediction methods.
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Conclusions and Future Work

In this paper, we present the design, implementation and evaluation of E-HPC, a flexible
elastic framework that provides increased efficiency of resource utilization, failure
recovery, elasticity, and faster execution times. The overheads of E-HPC vary based on
the characteristics of the application (e.g., amount of I/O), resource configuration and
run-time characteristics (e.g., queue wait time). The overheads are from checkpoint and
restart, while providing significant benefits in dynamic elastic resource management.
E-HPC is designed to work independently as well as with existing software ecosystems.
E-HPC provides an effective library for the fine tuned control of resources in HPC
environment, where before now, real time control was difficult, if not impossible.
E-HPC is the foundational tool needed to address the resource management needs of
next-generation real-time and streaming workflows.
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Gonzalo P Rodrigo, Erik Elmroth, Per-Olov Östberg, and Lavanya Ramakrishnan. “Enabling Workflow-Aware Scheduling on HPC Systems”.
In: Proceedings of the 26th International Symposium on High-Performance
Parallel and Distributed Computing. ACM. 2017, pp. 3–14.

[Sch+13]

Malte Schwarzkopf, Andy Konwinski, Michael Abd-El-Malek, and John
Wilkes. “Omega: flexible, scalable schedulers for large compute clusters”. In: Proceedings of the 8th ACM European Conference on Computer
Systems. ACM. 2013, pp. 351–364.

[Sha+11]

Upendra Sharma, Prashant Shenoy, Sambit Sahu, and Anees Shaikh. “A
cost-aware elasticity provisioning system for the cloud”. In: Distributed
Computing Systems (ICDCS), 2011 31st International Conference on.
IEEE. 2011, pp. 559–570.

[Sin+08]

Gurmeet Singh, Mei-Hui Su, Karan Vahi, Ewa Deelman, Bruce Berriman, John Good, Daniel S Katz, and Gaurang Mehta. “Workflow task
clustering for best effort systems with Pegasus”. In: Proceedings of the
15th ACM Mardi Gras conference: From lightweight mash-ups to lambda
grids: Understanding the spectrum of distributed computing requirements,
applications, tools, infrastructures, interoperability, and the incremental
adoption of key capabilities. ACM. 2008, p. 9.

[SKZ08]

Shekhar Srikantaiah, Aman Kansal, and Feng Zhao. “Energy aware consolidation for cloud computing”. In: Proceedings of the 2008 conference
on Power aware computing and systems. Vol. 10. San Diego, California.
2008, pp. 1–5.

[Sou15]

Pegasus University of Southern California Information Sciences Institute.
“Pegasus Montage Tutorial”. In: (2015).

[TT13]

Luis Tomás and Johan Tordsson. “Improving cloud infrastructure utilization through overbooking”. In: Proceedings of the 2013 ACM Cloud and
Autonomic Computing conference. ACM. 2013, p. 5.

[Vav+13]

Vinod Kumar Vavilapalli, Arun C Murthy, Chris Douglas, Sharad Agarwal,
Mahadev Konar, Robert Evans, Thomas Graves, Jason Lowe, Hitesh Shah,
Siddharth Seth, et al. “Apache hadoop yarn: Yet another resource negotiator”. In: Proceedings of the 4th annual Symposium on Cloud Computing.
ACM. 2013, p. 5.

[Ver+15]

Abhishek Verma, Luis Pedrosa, Madhukar Korupolu, David Oppenheimer,
Eric Tune, and John Wilkes. “Large-scale cluster management at Google
with Borg”. In: Proceedings of the Tenth European Conference on Computer Systems. ACM. 2015, p. 18.

[Wil+11]

Michael Wilde, Mihael Hategan, Justin M Wozniak, Ben Clifford, Daniel S
Katz, and Ian Foster. “Swift: A language for distributed parallel scripting”.
In: Parallel Computing 37.9 (2011).

75

[YB05]

Jia Yu and Rajkumar Buyya. “A taxonomy of workflow management
systems for grid computing”. In: Journal of Grid Computing 3.3-4 (2005),
pp. 171–200.

[Zho+13]

Xiaobing Zhou, Hao Chen, Ke Wang, Michael Lang, and Ioan Raicu.
“Exploring distributed resource allocation techniques in the slurm job
management system”. In: Illinois Institute of Technology, Department of
Computer Science, Technical Report (2013).

76

Paper

II

Hybrid Adaptive Checkpointing for Virtual Machine Fault Tolerance
A. Souza, A. V. Papadopoulos, L. Tomás, D. Gilbert, and J. Tordsson
Proceedings of the 2018 IEEE International Conference on Cloud Engineering
(IC2E, 2018), IEEE, pp. 12-22, Orlando, Florida, USA, 2018.

Hybrid Adaptive Checkpointing for Virtual Machine
Fault Tolerance*
Abel Souza1, Alessandro Vittorio Papadopoulos2, Luis Tomás Bolivar3,
Luis Tomás Bolivar3, and Johan Tordsson1
1 Department

of Computing Science
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Abstract: Active Virtual Machine (VM) replication is an application independent and
cost-efficient mechanism for high availability and fault tolerance, with several recently
proposed implementations based on checkpointing. However, these methods may suffer
from large impacts on application latency, excessive resource usage overheads, and/or
unpredictable behavior for varying workloads. To address these problems, we propose
a hybrid approach through a Proportional-Integral (PI) controller to dynamically switch
between periodic and on-demand checkpointing. Our mechanism automatically selects
the method that minimizes application downtime by adapting itself to changes in
workload characteristics. The implementation is based on modifications to QEMU,
LibVirt, and OpenStack, to seamlessly provide fault tolerant VM provisioning and to
enable the controller to dynamically select the best checkpointing mode. Our evaluation
is based on experiments with a video streaming application, an e-commerce benchmark,
and a software development tool. The experiments demonstrate that our adaptive
hybrid approach improves both application availability and resource usage compared
to static selection of a checkpointing method, with application performance gains and
neglectable overheads.
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1

Introduction

Fault tolerance is the ability of a system to keep working even in case of failures. It is
mainly used to increase system uptime and to improve its dependability, reliability and
availability [JP13]. Fault tolerance is a desirable feature especially for mission critical
applications residing in data centers [Tha+12]. One method to achieve fault tolerance
is through replication, where critical parts of a system are duplicated using additional
hardware, software and/or network resources, to provide extra guarantees in case any
of these resources fail [JP13]. Most fault-tolerance systems have an asymmetry in the
sense that a primary host executes the application, and a secondary host takes over the
workload in case the former fails. A key requirement for any replicated system is that
failures in a host must be recovered without human intervention no matter when they
occur or what the host is doing at the time of failure.

1.1

Existing Solutions

Fault tolerance can be achieved at different levels of a system stack. Existing solutions
range from (i) implementing fault tolerance capabilities inside applications [C+99];
to (ii) using fault tolerant hardware to provide component redundancy [Aya+08]; to
(iii) using application agnostic solutions based on virtualization, where applications are
wrapped in Virtual Machines (VMs) and the state of a Primary VM (PVM) is replicated
to a secondary VM (SVM) running on a different physical server [Cul+08b]. Solutions
of type (i) may not be feasible since applications may not be easily modified to support
specific replication strategies and fault tolerance hardware. Type (ii) solutions tend
to be very expensive. Type (iii) approaches, also known as general-purpose methods,
aim to detect and handle hardware faults at the virtualization layer of the software
stack. All types hide system errors from end-users, who can access applications without
interruptions even in the presence of faults.
For interactive applications handling network requests, replication approaches
are usually based on active/active (A/A) and active/passive (A/P) [DSS98]. In A/A
mode, all replicas actively receive and process the same requests concurrently. In A/P
mode, only the primary host receives and processes requests, whereas the secondary
only receives memory state synchronizations. These two approaches mainly differ in
resource consumption tradeoffs, as A/A requires additional CPU and A/P more network
bandwidth.
One replication method is Checkpointing [DHR15], a technique to enable a system
or application to store its state, and to handle failures by recovering from previously
stored states. Checkpoint based techniques can be classified as periodic and on-demand
[DSS98]. The former performs checkpoints at fixed time intervals. For interactive
applications, periodic checkpointing can affect system performance (e.g., latency)
depending on the network bandwidth and checkpoint size. On-demand checkpointing
tries to address these problems by reducing the frequency of synchronizations in order
to maximize the amount of time an application runs (also known as application uptime).
One on-demand checkpoint approach is the COarse-grained LOck-stepping Virtual
Machines for Non-stop Service (COLO) [Don+13]. COLO simultaneously runs two
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identical VMs containing the application. They are synchronized through a checkpoint
only when it is detected that their executions diverged, defined as when they generate
different responses to the same network request. Notably, due to symmetric multiprocessing, thread scheduling, etc., the actual execution inside the PVM and SVM
frequently diverges, but this is ignored in COLO unless the deviation is noticeable from
the client perspective.
In contrast, passive checkpointing no comparison of VM outputs are required as a
synchronization (checkpoint) is triggered at fixed-length interval times, e.g., at every
250ms as illustrated in Figure 1 (a). This guarantees the consistency of both replicas,
as the application is not executed in the SVM. As client requests are withheld until
both replicas are synchronized, application performance, as perceived by the clients,
may be impacted.
As mentioned, COLO (Figure 1 (b)) requires twice the amount of memory and
additional CPU resources in the secondary host: for the running process and for the
state synchronization mechanism. Every client request is forwarded to both replicas,
and their responses are compared by a proxy module located in the PVM host (the
diamond in Figure 1 (b)). If VM responses are identical, the request is released from
the proxy to the client. Otherwise, the SVM memory state is synchronized with the
PVM by checkpointing, before the response is released to the client.

Figure 1: Overview of operation in PVM (shown above) and SVM (shown below) for
checkpointing (a) and COLO (b). The dials in the right hand side illustrate common
resource usage patterns for the two methods.

1.2 Problem Statement and Objectives
COLO and checkpointing modes alter the frequency of state synchronizations between
the PVM and SVM. They also highlight an important resource utilization tradeoff:
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given the non-deterministic nature of (multi-threaded) applications and workload
variations, the frequency of COLO checkpoints is itself non-deterministic and can
in some cases even exceed that of periodic checkpointing, which results in both
performance degradation and inefficient use of resources.
Conversely, periodic checkpointing may impose an excessive overhead under
different circumstances, which may severely limit its feasibility. For instance, by
freezing the PVM during execution and/or by withholding requests from users until
its state synchronization is completed, periodic checkpointing mode may increase
application latency significantly. Hence, there is no single checkpointing mechanism
that achieves acceptable performance tradeoffs in all scenarios.
To tackle these problems, we propose a hybrid approach that dynamically switches
between periodic checkpointing and COLO. Such dynamic switching enables system
administrators to select the most appropriate checkpoint approach without having
to investigate the behavior of the workload in detail. This is particularly useful for
data center scenarios with thousands of applications with varied workload behaviors.
To optimize the use of this hybrid approach, we design an autonomic mechanism to
dynamically select the best checkpointing mode. We provide two implementations of
the selection mechanism.
The first is based on a threshold feedback loop that continuously calculates the
frequency of checkpoint synchronizations in order to decide the best checkpoint mode.
The second is based on a Proportional-Integral (PI) controller that automatically adapts
the time spent in periodic (fixed-length checkpoint) and on-demand (COLO) checkpoint
modes based on the uptime ratio: the relation of time spent checkpointing over the
total run time before a checkpoint is triggered. This ratio is used to dynamically
select the best mode for a workload in a given time interval. Our implementation
of the hybrid mechanism is open-sourced and is based on modifications to QEMU,
LibVirt, and OpenStack. Our experimentation with a mix of applications shows that
the hybrid approach is superior to statically selected checkpoint mode, and that our
controller further improves system’s uptime by up to 10% with neglected performance
degradations.

2

Background and Related Work

There is a range of fault tolerance mechanisms to enable the recovery (or the application
to keep working) after a failure occurs. Usually, the next actions triggered to resume
normal operation [Kee+04] are: (i) Reconstruction, where the primary server/site is
restored either at its original server/site or another server/site; and (ii) Failover where
there exists a secondary or back-up server/site where the primary server/site is being
replicated. This secondary server/site becomes the active/working site after the primary
site fails.
For both cases redundant hardware is required. However, without replicated data,
redundant hardware is of little use [Kee+04]. Thus, not only the secondary storage
needs to be replicated, but also the in-memory data (i.e., the application state) needs
to be replicated so that the failover is fully transparent to users—a failure should not
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be noticed from clients’ viewpoint. To enable this, fault tolerance techniques should
minimize both the recovery time and the data loss in case of a failure.
Reconstruction-based solutions, also known as storage-based application fault
tolerance solutions, provide a relatively high Recovery Time Objective (RTO) due to
the time needed for the application restart on the backup host, and it may also cause data
loss or corruption if the running application does not have built-in mechanisms (such
as transactional commits in relational databases) to ensure data is not lost, providing a
non-zero Recovery Period Objective (RPO). One example of this type of fault tolerance
mechanism is VMWare High Availability (HA) [VMW03].
Nevertheless, if a transparent recovery from the clients’ point of view is needed,
both RPO and RTO need to be minimized, and thus failover techniques are needed.
Mechanisms that provide fault tolerance in an application-agnostic manner can
be classified in Server Lockstep and Server State Synchronization Fault Tolerance
techniques. The former is based on a technique called Lockstep Processing in which
the server is outfitted with Dual Modular Redundancy (DMR) that enables redundant
components to process the same instructions simultaneously. Many enterprises that
require a high degree of availability for running mission-critical applications use
hardware based solutions such as ftServer from Stratus [Str08] that guarantees 99.999%
uptime. Lockstep Processing hardware configuration includes two CPUs, chipsets
and memory units, thus, eliminating any single point of failure in the system, as each
CPU or memory units can function even if its counterpart is offline due to failure or
planned downtime. An equivalent to ftServer is the VMWare FT/vLockstep [VMW09]
hypervisor based software-only solution, which relies on deterministic record/replay of
non-deterministic inputs.
These application-agnostic approaches have minimal performance degradation and
low bandwidth use as only non-deterministic events (e.g., interrupts) are recorded on
the primary server and transmitted to the secondary server. However, they require
either dedicated hardware (with an integrated lockstep support mechanisms), or cannot
support non-SMP (Symmetric Multi-Processing), thus limiting their use.
Server State Synchronization techniques address these problems. They mainly use
a modified version of asynchronous replication methods to better handle the trade-offs
between keeping the replica as closely synchronized as possible, and minimizing the
impact on application performance, as well as other co-located VMs [Pat+02; Woo+11;
JVW03].
Examples of active fault tolerant approaches include MicroCheckpointing [Hin15],
Remus [Cul+08a] and Kemari [Tam10]. These all provide high-availability by using
efficient 1+1 topology where a single physical server can act as standby host for
multiple applications. These approaches differ from the previously mentioned Lockstep
Processing as the active VM is the only VM to execute operations. Remus provides
a high degree of fault tolerance for a VM by asynchronously propagating changed
states to a backup host at frequencies as high as forty times per second. Adaptive
Remus quantifies VM metrics as CPU and memory usage to infer the current hosted
application load. With this information, the mechanism adjusts the checkpointing
frequency between two modes [SOK16].
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However, the major drawbacks of such active fault tolerance approaches are degraded performance and increased network consumption, as they depend on heavyweight tracking and synchronization of the entire system state. COLO [Don+13] was
designed to mitigate this problem and is also based on server state synchronization but,
unlike the previous works, uses active replication. To avoid the excessive overhead of
current VM replication techniques, COLO monitors the output response of both VMs
and only forces a synchronization (checkpoint) between them when their responses
differ, i.e., the client would notice the deviation. If the responses do not match, network
is withhold until the PVM’s state is synchronized to the SVM.
Although the differences between COLO and periodic checkpoint are clear, it is
non-intuitive to assess the impact of each method on a given application [KC03; SB15].
On the downside, periodic checkpointing does not consider application performance.
Furthermore COLO would not perform well with highly non-deterministic applications
because it may lead to a high number of checkpoints, which in turn would lead to
performance degradation due to the continuous VM pauses to perform checkpoints.
Based on the same argument, periodic checkpointing may not perform well for similar
applications as it assumes static workload behavior, thus unnecessarily pausing the VM
at constant times.
In fact, it may happen that COLO performs differently over time even for a single
application. Given deviations on application workload, COLO may perform better or
worse than periodic checkpointing. In cloud scenarios, COLO may also be affected by
other co-located VMs (noisy neighbors) that may cause additional replication actions.
These observations suggest that a hybrid mechanism can outperform static selection of
either COLO or checkpoint mode for an application.

3

Hybrid Mechanism Architecture

In this paper, we propose a hybrid fault-tolerance mechanism that combines COLO with
the periodic checkpointing approach, and dynamically decides which is the most suited
mode on the basis of current application downtime. The overall goal of our approach
is to improve application availability here defined as uptime/(uptime + downtime),
where uptime denotes that the application is running and downtime that it is not running
due to checkpointing.
The hypothesis is that PVM/SVM resource usage and client-observed performance
are optimized the longer the application is available to answer requests. For instance,
if synchronizations are too frequent, because the workload is too non-deterministic
while in COLO mode, CPU and bandwidth would be poorly utilized and checkpoint
mode would save SVM’s CPU usage while using the bandwidth more efficiently. On
the other hand, if the workload is very deterministic while in checkpoint mode, then
the frequency of synchronizations would potentially be low, and COLO would improve
application performance, while saving bandwidth and making better usage of SVM’s
CPU.
Figure 2 shows the overall system architecture of our hybrid mechanism. We target
a cloud scenario, with OpenStack [SAE12] being used to manage servers and VMs.
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We further use a software stack composed of modifications to QEMU [Bel05], LibVirt
[Red12], and the OpenStack Nova components. In our setup, OpenStack is used on top
of LibVirt to manage a collection of hosts similarly to a cloud provider managing many
VMs. Libvirt is a system orchestrator that interacts with the virtualization capabilities,
i.e., wraps hypervisors at a low level to provide an easier interface to both operators
and management tools. The hypervisor, QEMU, is the software that performs hardware
virtualization. In our modified OpenStack, a fault tolerant VM can be created by the
user, causing the VM to run on a pair of hosts instead of on a single server. The
VM state is synchronized between these two hosts using the COLO and/or periodic
checkpointing mechanisms.

Figure 2: General Architecture of the hybrid checkpointing approach

Figure 3: Overview of the adaptive of the hybrid checkpointing operation. The system
runs in COLO mode until a response comparison failure (red diamond) causes a new
checkpoint. Frequent failures trigger a transition into checkpointing mode (shown by
the PVM running and the SVM not). At a later stage, the system switches mode and
retries COLO again.
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We made two main modifications: (i) to the standard OpenStack Nova component
to allow the creation of VM pairs, where the VMs are guaranteed to run in different
hosts for fault tolerance purposes, and (ii) to the QEMU and LibVirt to allow the
configuration and setup for this VM pair. Our modifications to QEMU and LibVirt
ensure that a VM pair is enabled with one VM in primary mode and the other in
secondary mode. The creation of a VM pair also requires setup of extra network
connections and devices needed by COLO.
A separate logical network carriers the duplicated input traffic from the PVM to
SVM and also responses from the SVM to PVM for output comparison. The existing
RDMA (Remote direct memory access) migration code in QEMU has been modified to
allow it to live migrate a VM with fault-tolerance in the way COLO and hybrid modes
operate. This is created by using a dedicated socket between both servers, ensuring
that no other VM can use the dedicated VLAN tag used for the VM-pair.
The hybrid checkpointing scheme is implemented in the QEMU component and its
overall operation is illustrated in Figure 3. The pair of VMs is started by LibVirt and
when requested from OpenStack. The hybrid mode adds a set of migration parameters
that allow setting timings of the checkpointing modes and threshold levels (which
trigger transition to fixed length checkpoints). Additional monitoring including timing
of the various stages of the checkpoint process have been added to allow LibVirt to pass
these values up to monitoring layers; this allows administrators to check for bottlenecks
caused by lack of bandwidth on the synchronization link between the two VMs.
All of the high level operations are available through the OpenStack interfaces. In
fact, from a user point of view, the only change to use the new functionality and create
VM in FT (fault-tolerance) mode, is to set a fault-tolerant flag, which is a single flag in
the configuration flavor of OpenStack, where compute, memory, and storage capacity
for an instance are defined.

4

Controller Design

As discussed earlier, dynamic switching between COLO and periodic checkpointing
mode, henceforth Checkpoint, can be very beneficial. However, detecting when to
switch from one mode to another cannot be performed by the system administrator, but
must be done autonomously by the system as the application workload is unknown. We
here present a two layer approach that automates the monitoring and decision making
strategy.
In particular, we take decisions based on the measured Downtime Ratio ρ, defined
as the ratio between average downtime and the average uptime of the running VM.
Downtime is defined as the amount of time taken for the synchronization process to
capture, transmit state data and receive an acknowledgment that the checkpoint has been
processed in the SVM. If ρ is close to zero, it means that the VM is mostly running,
and that the downtime has a limited impact on the actual VM performance. If ρ reaches
a value close to 1, or exceeds 1, it means that the operational mode is not providing
satisfactory performance, and a change in the mode may be required. This metric is
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sp

PI

ρ
cps

Check
point

COLO

Figure 4: Structure of the autonomous solution with the PI-controller (left) and a state
machine (right). The PI-controller accepts a user-defined set-point (sp, system’s aim)
and cps (checkpoints per second) as inputs, both used to calculate ρ, the controller’s
mode switcher.
relevant because it simultaneously captures, in a generic manner, key synchronization
aspects related to performance of network bandwidth, CPU and memory.
Figure 4 shows the scheme of the proposed autonomous solution. The inner
component is in charge of deciding the actual mode in which the system operates.
The outer layer monitors the number of checkpoints per second (here denoted as cps),
and it computes what is a good target value ρ for ρ, in order to dynamically enforce
higher or lower likelihood for the system to be in COLO or checkpoint modes. For
example, if cps is low, COLO mode is preferable, and ρ should be chosen to be high.
The parameter ρ determines whether to make the switch to the other mode faster or
slower.

4.1

Inner layer: Monitoring and Actuation level

The inner layer of the proposed decides the mode of operation, i.e., Checkpoint or
COLO mode. The behavior can be represented by a discrete-time hybrid automaton [LA14], i.e., for each discrete state – here called discrete state or simply state – of a
hybrid automaton, a discrete-time dynamic system is defined—here called continuous
component. All the continuous components share a set of state variables, describing
the actual state of the system. A transition from one mode to another is therefore
defined on the basis of conditions on the state variables of the continuous components,
and reset maps can be executed when a transition occur.
We here consider a set of three modes Q = {q1 , q2 , q3 }, associated with Checkpoint
mode (q1 ) and with COLO mode (q2 and q3 ). The overall status of the automaton
is characterized by the current mode q(k) at the k-th time interval, and two counter
variables b(k) (a time budget for staying in Checkpoint mode), and σ (k) (the switchingto-Checkpoint likelihood, that is high when the system should switch back to checkpoint
and low, when it should stay in COLO mode). In addition, we monitor the current value
of ρ(k), which works as a mode switcher. The continuous components are defined as
follows:
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• if q(k) = q1 , the time budget b(k) is linearly decreased over time, while σ (k) is
kept constant, i.e.
(
b(k + 1) = b(k) − 1
(1)
σ (k + 1) = σ (k),
• if q(k) = q2 , the time budget b(k) is linearly increased over time, while the
variable σ (k) is kept constant, i.e.
(
b(k + 1) = b(k) + 1
(2)
σ (k + 1) = σ (k)
• if q(k) = q3 , the counter variable σ (k) is decreased over time by a fixed value
d > 0 down to a minimum value σmin , while the time budget b(k) is kept constant,
i.e.
(
b(k + 1) = b(k)
.
(3)
σ (k + 1) = max (σ (k) − d, σmin )
The transitions from one node to the others and the corresponding reset actions are
defined as follows:
• A transition from q1 to q2 happens if and only if b(k) ≤ 0. When the transition
occurs, the time budget is reset as:
b(k) = 0

(4)

• A transition from q2 to q3 happens if and only if b(k) ≥ b, with b being a
prescribed maximum threshold. When the transition occurs, no reset occurs.
• A transition from q3 to q1 happens if and only if ρ(k) > ρ. When the transition
occurs, the time budget is reset as:
b(k) = σ (k) + ρ(k)

(5)

Figure 5 summarizes the functionality of the inner layer of the automated solution.
The layer is initialized to be in mode q(0) = q3 , i.e., in COLO mode, and the variables
are initialized to be:
(
b(0) = 0
σ (0) = 1
The overall idea is that when the VM is run in checkpoint mode (mode q1 ), there
are regular checkpoints periodically. Therefore, if we assign an initial budget b(0) > 0
where the system is operated in such a mode. When the budget is elapsed, the system
tries to switch to COLO mode for a fixed amount of time b (mode q2 ), and we measure
with a moving average mechanism the average pause ratio ρ. After b checkpoints, ρ is
considered to be a good estimate of the actual average interarrival time, and the system
switches to mode q3 , where ρ is still computed on the basis of the measured frequency
of checkpoints and pause time. At the same time a variable σ decreases over time.
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C: b(k) ≤ 0
R: b(k) := 0
q1
Eq. (1)

C: b(k) ≥ b
q2
Eq. (2)

q3
Eq. (3)

C: ρ(k) > ρ(k)
R:b(k) := σ (k) + ρ(k)

Figure 5: Scheme of the hybrid state automaton in the inner layer. The conditions
for the transition to occur, and the reset map to apply are indicated with “C” and “R”
respectively in the figure.
Algorithm 1 Computation of the saturated PI controller.
function COMPUTE C ONTROL(sp,ρ)
∆sp ← sp − spold
∆ρ ← ρ − ρold
∆P ← K · (∆sp − ∆ρ)
. Computing proportional
∆I ← K · Ts /Ti · (sp − ρ)
. Computing integral
∆ρ ← ∆P + ∆I
. Computing control action
ρ ← ρ old + ∆ρ
if ρ > ρ max then
. Saturation
ρ ← ρ max
. Saturation
if ρ < ρ min then
ρ ← ρ min
ρold ← ρ
. Storing state variables
ρ old ← ρ
return ρ

4.2

Outer layer: External controller

The outer layer is in charge of adapting the value of the threshold ρ on the basis of the
actual behavior of the system. While the inner layer is mainly enforcing a transition
from one mode to the other, an outer controller is used to decide how fast this should
happen. In particular, the value of ρ affects the likelihood to stay in Checkpoint or
COLO mode.
In order to compute dynamically the value of ρ we use a saturated PI controller. In
particular, the controller is implemented as shown in Algorithm 1, where K and Ti are
parameters of the controller, and Ts is the time elapsed from the last measurement.
The controller measures the checkpoints per second cps(k), and, on the basis of this
value, it decides what is a good value for the Downtime ratio threshold ρ(k). More
specifically, cps(k) is compared with the setpoint sp(k), and, on the basis of the PI
control strategy, ρ is dynamically adapted, so that the error between the desired amount
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of checkpoints per second sp(k) and the measured cps(k) decreases over time. The
value for the setpoint is chosen empirically to be sp(k) = 1.5.
The values K = 0.01 and Ti = 3 were selected and used in all the following experiments. The lack of a dynamical model hinders the possibility of a model-based tuning
of the PI controller, therefore we tuned the controller, with a grid of values for the
parameters K ∈ [10−3 , 5] and Ti ∈ [10−3 , 5], and optimizing the obtained performance
with respect to the experimental results obtained with the BugZilla workload considered
in this paper (see the next section).

5

Evaluation

In this section, we evaluate the performance, resource usage and downtime ratio for
different applications with three different characteristics. We compare our results
against running the different applications with four different fault tolerant mechanisms,
explained in the following sub-sections.

5.1

System Environment

For evaluating the proposed mechanism, we built a fault tolerant environment with the
same characteristics as explained in Section 3 with one OpenStack controller and two
workers. We configured three different VMs with three applications, described in the
following, all with the fault tolerance option enabled. This option invokes the SVM on
a different server, while the PVM is put in paused mode. It allows the SVM to be ready
to start simultaneously with the PVM in a consistent state. The hosts are assumed to
fail in a non-byzantine manner - i.e. they either fail or they keep on working perfectly.
Cyclic Redundancy Check (CRC) hardware systems must be used to guard against
memory/bus/cache corruptions, and such are present in most modern server systems.
Our tests and measurements were performed on a testbed formed of 3 servers,
each with 24 Intel Xeon (E5-2620 v2 @ 2.10GHz - Core i7) cores, 64 GB of memory,
managed by OpenStack (Juno version): one server for generating client web requests,
and the other two servers to host the PVM and SVM, respectively. All hosts are
interconnected through a 1 Gbps Network (for client requests), but the checkpoint
stream between the PVM and SVM is carried over a 56 Gbps Infiniband connection
(using a Mellanox ConnectX-3 card).
All tests were done using a modified OpenStack VM Flavor to enable the guest fault
tolerance support - with 4 vCPUs - using the same version of our modified hypervisor
(QEMU 2.5.50). One OpenStack (Nova) controller is used to submit network requests
for both PVM and SVM, and two workers for package comparison (See Figure 2). All
codes for the OpenStack, LibVirt and QEMU modifications are available through the
ORBIT (Business Continuity as a Service) Project [Kyr+15] at a GitHub repository 1 .
1 http://www.orbitproject.eu/portfolio/github/
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5.2 Experiment Overview
We executed 3 different applications (described in the next sub-section) in four configurations with fault tolerance mechanisms: forced checkpoint mode, COLO mode and
the two herein proposed Hybrid modes.
5.2.1

Checkpoint Mode

When a VM is set into checkpoint mode, a synchronization happens at every 250ms
regardless of what is going on inside the PVM. The 250 number was used as a (empirical) tradeoff between application latency and performance overheads due to the time to
migrate the PVM’s state to the SVM. Depending on the intensity of the workload, a
higher number would change more of PVM’s (memory )state, negatively affecting the
time to complete state synchronizations between replicas.
5.2.2

COLO

In COLO, a synchronization occurs only when a miscompare is detected between the
PVM and SVM (Figure 1(b)). COLO can provide better latency performance than
traditional checkpointing by lengthening the checkpoint period if the behavior of the
two VMs are consistent as seen from the network traffic they generate.
5.2.3

Hybrid Modes

We include two different methods for evaluating our proposed Hybrid approach: a
Threshold and a Controlled mechanism. Both methods switches between the two
aforementioned fault tolerant methods - checkpoint and COLO -, but they differ on
when and for how long a mode should be used and probed. Additionally, both hybrid
methods were designed to increase PVM’s uptime.
Threshold. It is a threshold-based hybrid heuristic that combines checkpoint and
COLO modes. The threshold method rationale is as follows. If the moving average
of the time between two checkpoints falls below a configurable minimum limit (set
to 400ms), the system starts using checkpoint (passive) mode. The 400ms limit was
empirically set for switching modes as many applications would timeout in case checkpoints were to be performed more frequently than so. This limit indicates to the SVM
that, once crossed, the checkpoint mode is to be used. On reception of this signal, the
SVM receives the checkpoint as normal, but does not start to execute the application.
The primary triggers a new passive checkpoint after a small, configurable time (set
to 250ms). The system next stays in checkpoint mode for 100 checkpoints, and then
retries with COLO mode again. If the calculated average downtime is lower than
400ms, the Threshold approach keeps in COLO mode. Otherwise, it switches back
to checkpoint mode, and repeats this cycle until the application completes execution.
We note that the moving average downtime used by the Threshold mode to switch
mechanisms (COLO or checkpoint) is calculated as the average of total downtime since
the last 10 seconds. This is weighted so that a few short checkpoints do not trigger a
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Table 1: Experiment Results showing averages for 120 experiments, 10 for each
application in each mode. Bold columns indicate the best value for each metric.
* Throughput is the total number of requests, bugs created and elapsed-time (in seconds)
for RUBiS, BugZilla and Video Streaming workloads respectively.
Application

RUBiS

BugZilla

Video
Streaming

Mode

Average
Downtime
(%)

Average
Downtime
Ratio
(%)

Average
Checkpoint
Time
(ms)

Average
SVM CPU
Utilization
(%/s)

Average
SVM Network
Usage
(MB/s)

Average
Response
Time
(ms/s)

Average
Throughput*

Checkpoint
COLO
Threshold
Hybrid
Checkpoint
COLO
Threshold
Hybrid
Checkpoint
COLO
Threshold
Hybrid

7.6 ± 0.7
50.5 ± 0.8
8.0 ± 0.7
7.3 ± 0.6
39.1 ± 5
42.1 ± 3
40.2 ± 6
37.1 ± 5
42.2 ± 4.6
45.4 ± 4.2
40.0 ± 5
39.0 ± 4.6

8.3
10.2
8.7
8.2
64.03 ± 13
73.52 ± 10
68.93 ± 17
61.16 ± 11
64.6
83.3
61.5
56.3

118
823
131
122
634
737
682
647
636
749
615
581

4.1
10.8
4.3
4.8
0.3
20.3
16.4
10.7
4.1
19.8
5.6
4.5

34
54.8
34.5
33.5
312
251
281
289
264
251
271
278

337
163
230
244
4460
3870
4478
3720
15.85
7.46
15.72
15.90

45055
38008
46532
46319
3289
3505
2626
3882
907
408
885
906

transition, and a previous long history of long checkpoints does not inhibit a transition
when the workload behavior changes.
Controlled. As explained in Section 4, the controlled hybrid mode is configured
to dynamically adapt the downtime ratio threshold at run-time depending on the frequency of checkpoints per second and the moving average of the Uptime Ratio from
the last 10 seconds. Every time the moving average for the downtime ratio is greater
than the controlled ratio, the mode is switched from COLO to Checkpoint. It stays in
Checkpoint mode for a minimum of b (= 25) checkpoints, before switching to COLO.
If COLO is still worse, it switches back to Checkpoint and updates the likelihood σ of
switching back to Checkpoint (or to COLO). Overall, the adaptation strategy tries to
adapt to the current workload by increasing or decreasing the switching likelihood σ ,
and thus changing the time budget to stay in checkpoint.
The time horizon of the moving average was set to 10 seconds because QEMU
performs a checkpoint after 10 seconds in case no miscompare is detected while running
in COLO mode. This is made to avoid large downtimes due to large VM (memory)
state changes.

5.3

Applications

Three applications were used in order to evaluate the proposed hybrid checkpointing
approach: the RUBiS online auction benchmark, the BugZilla Tracking System, and a
video streaming application.
5.3.1

RUBiS online auction benchmark

RUBiS (Rice University Bidding System) is an auction site prototype modeled after
eBay.com that is used to evaluate application design pattern and server performance
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scalability [CMZ02; Ric16]. The number of requests for this workload follows a
rectangular step function. It is initiated with a load of 5 parallel web requests per
second for 5 minutes, suddenly increasing it to 50 parallel requests per second for
another 5 minutes. This pattern is repeated three times and was chosen to illustrate a
variable high and low workload.
5.3.2

BugZilla

The BugZilla bug tracking system [Moz15] is used here as a benchmark to represent
a multi-threaded application with random behavior, and a common use-case in data
centers. For this test, a BugZilla server was installed in a VM and populated with
random bugs and a set of users. An external test harness (running on a 3rd host)
interacts with the BugZilla database server via its API using the Python BugZilla
package.
The VM was configured to reduce randomness, thus increasing the chance of
benefiting from COLO; in particular Perl’s hash randomization was disabled. For this
test, a multi-threaded BugZilla create method was used, which spawns a variable
number (up to 16) of parallel create new bug invocations at every second, making
it very nondeterministic and thus not suitable to any static checkpointing fault-tolerant
mode selection.
5.3.3

Video Streaming

For this workload, we used VLC (VideoLan [Cel+98]) in order to do two concurrent
things. The first is to encode a 13 minutes video with a high resolution: A H264
video and resolution of 1920x1080 pixels with a ratio of 30 frames per second (fps).
The second is to stream (in loop-back) its content over an UDP connection. This
workload has high randomness due to high CPU and thread usage. This workload
should thus result in a high number of miscompares and the use of checkpoint mode
should generally be beneficial.

5.4 Measurements
For all experiments, we collected the following metrics: downtime (percentage of
how long the VM was paused during the whole execution), checkpoints per second
(percentage of how long the VM was frozen due to a checkpoint in each second), SVM
CPU and Network Usage, average response time (frames per second (fps) for the Video
Streaming workload), throughput (total number of requests, bugs created, and elapsedtime in seconds for the RUBiS, BugZilla and Video Streaming workloads respectively).
The average downtime ratio was calculated based on the averages downtimes and
uptimes. Each test was performed for 30 minutes and repeated for 10 times. The times
presented are based on the hardware wallclock measured by QEMU. This decreases
the possibility of inaccuracies in the guest clock due to checkpointing.
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Figure 6: Results for three example experiments, detailing over for the duration of the
experiment the average measurements of three main metrics: SVM CPU, bandwidth,
and downtime ratio.
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Figure 7: Results for three example experiments, detailing over time the average
measurements for response time for RUBiS and Video Streaming as well as throughput
for Bugzilla.

5.5

Results

Table 1 shows the averages for all the experiments. Unless shown, the standard
deviation is lower than 0.1% from the average shown. We highlighted in bold the
best performance obtained with the considered methods, for each metric and for each
application. We also report the standard deviation for the average downtime, since it is
the main metric that the herein proposed algorithm aims to optimize.
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Figure 6 shows the evolution over time of some of the most relevant application
metrics considered in our evaluation: CPU, bandwidth utilization, and downtime ratio.
In comparison, Figure 7 shows the evolution of response time for the three workloads.
Figure 6 shows that the hybrid approach adapts its behavior to the current workload.
For example, in the Video Streaming case, it can be noticed in the CPU Usage column
that it adapts over time using increasingly longer intervals in COLO mode between
spikes. This learning gives an improvement in the downtime over the Threshold and
Checkpoint approaches. The Threshold approach stays in checkpoint mode for a fixed
amount of time, and then trying COLO once again, i.e., it did not learn COLO was not
good.
The BugZilla Workload is the most complex workload to adapt. The high and
variable number of threads increase the out-of-order instructions in parallel, increasing
the number of comparisons resulting in a checkpoint triggering event. Given the CPUs
assigned to the guest, a maximum of 16 threads with the create new bug test()
method, all running in similar times without COLO and only increase as the load
increases past the number of CPUs available. In COLO mode the performance degrades
as the amount of randomness increases and the size of each checkpoint increases. This
can be seen from a comparison of the bandwidth and downtime. The hybrid approach
identified some better scenarios for COLO during execution and thus was able to
switch modes, turning the workload into a less resource hungry one and with better
performance (throughput). Overall, the hybrid mode had the lowest average downtime
ratio, checkpoint had low downtime, though many pauses, and used the least CPU (due
to its characteristics). The throughput was very similar between all methods.

6

Discussion

The experimental results highlight the advantages of the proposed hybrid mechanism.
By rapidly adapting to current workload, the proposed approach improves the application run-time over the other methods by at least 10%, with negligible performance
overheads in CPU and network bandwidth. The comparisons per second and the downtime ratio metrics seem to provide a good indication how to select checkpointing mode
depending on the workload.
Moreover, we can also conclude that the threshold approach cannot outperform
checkpoint mode, because when the system was set in Checkpoint and often tried
COLO, the moving average of the time between checkpoints was still lower than the
threshold (400ms) due to randomness in the workload. This pushed the threshold
solution to switch to checkpoint mode again. The hybrid approach, conversely, adapts
the threshold based on the actual behavior of the system, avoiding unnecessary switches.
The hybrid approach is designed to try COLO sporadically, so to understand if COLO
mode can achieve better performance.
In fact, the dynamic switching to checkpoint mode provides a means for users of
a fault-tolerant system to select the operation mode appropriate to their applications
without having to investigate the behavior of the workload in detail. This phenomenon
is particularly relevant when considering the BugZilla application: Workloads that are
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primarily CPU bound get the full advantage of COLO, whereas those with random
network traffic get a more traditional checkpointing system, that uses little additional
CPU on the secondary host.
The adaptation abilities of the proposed approach can be relevant in many applications, as it is fully rare to find very predictable behavior in cloud applications. Also, by
checking the average response times and throughput, identify a few noticeable tradeoffs:
the Hybrid mechanism has not underperformed in any of the metrics for performance,
and only by small overheads for CPU and Network usages. In particular, unpredictable
behavior can be caused by many different factors. Examples of some factors that we
managed to identify while conducting the experimental evaluation include:
• Timestamping: many applications include a timestamp in the output message
or as part of an internal ID. The higher precision of time used, the higher the
chances are that the timestamp timestamp by the other hosts differ, thus causing
a checkpoint.
• Unique IDs: Applications that allocate unique IDs to requests based on a sequence of incoming requests incorporate randomness due to interactions between
different clients.
• Hashes: Some applications that produce apparently consistent output may internally use a hashed list whose output order is non-deterministic. One example
that we observed was HTTP headers from BugZilla; the headers were always the
same, but their order varied between requests.
• Intentional – but non-obvious – randomness: e.g., web based applications that
appear to give consistent output may hide variability in the HTML or Javascript
delivered to the client.
Whenever network data is non-deterministic the advantage of COLO is reduced,
depending on how much variability there is in the data; e.g. a workload that is computeintensive but produces a non-deterministic output every 3 seconds, does still benefit
from a reduced checkpoint frequency compared to a simple checkpointing mode. The
reality for many applications is that they contain a mix of different behaviors, and it
is difficult for a user or administrator to predict whether their application will benefit
from COLO.

6.1

Application Performance

Simultaneously and efficiently managing a data center from a dual perspective - operators who seek to save costs and improve resources’ utilization, and users, who want
their service to run at full performance and to be highly available - is a hard problem.
Particularly, if performance is taken into account and one does not know how workload
and application resource profiles look.
COLO aims at improving application availability for improving responsiveness.
Based on this, COLO aims to decrease the amount of checkpoints an interactive
application triggers at the expense of doubling usage of CPU and Memory, but generally
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lowering network usage on deterministic workloads. So does our controller, which
targets optimizing application availability in data-centers by using a active replication
in a second site. Notable, COLO does not aim to improve application performance and
neither does our hybrid approach. However, as Table 1 shows, our approach performed
with neglected performance losses.
Table 1 also shows that the performance of an application is not directly correlated
with its increased availability, as can be seen in the Video-Streaming experiment: the
throughput for Checkpoint mode, which stopped the PVM at every 250ms was higher
than for COLO, which performed very poorly. This experiment shows that checkpoint
mode is to be used: periodically checkpointing the PVM results in better performance
(Figure 7) than dynamically checkpointing it, as checkpoint mode reduces synchronization frequency and improves frame continuity in the Video-Streaming experiment. As
the video streaming workload is very unpredictable - common scenario in data-centers
- checkpoint mode performed better. Our proposed controller dynamically learned that
Checkpoint was a better mode for such workload.
This is why our proposed hybrid mechanism fits very well these applications, though
other tradeoffs related to performance metrics like CPU Usage and memory footprint
could also extend the controller model. There is potential for further performance
improvements in terms of CPU usage in the passive checkpoint mode, by a leaner
implementation when compared to the more complex execution paths required for
COLO. For example, in checkpoint mode (A/P) the SVM does not write to memory or
disk during a checkpoint period. Also, note that when low-latency is the critical metric,
COLO mode (A/A) behaves generally better than any other modes. This happens
simply due to fast response release, lowering the latency experienced by users. This
cannot happen in any of the other modes as they delay responses by choosing a mode
which makes the VM to pause less frequently.

7

Conclusion

VM replication through checkpointing is a well-known approach to achieve high availability and to enable disaster recovery. A set of mechanisms have been proposed for this,
based either on periodic or on-demand checkpointing. These have different benefits
and drawbacks in terms of performance (application response time and unavailability
due to VM freeze during migration) and resource usage (the overhead imposed by
replication and checkpointing in terms of CPU, memory usage, and/or network transfers). We combine the best of the two checkpointing schemes by proposing a hybrid
approach that dynamically switches between periodic and on-demand checkpointing
depending on how long the application executes in relation to how long it performs
checkpoint synchronizations. A PI controller is designed to dynamically select the
optimal checkpointing method over time, to maximize application availability based on
the Downtime Ratio metric, that considers the performance of takes into consideration
network bandwidth, CPU and memory. The proposed approach was implemented
through modifications to QEMU and was integrated in OpenStack. An experimental
evaluation based on three application benchmarks – RUBiS, a streaming video server,
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and a BugZilla server – demonstrates that the hybrid approach performs better than
other checkpointing approaches by at least 10% reduction in downtime. A thresholdbase mechanism (naive) was also used for the evaluation as a baseline hybrid approach.
In all three use-cases, our controllers followed the best possible mode selection in
regards to performance and resource utilization, simultaneously, autonomously and
with no prior application knowledge. In large-scale data-center operations, this has a
practical impact when dealing with fault-tolerance.
The developed mechanism can be used in infrastructures where fault tolerance is
of critical importance but operators are not able to timely and dynamically select the
correct mode based on the application workload, while trying to optimize different
performance indicators. The benefits are particularly noticeable on long running and
non-deterministic applications, where the aggregated downtime will be reduced over
and over. Finally, with learning mechanisms, like Statistical and Machine Learning
techniques, workload pattern variations can be matched with resource utilizations and
the switch operation between modes can be optimized for various applications.
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Abstract: High Performance Computing (HPC) and Data Intensive (DI) workloads
have been executed on separate clusters using different tools for resource and application management. With increasing convergence, where modern applications are
composed of both types of jobs in complex workflows, this separation becomes a growing overhead and the need for a common platform increases. Executing both workload
classes on the same clusters not only enables hybrid workflows, but can also increase
system efficiency, as available hardware often is not fully utilized by applications.
While HPC systems are typically managed in a coarse grained fashion, with exclusive
resource allocations, DI systems employ a finer grained regime, enabling dynamic
allocation and control based on application needs. On the path to full convergence, a
useful and less intrusive step is a hybrid resource management system allowing the
execution of DI applications on top of standard HPC scheduling systems. In this paper
we present the architecture of a hybrid system enabling dual-level scheduling for DI
jobs in HPC infrastructures. Our system takes advantage of real-time resource profiling
to efficiently co-schedule HPC and DI applications. The architecture is easily extensible
to current and new types of distributed applications, allowing efficient combination of
hybrid workloads on HPC resources with increased job throughput and higher overall
resource utilization. The implementation is based on the Slurm and Mesos resource
managers for HPC and DI jobs. Experimental evaluations in a real cluster based on a
set of representative HPC and DI applications demonstrate that our hybrid architecture
improves resource utilization by 20%, with 12% decrease on queue makespan while
still meeting all deadlines for HPC jobs.
Key words: Resource Management, High Performance Computing, Data Intensive
Computing, Mesos, Slurm, Bootstrapping
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1

Introduction

The increasing convergence of High Performance Computing (HPC) and Data Intensive
(DI) applications calls for using a single infrastructure, not only to better utilize the
ever increasing power of computing hardware but also to enable complex workflows,
combining HPC and DI. While traditionally separate infrastructures have been used
for HPC and DI applications, modern systems not only have tremendous compute
power on a single node (e.g. over 40 TFLOPS on Summit, a recent Oak Ridge
Leadership Computing Facility supercomputer system [Hin18]) but also enormous
memory and storage capabilities provided for instance via high bandwidth memory
and local Non-Volatile Random Access Memory (NVRAM) storage, making them
efficient tools for both types of workloads. Still, the usage models and software stacks
for these applications are very different. While HPC applications are long-running
jobs, parallelized with tools like MPI or OpenMP, with static resource allocations
and an a-priori determined lifespan, DI applications exploit models like MapReduce
[DG08] and make use of frameworks such as Hadoop [Whi12] and Spark [Zah+10],
which require dynamic resource allocations to adapt to changing compute requirements
and also changes in hardware availability, making them adaptive jobs [Pra+15], also
known as reactive applications. However, HPC resource managers like Slurm [YJG03]
or Torque [Sta06] assign resources to jobs based on what has been specified in their
requests. Jobs can typically only change their allocations by cancelling and resubmitting
to the queue and not adjust during runtime [Reu+18]. On the other hand, DI schedulers,
like YARN or Mesos [Vav+13; Hin+11] are designed to provide low-latency, dynamic
allocations [Jha+14]. Hence, there is a need for convergence of these resource allocation
models to fully support hybrid application workflows. This convergence will not only
enable DI applications on HPC systems but is also needed for the evolution of traditional
HPC applications that are increasingly employing complex workflows, in-situ data
processing, and dynamic restructuring, e.g. mesh refinement. These characteristics
make HPC jobs structurally similar to DI jobs [AW17; Tiw+13; Reu+16; Reu+18;
Com+16a; Ber17].
Furthermore, also at runtime much care needs to be taken when co-scheduling
HPC and DI applications [Bre+12]. HPC applications typically do not fully utilize
all the resources allocated to them, and this is likely to get worse with the increased
performance of compute nodes like the ones mentioned above. These characteristics
offer the potential to allocate underutilized resources to other applications, for instance,
DI jobs [Mer+17]. Furthermore, HPC applications are typically very sensitive to
disturbance in resource usage, such as CPU, memory, network bandwidth and/or Disk
Input/Output (I/O) operations [Bha+13]. Hence, naively co-scheduling HPC and DI
applications on shared resources will inevitably reduce the efficiency of HPC jobs.
Fortunately, HPC applications have a repeating nature, where the same application is
typically executed many times with different input data, with predictable resource usage
patterns (e.g., CPU, memory, I/O, network) based on monitoring and profiling. This
information can be analyzed through statistical learning techniques, enabling policies
aimed at improving queue throughput and resource utilization [Eme+13; RS00] with
controlled performance impacts to applications. Figure 1 shows such a typical HPC
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Figure 1: Typical Resource Management in a HPC cluster. Space sharing: Jobs with
different (resource) characteristics are queued and allocated resources (compute nodes
in the infrastructure) when they become free.
resource manager and monitoring system: (colored) jobs are queued, and requested
resources allocated in the compute nodes by the scheduler (big red and green parallel
rectangles in the infrastructure). During job execution, resources’ capacity utilization
and idleness can be monitored and profiled (white areas within compute nodes).
In this paper we present an architecture for co-scheduling HPC and DI application
based on resource profile and usage predictions for dynamic throttling of DI applications. Integrating more dynamic features into existing HPC schedulers like Slurm
is however an intrusive task, and experimental schedulers are difficult to deploy on
production HPC systems. We thus adopt a hybrid approach, where HPC applications
are still scheduled using a standard HPC scheduler, but co-scheduling of DI applications
is done through Mesos. DI jobs scheduling is based on resource usage estimates and
DI jobs are dynamically throttled when they interfere with HPC applications. With this,
we increase overall resource usage and efficiency as well as provide a path for building
complex workflows that combines HPC and DI components.
The remainder of this paper is organized as follows. Section 2 discusses notable
past references on scheduling and resource management in HPC infrastructures, and
what changes would be needed to extend them. Section 3 describes our approach in
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detail. Results and discussion follow in Sections 4 and 5. Conclusions and future work
go on Section 6.

2

Background & Related Work

HPC clusters are managed by resource managers like Slurm [YJG03] and Torque
[Sta06], which commonly require users to describe jobs by the total run time (also
called deadline) of the allocation and a geometry (i.e., number of CPUs, threads per
core, total memory, specific accelerators and/or network bandwidth/topology). Jobs can
finish sooner than the specified run time limits, but more importantly, can utilize less
than the total resource capacity allocated. The resource allocation to jobs is commonly
at the granularity of a node. Some resource managers allow nodes to be shared between
jobs, although this feature is often not enabled by default. Having resource allocation
granularity set to node level guarantees predictable performance (capacity), which is
needed for various purposes like cache optimization, debugging, and is thus important
during application development and testing. Usually, users cannot request additional
resources other than the ones already allocated at job launch [Amv+17], even though
many libraries vow in this direction [Com+16b]. Job categories describe what can
happen to a job’s resource geometry throughout its life-cycle. Historically, HPC jobs
have been categorized in four types: rigid, moldable, malleable, and evolving [FR96].
With large data processing needs becoming a norm both in industry and in scientific
communities, a fifth class has appeared: adaptive jobs [Pra+15]. These jobs are
characterized by handling large amounts of data, being highly dynamic and adaptable
to resource changes, faults, and by being very data-intensive [Pra+15; Reu+18]. Thus,
they are also referred to as Data Intensive (DI) jobs/applications.
Large parts of HPC datacenters are reserved to rigid and long running workflows
[Amv+17; Reu+18] that require predictable reservations, where users specify resource
constraints in very detailed manner before job submission. HPC jobs come with several
constraints as they are tightly coupled in nature, requiring periodical message passing,
synchronization barriers [Val90], and checkpointing for fault-tolerance [Wan+10].
These datacenters use a centralized scheduling and queueing system (Figure 1), and
jobs do not have the same latency requirements as DI jobs [Pra+15], with longer
waiting-times reported [Amv+17].

2.1

Dynamic Resource Managers

Resource assignment can be a challenging task in clusters with heterogeneous resources,
where compute nodes with different configurations and architectures are used. For
heterogeneous environments, dynamic resource managers are used as they are able
to cope with variations and faults within the infrastructure [Reu+18]. In traditional
HPC resource managers, allocation is the assignment of resources to execute a job.
This means the request description is what the resource manager will allocate to the
job. This is the common Service Level Agreement (SLA) that most HPC clusters
support. Collocation (also known as co-scheduling) is a common technique to increase
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resource utilization in clusters, though operators are reluctant to use this due to the
potential performance interference caused by node sharing, known as SLA violations.
For instance, to mediate performance interference Paragon [DK13] uses classification
to weight the impact of different resources for each job, and uses this knowledge to
select candidates for collocating jobs. On-line models are also used to detect and
avoid performance interference [NK10; Yan+13], or to take actions such as throttling
low-priority jobs to mend the interference [Zha+13]. Off-line models can be used
as well [Sha+13], but do not help at runtime. Other resource managers like Mesos
[Hin+11], Torque, Omega and Kubernetes [Sch+13] expect workloads to request
resource reservations. Mesos, for instance, processes resource requests and, based
on availability and fairness, makes resource offers to individual frameworks (e.g.,
Hadoop), which can accept or reject offers depending on application requirements.
Mesos simplifies heterogeneity by behaving like a meta-scheduler, with conceptual
abstractions for CPU, memory and other resources, which are taken away from physical
nodes and managed by Mesos. This enables a set of new capabilities like isolation,
elasticity and fault-tolerance for distributed applications [Reu+18].
With finer granularity in task allocation, one can expect higher resource utilization
[Zha+13; Reu+18], but in large clusters this can have negative impacts due to the
lower resource fragmentation. Thus, a method for enforcing resource isolation among
jobs is essential [Zha+13; Bur+16]. Although HPC resource managers like Slurm
can allocate resources using finer granularities, they do not provide the necessary
application programming interface (API) and capabilities for application elasticity at
runtime, nor mechanisms for controlling and enforcing isolation between jobs and
tasks [Hin+09]. The main difference between dynamic (Mesos or Yarn [Vav+13]) and
static resource managers (Slurm or Torque) is this extra API providing fault-tolerance,
execution and resource control at runtime [Reu+18]. For example, Mesos provides
APIs that use cgroups [Men07] as its underlying resource isolation mechanism. In
Linux, cgroups is one of the most available and robust fine grained operating system
controls that make sure processes, encapsulated as containers (namespaces), do not
consume more of the resource capacity (e.g. CPU, memory, I/O and/or network) than
what has been assigned to them. These capabilities are important for load-balancing
and stream-processing that rely on task migration and/or resource allocation changes
during runtime [Hin+09].

2.2 Hybrid Resource Manager Challenges
In particular for large scale HPC clusters, having a hybrid resource manager combining
static and dynamic management has a number of advantages, as well as challenges.
First, HPC applications tend to have higher resource utilization than cloud computing
applications [Amv+17], which requires any combined management solution to be
scalable in the number of utilized resources. Secondly, as DI applications require
low-latency scheduling, the scheduling needs to be performed quickly and in real-time
to make resources available. Tools presented in [Eva+14] and [Pal+15] allow users
to analyze and optimize their applications, though they do not enable the integration
of collected information for real-time scheduling and resource control. Lastly, the
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resource manager should be able to handle various criteria in parallel. For instance,
resource allocation must be performed in a manner that also considers isolation and
interference mitigation. Large scale HPC clusters on their way to Exascale computing
are going to grow in both resource size and heterogeneity. In addition, DI applications
are becoming more recurrent, complex and diverse[Ous+13]. To address these diversity
of requirements, dynamic resource managers provide a number of APIs for elasticity,
migration and fault-tolerance [Reu+18]. However, the common practice in HPC clusters
is to statically allocate resources to jobs, which means that at runtime a job cannot
request for changes in its allocation nor the resource manager can change an allocation
without ending a job’s execution.
Predicting system utilization of parallel jobs have been studied extensively [NK10;
Mar+11; DK14; Yan+13; BTG13], but adding certainty (for example, confidence intervals) to these predictions have not been prevalent. One of the main focuses of our design
is to enable a resource manager to take decisions with confidence. The confidence
can be used to lower occurrences of false positives (incorrect collocations resulting
in notable performance interference) while sharing resources, which is essential as
performance is to be prioritized to HPC applications. Furthermore, any combination of
static and dynamic resource managers must be simple and scalable, and must detect and
gracefully deal with interference. In here, we propose, evaluate and discuss the design
of a non-intrusive hybrid architecture combining traditional HPC scheduling with the
advantages of more dynamic approaches taken by DI schedulers. The goal is to improve
DI application scheduling, overall datacenter resource usage, queue waiting time, and
queue makespan by deriving spare resources from traditional HPC job allocations using
data analytics techniques. In here, resource usage refers to how efficiently the capacity
of the allocated resources are actually used by the application. Queue waiting time and
makespan respectively relate to how long a job waits until it starts executing and how
long the batch processing system (e.g., Slurm) takes to complete a given set of jobs in a
queue instance. Significant amount of research has been done on resource management
in distributed systems with focus on requirements of HPC or DI applications. The
main agenda of this work is to utilize HPC infrastructures for DI applications with their
contradictory SLAs versus the common approach HPC resource managers have toward
running and managing jobs. In the following we structure various main points which
enable us to design our proposed architecture.

3

Architecture

In this section we describe the design of our hybrid architecture. Our aim is to
collocate HPC and DI jobs in order to increase overall cluster utilization, with controlled
performance overheads for HPC jobs. As discussed in previous sections, to achieve
full convergence and considerable performance for HPC and DI jobs, intrusive changes
in current HPC infrastructures would be needed. However, in here we present a
hybrid, non-intrusive approach focused on two resource managers: Slurm and Mesos.
Mesos is chosen as it is non-intrusive and can be set and executed by regular users.
In contrast, incorporating the very popular Kubernetes [Sch+13] resource manager
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in a HPC cluster would require administrator privileges. Figure 2 shows the main
components of our hybrid plugin architecture and exemplifies the overall job lifecycle of a queue managed by Slurm. In the Job Queue, full colored squares represent
traditional HPC jobs and squares with a full triangle inside denote DI jobs. These
jobs could possibly be tagged by users during job submission or submitted to special
queues. The blue arrows, originating from the first job and ordered from top to bottom,
show each step taken throughout a job’s life-cycle, from submission to spare resource
inferring in the Insight Engine (see next sub-section). Unlike in the traditional HPC
scheduling scenario (Figure 1), DI applications are sent to application-dependant queues
managed by specific frameworks inside Mesos. Specific job allocations are coloured
according to the job’s color (Blue and green boxes in the Infrastructure layer). By
default, a Slurm daemon (SLURMD) runs in each node. In addition, our architecture
spawns additional daemons (Mesos agents) on each node for communication with
Mesos. Current resource utilization in each node is exemplified by the arrows in the
squares and rectangles, which represent estimations for CPU core and memory usage,
respectively.
Mesos performs resource management and scheduling across an entire datacenter
and handles all communications with application schedulers through an API. This API
enables scheduling frameworks to monitor and execute tasks spawned by applications.
A framework in Mesos is the implementation of a scheduler tailored specifically to an
application-type (e.g. Spark or Storm). In Figure 2, frameworks are represented by
rectangles on top of the Mesos Master (MapReduce and DataFlow schedulers). Mesos
monitors task states (RUN, COMPLETE, FAIL, etc.) to handle problems such as
application crashes, misbehaviours, or unresponsiveness. For each case the frameworks
can trigger specific actions, e.g., restarting or migrating a failed task to another node
by communicating with the master. This model and the associated runtime system
enable applications with enhancements such as fault-tolerance, resource isolation, and
performance control.

3.1 Insight Engine
The overall application performance profile is bootstrapped by the Insight Engine (IE,
far left box inside the Hybrid Plugin in Figure 2). The IE infers spare resources through
statistical analysis and its internal process is depicted in Figure 3 and Algorithm 1 (see
next subsection). The IE calculates and generates a cluster-wide resource capacity
view, with a database (not shown) from where jobs’ resource utilization is shared with
Mesos through its Allocator Module. Spare resources are periodically calculated by
the IE and registered with the Allocator Module. Such resources can be offered to the
frameworks via the Master to allow applications to start execution. The default way for
Mesos to allocate resources to frameworks is based on the Dominant Resource Fairness
(DRF) algorithm [Gho+11; Hin+11]. In essence, Mesos frameworks receive offers
from the scheduler and then decide if they suit their specific applications resource needs.
This model has been shown to cause starvation, but Mesos mitigates this problem by
supporting weighted DRF among frameworks [PPS15].
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Figure 2: Hybrid Architecture with job queue and outline of the job submission
life-cycle. Blue arrows show job allocation and profile, with the Insight Engine
inferring spare resources that later that can be offered to application-specific schedulers
(MapReduce/DataFlow) sitting on top of the Master. Spare resources (in the green
allocation) are pending.
The profiling process starts after a set of nodes are allocated to a HPC job submitted
through Slurm (”Job Queue” in Figure 2). The moment the job tasks start execution, a
profiler starts collecting the selected performance counters (performed through Slurm
Prolog scripts). Performance counters are CPU hardware registers that count events
such as CPU utilization, CPI (cycles per instruction), cache-misses, or branch misspredictions. These metrics form a basis for profiling applications to trace dynamic
control flow and identify any hot spots. The metrics are sent from allocated nodes to
the IE, which then estimates resource utilization within the corresponding (tunable)
confidence intervals. Extensive collection of performance counters can negatively
impact a job’s performance. We thus choose to use per f [Mel09] for instrumenting
CPU performance counters as it has a very lightweight profile footprint [Wea13]. Perf
is also included in the Linux kernel and is frequently updated and enhanced.
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In order to infer free resources and potential task interference, the IE needs to analyze data from all running tasks and cluster nodes, potentially a very large dataset. The
IE deals with the volume of data by using the Bags of Little Bootstraps method[Kle+12]
which provides the results in a limited time. Using BLB, the IE can look into significantly smaller portion of performance data while providing results within a preset
time constraint. BLB also provides a simple and robust method of assessing the quality
of estimations during operations. We thus use a scalable version of bootstrapping
for time series to enable the resource manager’s scheduler to create resource usage
estimations in a scalable and robust manner. BLB works by averaging the results of
Data: Performance Counter Traces
Result: Node i’s Utilization Estimates with Confidence
Ri ← per f ;
. data stream from node i
while triggered do
k←1
i
while ξi∗ < ξcon
f idence do
∗
S ← s disjoint samples from Ri of size b
for each j ← 1 to s do
for l ← 1 to k do
Nbj ← Resample S∗ , n times (= |Ri |)
P∗l ← n−1 ∑ba=1 Naj δRi ,a ; . Empirical distribution
for each N j
θl∗ ← θ (P∗l ) ;
. Mean of P∗l
end
. Empirical mean
Q∗k, j ← k−1 ∑kl=1 δθl∗ ;
∗
∗
ξi ← ξ (Qk, j ) ;
. Empirical confidence
end
k ← k+1
end
Qi ← s−1 ∑sj=1 Q∗k, j
ξ i ← s−1 ∑sj=1 ξ j∗
return(Qi , ξ i )
end
Algorithm 1: Upon invocation, the IE runs BLB for each node i to create the
needed resource estimates for the selected job and returns the results: Qi , for mean
resource usage, and ξ i , for the confidence interval. These values are used for
the job’s soft (Qi ) and hard limits (Qi + ξ i ) for each collected (resource) metric,
respectively.
bootstrapping multiple disjoint subsets of a large dataset of size n. Broadly speaking,
BLB uniformly samples s considerable small (of size b; such that b < n) subsets from
the dataset. BLB creates an empirical (δR ) distribution for each subset s, and a mean
and confidence are estimated in the manner of classic bootstraping: BLB repeatedly
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resamples (k times) n points (independent and identically distributed, i.i.d.) and creates
a distribution associated to each subset term ( j), averaging their mean values. From
each associated empirical distribution, it computes the mean, and approximates the
confidence by averaging all confidences from every Q∗j . Algorithm 1 basically looks
into a data stream of performance counters for the selected node i, and then creates
its samples with replacement by sampling a growing dataset of 1 minute intervals in
a time series. This method is repeated until node i’s mean confidence (ξi∗ ) is below
i
a preset threshold (ξcon
f idence ), associated with node i. Perfect time estimates are not
required, but reasonable approximations are valuable for resource managers as one
of their aim is to improve overall (datacenter) utilization. With the goal of having
minimal computational overhead on the local machine, performance counters are sent
to the Mesos Master, located outside the scope of the job’s resource allocation, and the
statistics calculated are limited to the mean and standard deviation for each metric. For
the purpose of simplicity, in this paper we only focus on CPU utilization, represented
as the cpu-clock counter in perf. As shown in Algorithm 1, we calculate the uncertainty
of these measurements for window size W until we reach a confidence of ξcon f idence, j ,
empirically chosen as 80% for all nodes, based on our HPC use-cases (see Section 4).
i
Note that ξcon
f idence confidence could be set on a per node basis as well, although we
do not analyze this feature in here.
Note that the gathered data from each node could be combined with a Gaussian
distribution, which would enable the IE to estimate utilization’s mean and standard
deviation (confidence) for the whole job. This latter information can be used for
planning job co-scheduling. The balance between the sample rate, the number of
re-sampling, and the predefined confidence target can define the latency with which
BLB provides the new estimates in each job. In the end we get the estimations from
only small portion of the whole node’s dataset [Kle+12], which saves computations,
storage, network communication, and reaction time (when a job changes resource
usage behaviour). More importantly, the whole pipeline of creating the insight (both
estimation and confidence) are scalable by design. We should also consider that for the
performance data we can set a retention time in which samples will be taken from. Any
job running in the cluster can change its behavior during execution and the retention
time can be used to reduce false assumptions about the current state of the job. In this
work we empirically set the best confidence that works for all the test applications (0.8
in Algorithm 1), and keep that as a constant value for each job’s node j. For future work
we consider using other means to set the best confidence, ideally in a per application
basis. This confidence can have direct impacts on false positives (interference).
Advantages of this design include that the central IE is lightweight as the main
part of decision process is distributed. More importantly, even though HPC jobs are
expected to be load-balanced across nodes, some jobs may not or different tasks of the
same job can have different resource usage patterns. In this case, Algorithm 1 reports
different resource utilization (as mean and confidence) for each node. The confidence
is used to show when the measures are going to be useful for the resource manager to
collocate and control DI jobs resource shares. In essence, when Algorithm 1 reaches
80 percent confidence it updates the values to Mesos master with one caveat - each
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Figure 3: From model’s estimation to cgroup limits: For each node of a job we use the
confidence set as the standard deviation added to the mean utilization. Statistically this
number defines the expected range for the node utilization.
local node defines hard and soft resource limits for DI jobs based on the the mean and
confidence interval. These limits are enforced using cgroups (see Subsection 3.B).
3.1.1

Confidence

The Hybrid Resource Manager needs to have confident knowledge of its long running
jobs resource utilization. By using BLB, the IE creates a distribution for the job’s
various metrics (performance counters) with the added benefit of a confidence score
for this estimate (we assume the distribution to be Gaussian). We use the confidence
to determine if the expectation of a job’s behavior (e.g. in form of an estimation) is
stable enough to be usable, but also to reduce occurrences of false positives. As our
hybrid approach targets the HPC domain, the resource manager has a priority of not
disturbing the execution of HPC jobs. Here, the confidence helps in cases where HPC
jobs’ resource utilization sporadically changes. Another usage for the confidence is to
identify when the classification of a job (e.g. CPU, memory, I/O, or network bounded)
changes, or put it another way, to analyze when the spectrum of job’s utilization as we
expect it to be, changes (Figure 3).
3.1.2

Scalability

Another important aspect of HPC management relates to how scalable the IE model is.
In large HPC clusters, massive amounts of data can by produced by a single job, by for
instance, increasing or decreasing the frequency of gathered performance counters. A
HPC job generally produces a correlated stream of data between its allocated nodes
due to load-balacing, a desired quality that reduces time to complete, although due to
sharing this not always hold. BLB helps with reducing the amount of data that needs
to be read by the IE model. In here we do not assume that HPC applications have
correlated resource utilization among allocated nodes.Another source of scalability is
in the variations in expectations. We expect models to become more stable (higher
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confidence) over a period of time. In case of false positives which can be a result
of interference, or just an interval model update, the IE can be updated based on the
current performance data. But unless the job erratically changes its behavior we would
not expect these updates to happen very often, and even they do occur, they only make
the model’s expectation less confident. This in term leads to the IE not collocating any
other jobs in the affected nodes.
3.1.3

Real-Time Decisions

As shown in Algorithm 1, the first sampling without replacement is being done based
on number of tasks of a job (Commonly, number of allocated nodes to the job). The
algorithm performs the next step of iterative estimations until a certain confidence is
reached. This method can be altered by setting a time limit to terminate the iteration.
This approach is normally robust and could be run periodically, but at times outliers
may occur as the job changes its behavior sporadically. More importantly, DI jobs can
be reactive and Algorithm 1 may be restarted reactively (on-demand). The key point
is that Algorithm 1 is bounded by either confidence or time limits, while still being
scalable.

3.2

Sharing & Isolation: Job Throttler

There are various ways to enforce isolation between collocated jobs in the same node.
One is through the operating system’s (OS) scheduler, which may not provide enough
guarantees for memory operations due to the impacts of context switches in the Last
Level Cache (LLC) [Zha+13]. Another way is by using a monitoring agent on the
nodes where jobs are running, which is a very promising approach [Sch+13; Zha+13],
however it works only on specific architectures and the resource manager would need
to be aware of different hardware. Linux Cgroups [Men07] isolation is one of the
most robust ways to ensure that processes do not consume more resources than what
has been assigned to them. The LLC problem can be addressed by cgroups in some
processors, a solution already deployed in some datacenters [Her+16]. The main issue
with cgroups is that within the context of a container the task might not use all the
resources. We address this by use of both hard and soft limits in cgroup, which to date
is not yet a well-established feature.
Job throttling aims at reducing CPU access to applications at the cost of computational performance. Mesos uses cgroups to provide resource isolation for CPU,
memory, I/O and network bandwidth. Resources received by Mesos frameworks to
execute applications are controlled by the Allocator Module through Mesos APIs.
Although all isolation mechanisms are provided by Mesos, performance interference
due to hardware space-sharing among different applications can still occur and impact
collocated jobs negatively. It is well know that frequently collecting hardware metrics
can have negative impacts on the workload. For the purpose of our approach, we
use CPU utilization (cpu-clock in perf metrics) together with our algorithm to detect
variations in higher priority, HPC workloads. Other ways to achieve this is to collect
information directly from within the application (e.g. throughput or latency overtime),
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but this would require changes to runtime systems and libraries, which reduces the
potential for adoption of the solution.

4

Evaluation

In this section, we evaluate our proposed architecture with respect to performance,
resource utilization, and queue throughput for different applications with different
resource usage profiles and scenarios. In order to demonstrate the feasibility of our
hybrid approach, we first run two HPC applications and compare isolated runs with
statically and dynamically controlled scenarios. We then use a workload model to
generate a job trace derived from the Argonne National Laboratory supercomputer.
The generator was taken from the Parallel Archive Workload [FTK14]. This is a
comprehensive and realistic model for generating streams of rigid jobs with variable
geometries following a given cluster’s size [CB01]. The same model is used for
three different cluster sizes, measured in number of cores: 128, 256, and 512 cores.
Time allocations were granted for the hour/half-hour depending on the applications’
execution times when running in isolation (no node sharing). For instance, if an
HPC job takes 39 minutes to complete, the job is submitted as if the user requested
1 hour. We evaluated the impact of our approach in a private and dedicated cluster,
hosted at RISE SICS North Infrastructure and Cloud datacenter research Environment
(ICE)1 . The cluster is composed of 16 Open Compute Windmill compute nodes, each
containing two 16 Intel Xeon E5-2660 CPU-cores (2.2 GHz), with 144 GB DDR4
memory (2133 MHz). All nodes are connected with a 10 Gb/s Ethernet network.
The shared filesystem used during workload executions is a NFS v4.2, connected
through Remote Direct Access Memory over Converged Network (RoCE), with peak
performance of approximately 10 Gb/s. The cluster runs Ubuntu Bionic Beaver (18.04),
and is managed by Slurm (17.02).

4.1 Applications
We selected five workflows as use-cases, four real ones (NEK5000, Montage, BLAST
and Statistics), and one synthetic. For our evaluation, NEK5000, Montage, and BLAST
are examples of HPC jobs (scientific workflows), and Statistics and Synthetic are
examples of DI jobs. Scientific workflows describe applications’ resource requirements
in each part of the execution (called stage). Stages can be parallel or sequential. In
parallel stages, all available cores are used, not necessarily in its maximum capacity.
In sequential stages, only one of available cores are used, often at maximum capacity,
whereas all other available cores idle. This property makes workflows a suitable candidate for collocation with DI jobs.
NEK5000 [Fis+08] is a fluid dynamics application. It solves the unsteady incompressible two-dimensional, asymmetric, or three-dimensional Stokes or Navier-Stokes
1 https://ice.sics.se/
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[Pat84] equations with forced or natural convection heat transfer in both stationary (fixed) or time-dependent geometry. NEK5000 is memory and cache-optimized
and thus very CPU, as well as network intensive when scaling it (i.e., adding more
nodes/resources). All runs use workloads from the standard examples that come with
NEK5000.
Montage [18] is an I/O intensive workload that constructs a JPEG image from sky
survey data formatted as Flexible Image Transport System (FITS) files. Montage is
composed of nine stages logically grouped into parallel and sequential stages. All
experimental runs of Montage construct the image for survey M17 on band j and
degree 8.0 from 2mass Atlas images.
BLAST [Alt+97] is a CPU-intensive workflow that matches DNA sequences against a
large sequence database ( > 6 GB). The workflow splits an input file (of few KBs) into
several small files and then uses parallel tasks to compare the input against the large
sequence database. The database is loaded in-memory on all compute nodes during the
parallel stage. Finally, all the outputs from the parallel stage are merged into a single
file. BLAST is composed of two main stages: one parallel and one sequential.
Statistics is an I/O intensive application that calculates various statistical metrics
(mean, median, average, standard deviation, variance, etc.) from a big dataset with
measurements of electric power consumption in one household with a one-minute
sampling rate over a period of almost 4 years. Different electrical quantities and some
sub-metering values are available in a public dataset [KJ11]. The statistics workflow is
composed mainly of a small sequential stage and a big parallel stage, consuming most
of the processing due to communication among the parallel tasks.
Synthetic workflow is composed of basic sequence and a parallel stages, written
in Python. This is memory and CPU intensive application, where the memory intensive
part consists of tasks that perform a large number of memory allocations for over one
billion integers, prior to a CPU intensive part that calculates the values of their sum
and multiplication. The first stage contains one billion tasks, calculating the sum in
sequence, whereas the second parallel stage contains five million tasks, calculating the
multiplication in parallel.
The workload model is used to generate 16, 28 and 41 job arrivals respectively for
each cluster size: 128, 256 and 512 cores. From these, 52% of the jobs (52) are set as
HPC jobs and 33 as DI jobs. HPC jobs run Montage and NEK5000 with 32, 64 and
128 cores (maximum scale), as well as BLAST with 32, 64, 128, 256, and 512 cores.
The core allocation for DI jobs varies as 32 to 128 cores for Statistics and 32 to 512
cores for Synthetic.

4.2

Scenarios

We first describe an isolated experiment illustrating the performance isolation and
enforcement capabilities of our approach. This experiment was performed on a single
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node with only two applications, Montage and BLAST, where Montage was given
higher priority than BLAST. The number of cores used by each application was either
8, 16, or 32 each (three scenarios in total). We begin by running each application
in isolation to establish a baseline, and later collocate the two applications, either
with no resource sharing control, a static sharing by cgroups (different percentages of
cgroup.cpu quota allocated to Montage and BLAST), or an active sharing approach.
For the latter, we compare our BLB method (Algorithm 1) with two simple methods, a
parallel freezer that halts the lower priority application as long as the high priority one
is using all its cores, and a random freezer that halts the lower priority application for a
random amount of time whenever the high priority application is using all its cores.
We later validate our results against running the same workload generated by the
model in three different scenarios: (i) vanilla Slurm, (ii) collocated Slurm, and (iii)
with our hybrid architecture. In (i), applications are submitted as separated jobs, with
default backfilling scheduling algorithm used by Slurm, where the granularity is at
the node level. In scenario (ii), jobs are submitted as separated jobs just as in the
previous case, with a virtual cluster composed of the physical nodes. This virtual
cluster is managed by an additional DI queue, and its resource granularity/affinity is
set at the core level (CR Core Slurm setting), so nodes can be shared among jobs, with
a maximum of two jobs per consumable resource (node). In scenario (ii), no two HPC
jobs are collocated. In scenario (iii), our hybrid approach, a similar resource sharing
occurs, but our plugin controls how resources are shared among HPC and DI jobs. As
explained in the previous section (Section 3), DI jobs do not go into the normal Slurm
priority queue. Instead, they are sent to Mesos queue and the application scheduler
(Mesos framework) takes care of allocating and monitoring resources given to the tasks.
In order to avoid DI job starvation, a minimum of 5% of every resource in the cluster is
given to Mesos. This means that if collocated with a HPC job, DI jobs will be able to
use at least 5% of the processing power available in the node. After collocation, the
IE estimates and updates resource limits (using Algorithm 1), which keeps running
in real-time during all experiments. These estimations are then used to control and
enforce the resource shares for each job, where the priority are the HPC applications.
For each scenario, we collect the following metrics:
1. total queue latency, which is the time taken to complete the execution of all
queued jobs;
2. CPU utilization over time for each node managed by the job queue;
3. total execution time (wall clock) for each submitted job.
These metrics can be collected from Slurm logs, and/or obtained using the perf
tool. Notably, the use of perf does not seem to cause any impact on the workload, as it
is already loaded directly into the Linux kernel.

4.3 Results
Starting with our isolated experiment, Figure 4 shows a heatmap with execution times
for each application, normalized against the scenario where the applications execute
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Figure 4: (Normalized, 1st column) Heatmap showing how different resource controllers (Cgroups 95-05 80-20 and 05-95, random and parallel freezer, and BLB) affect
total run times for Montage and BLAST as scale increases (# allocated cores). Each
column represents how resource shares (in terms of execution time normalized against
the isolated case) were distributed among higher (Montage) priority and lower (BLAST)
priority jobs. The last three columns represent specific controllers where application
structure is taken into consideration. The larger the numerical value, the longer the
application takes to complete.
in isolation. As shown in this figure, the no-control policy gives good performance,
but does not preserve application priorities. The static policies (95-5, 80-20, and 5-95)
give good results for the prioritized application (Montage), but are inflexible and add
overhead to the lower priority jobs (BLAST) or vice versa for 5-95, in particular when
more cores are used. The parallel and random freezers protect the performance of
the high priority application (Montage) well, but yield very poor performance for the
low priority one (BLAST). Our BLB method achieves good performance for Montage,
reasonable good for BLAST, and achieves stable results for varying number of cores.
Based on these observations, we next study the performance of our proposed method
for larger cluster sizes. Henceforth, Slurm (vanilla) corresponds to the isolated case,
Slurm (collocated) to the no-control scenario, and Hybrid to our BLB method.
Tables 1 and 2 summarize the results for the generated workload model. In the
cluster experiments, Slurm’s default queue (Vanilla) is used as a baseline for the other
queues, as jobs do not share the node and are submitted and scheduled as done by
default in Slurm. In Table 1 the average waiting time is reduced with 42% for our
hybrid approach compared to vanilla Slurm, and the average walltime increased by
9%, both due to the resource sharing. In comparison, collocated slurm reduces average
waiting time with 52%, but suffers an 162% increase in average walltime that leads to
many jobs being killed as the overrun their allocations, which is further explained in
Table 2. This table shows the queues makespan, job throughput, CPU utilization, and
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Table 1: Summary for five different workloads (a mix of BLAST, Montage, NEK5000,
Statistics, and Synthetic)
Application

Number
of Cores

Average
Waiting Time
Slurm (Vanilla)

Average
Waiting Time
Slurm (Collocated)

Average
Waiting Time
Hybrid Architecture

Average
Walltime
Slurm (Vanilla)

Average
Walltime
Slurm (Collocated)

Average
Walltime
Hybrid Architecture

Montage
BLAST
NEK5000
Statistics
Synthetic

[32 - 128]
[32 - 512]
[32 - 128]
[32 - 128]
[32 - 512]

3569 s
3985 s
4235 s
2441 s
3382 s

1850 s
1075 s
3081 s
1092 s
1396 s

2011 s
2321 s
3387 s
1011 s
1450 s

1331 s
2833 s
2877 s
1539 s
723 s

3783 s
3683 s
13005 s
1711 s
955 s

1560 s
3400 s
3061 s
1623 s
893 s

Average

250

3522 s

1699 s

2036 s

1861 s

4627 s

2107 s

Table 2: Average queues makespan, throughput (# jobs/total makespan(s)) and missed
deadlines for each allocation approach.
Queue
Slurm
(Vanilla)
Slurm
(Collocated)
Hybrid
Architecture

Total Workload
Makespan
(s)

Job Throughput
(#Jobs/time[s])

CPU
Utilization
(%)

Missed
Deadlines
(%)

12972

4.2 ∗ 10−4

69

0

21652

4.5 ∗ 10−4

90

43

11380

1.2 ∗ 10−3

84

0

missed deadlines, with the best result(s) for each category highlighted in bold text. Here
it can be seen that compared to vanilla Slurm, our approach reduces the makespan with
12% and improves utilization from 69% to 84%, while still meeting all job deadlines.
In contrast, the collocated Slurm achieves an impressive resource utilization of 90%,
but at the expense of a very long makespan (67% longer than vanilla) and thus poor
application performance with 43% of jobs missing deadlines. This illustrates how our
approach provides a controlled way to increase datacenter utilization without affecting
job performance.
Figure 5 illustrate that that these performance numbers are stable also for different
cluster sizes. When we increase the total number of cores in the cluster from 128 to 256
and later to 512, with the number of jobs and/or cores per job increasing accordingly,
we observe only minor variations in the makespan and resource utilization for all
methods. Most importantly, the observation that our hybrid approach achieves a shorter
makespan than vanilla Slurm, with much higher resource utilization, holds for all
studied cluster sizes. The cost for guaranteeing the best performance possible can be
seen in the average (queue) waiting time for Slurm: one either sacrifices utilization for
performance (Vanilla in Table 1), or performance for utilization (Collocated in Table 1).
As Slurm does not come with an user-level scheduler for controlling how processes
can be scheduled by the OS, datacenter operators often go for a common denominator
for what satisfies most users. In contrast, our approach provides a trade-off between
utilization and performance, where we actively profile and control resource usage
according to the variations in workload.
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Figure 5: Total (average) queue makespan (left) and average cluster utilization (right)
for each cluster size, approach, and workload mix.

5

Discussion

The experimental results highlight the advantages of the proposed hybrid architecture.
By constantly adapting to current workload resource utilization (CPU), the proposed
approach improves resource utilization over other configurations (Vanilla and Collocated) by at least 15% (from 69% to 84%), with negligible performance overheads
in terms of longer wall clock times, and no missed deadlines. Integrating two different resource managers in the same cluster, with different objectives and isolation
guarantees is a difficult problem. From an administrator’s perspective, the idea of
allowing multiple distributed applications independently developed and having their
own scheduling policies and requirements to share resources is very challenging. The
datacenter operator must enforce isolation among different applications, which can be
the limiting factor as HPC clusters usually have more restrictions and are less scalable
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than cloud clusters and normal distributed and cloud-aware platforms and applications.
In addition, the rate of additional failures that a DI scheduler may experience should be
studied, as interference may happen more frequently as HPC jobs are more sensitive to
disturbances. An additional problem may rise while sampling resource usage metrics:
performance degradation. Depending on the frequency of sampling application performance could degrade, though Perf is very lightweight: all of our experiments generated
ten’s of megabytes of data. To protect the performance of HPC jobs, the amount of
data gathered should be reduced by finding an optimal rate of sampling over time, or
by controlling it in order to not hurt HPC jobs Service Level Objectives (SLOs) and
constraints.
As shown in the evaluation, our approach is most beneficial for scientific workflows.
These jobs are composed of sets of different jobs with different patterns of resource
requirements and utilization per job submission. However, workflows require domain
knowledge and good understanding of hardware optimization to run efficiently in
various HPC clusters, since it is the common scenario among research centers. We
believe these kinds of jobs are interesting targets for hybrid resource managers in
future developments, in particular when it comes to leveraging the characteristics of
workflows and adaptive jobs to improve scheduler and cluster utilization. From the
application users’ point of view, our architecture can be run as normal user. The
authors have actually set the architecture up in two large-scale HPC centers, but
restrictions to enabling cgroup controls do not allow key architectural features to be
evaluated. On this point, once users has access to cgroup namespace control, they can
run multiple workflows over the resource she owns, controlling them as needed.This
has the advantage of reducing operator burden for supporting a higher number of job
queues, as it is the case in the cluster-wide scenario. Although the proposed architecture
is being used to improve overall cluster utilization and unlike more robust and industry
deployed resource managers such as Kubernetes, these characteristics show that the
hybrid architecture can be deployed in the userspace. As such, its advantages and
flexibility can also be validated from different user perspectives. Finally, we focused
on implementing the architecture components by using a simple and scalable statistical
model for the IE. However, as future work we propose to infer more sophisticated
probability distributions by monitoring each job performance overtime, which would
help with performance variability. This can be important for scientific experiments
that rely on predictable hardware performance. Thus, future studies should analyze the
impact our solution would have on such (performance wise) sensitive workloads.

6

Conclusions

The fast growing interest on datacenter management from both public and industry
together with the rapid expansion in scale and complexity of infrastructure and the
services being provided on them have made monitoring, profiling, controlling, and
provisioning compute resources dynamically at runtime into a challenging task. As
Data Intensive applications resource needs grows, HPC’s optimized premises offer
promising and powerful capabilities. In this paper we have proposed a way to enable
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DI jobs to not only share the same resources with HPC jobs, but to efficiently identify
spare resources and throttle their availability. Our work enables running jobs with
completely different performance requirements in the same cluster while not disturbing
higher priority jobs, in this case HPC jobs that require predictable allocations and are
not fault tolerant in general. We believe further studies are required in this area, for
instance to understand how long the IE model needs to keep historical data in order
to address jobs with highly dynamic changing behaviors. Even though our current
BLB model is scalable, another future direction would be to try to run it completely
distributed in local nodes of the cluster without a need for a central IE. This way we can
detect outliers such as interference faster and with much lower overhead. Additionally,
we have chosen some constants in our model, e.g., the confidence. Another area of
future work is a more general approach where an estimation of the best confidence that
works per job is estimated and used for cluster scheduling.
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Abstract: In High Performance Computing (HPC) infrastructures, resources are controlled by batch systems and may not be readily available, which can negatively impact
applications with deadlines and long queue waiting times. In particular, this is noticeable for data intensive and low latency workflows where resource planning and timely
allocation are key characteristics for efficient processing. On the one hand, allocating
the maximum capacity expected for a scientific workflow guarantees the fastest possible execution time, at the cost of spare and idle infrastructural resources, as well as
extended queue waiting times and costly resource usage. On the other hand, dynamically allocating resources according to specific workflow stage requirements optimizes
resource usage, although it may also negatively impact the total workflow makespan.
With the aim of enabling new scheduling strategies and features for scientific workflows, we propose ASA: the Adaptive Scheduling Architecture, a novel and convergence proven scheduling method to reduce perceived queue waiting times as well as
to optimize resource usage and planning in scientific workflows. The algorithm uses
reinforcement learning to estimate queue waiting times, and based on these estimates
pro-actively submits resource change requests, with the goal of minimizing total workflow inter-stage waiting times, idle resources, and makespan. The algorithm takes into
consideration both learning (the waiting times), and acts on what is learnt so far, and
thus handles the exploration-exploitation trade-off. Experiments with real scientific
workflows in two real supercomputers show that ASA combines the best of the two
aforementioned approaches for resource allocation, with average workflows’ queue
waiting time and makespan reductions of up to 10% and 2% respectively, with up to
100% prediction accuracy, while obtaining near optimal resource utilization.
Key words: Scheduling, Workflows, HPC, Reinforcement Learning
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1

INTRODUCTION

Large scale experiments model different aspects of nature such as weather forecasting, drug discovery, fluid dynamics, and many other scientific endeavours. Higher
resolution sensors have been generating an ever larger amount of data, usually processed over large and complex computing infrastructures such as High Performance
(HPC) and cloud computing datacenters. Due to its complexity with modeling and
handling great amounts of data, such time consuming scientific campaigns are organized in independent data pipelines, known as scientific workflows [Tay+07]. Figure 1
exemplifies parts of the Montage Workflow, an image mosaic engine [18]. A scientific
workflow is composed of sequentially interconnected stages (the different colors in
Figure 1), where each stage is responsible for a specific set of tasks inside the overall
application data flow. Moreover, scientific workflows are not only common in HPC
centres, but also virtually in every sector of industry and academia, where they are
used for analyzing and correlating data for predictions and decision support.
Intrinsically, a stage in a workflow structure describes its scalability and the amount
of resources required to perform all of its tasks. To ensure acceptable task performance during workflow execution is the responsibility of the developers and the
workflow management systems (WMS). When time to scale the developed workflow
comes, users make use of HPC infrastructures. However, HPC platforms are primarily designed to support monolithic applications and provide a static allocation scheduling model i.e., the resource allocation is fixed throughout the entire job lifespan
[Jha+14; Reu+18; Sch+13; Com+16]. This methodology guarantees good performance, however it results in fragmentation and lower datacenter efficiency due to underutilization. It also hinders the development of newer scheduling strategies needed in
dynamic computational models, like data intensive and streaming workflows, increasingly used for conducting online and in-situ experiments [Dee+18]. These problems are likely to exacerbate with highly dynamic workflows in the next-generation
exascale systems [Ber+08], expected to have applications issuing and orchestrating
thousands of simultaneous processes [Cas+18]. With increasing use of workflows to
process big amounts of data, a closer integration between the WMS and the datacenter
resource manager (RM) is of vital importance for meeting scientific application constraints, like placement, resource isolation and control, turnaround times, and overall
datacenter efficiency [Dee+18; Com+16; Asc+18].
In this paper we propose ASA: the Adaptive Scheduling Architecture for Scientific
Workflows. Leveraging conceptual ideas from distributed operating systems [Hin+11],
ASA decouples application development and scheduling planning from resource management. Packaged as a library, ASA presents applications with resources from multiple job allocations as one global pool of resources. This allows workflow management systems to be fault-tolerant, elastic, besides enabling the use of new scheduling
strategies. ASA pro-actively estimates the waiting time for coming stages in a workflow during the currently executing stage to improve workflow turnaround times. In
this way, ASA not only optimizes total resource usage, but it also reduces the total
workflow makespan. For estimating how an user waits in the queue, we designed a
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Figure 1: Montage scientific workflow pipeline structure (snippet), an image mosaic
software used at NASA [Ber+04]. Each color in the graph describes a set of specific
tasks within a stage. Each stage produces outputs used as inputs at subsequent stages
that produce the final result at the end.
simple Reinforcement Learning (RL) algorithm, which can adapt to the current state
of a queue. This amounts to both learning (the waiting times), and acting on what
is learnt thus far, and amounts hence to a realization of the exploration-exploitation
trade-off. Experiments with real workflows in real supercomputers show that ASA
achieves a middle ground between the two aforementioned ways for resource allocation: lower total turnaround times, with near optimal resource utilization.
The rest of this paper is organized as follows. In Section 2, we describe in more details
the characteristics of scientific workflows, their scheduling trade-offs, past work, and
challenges. In Section 3, we present ASA, an architecture and algorithm for resource
orchestration, management, and planning. Experiments, evaluations, various analyses,
and discussion follow in Sections 4 and 5. Finally, we present our conclusions in
Section 6.

2

Background and Related Work

The nature of scientific models is very complex and thus projects are often organized
in distributed collaborations. Rather than developing large monolithic applications,
scientists use scientific workflows: runtime systems for describing and executing applications as pipelined distributed components. For example, data modeling, staging,
handling, processing, and pre- and post-processing are concrete tasks that may occur
before, within, or after these pipeline stages. Figure 1 shows the Montage workflow,
an image mosaic application used at NASA [18] with seven sequential stages, each
colored differently. Edges describe sequential data dependencies, where data outputs
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of a previous stage are sent to following stages produced at the end of such (previous)
stages. The number of nodes (shown as color circles in Figure 1) in a stage describes
its scalability: one node means the stage is inherently sequential, using only one available resource (e.g. CPU/core, GPU, etc.), whereas two or more nodes mean parallel
stages that may use more than one resource. Streaming workflows are used in in-situ
and online experiments, where all stages run concurrently and data (known as tuples)
are continuously streamed over the workflow pipeline and processed by each stage as
they arrive from predecessor stages [TBR11].

2.1 Related Work
Scientific workflows are orchestrated, scheduled, and managed by a WMS, realized
by programming language extensions through Application Program Interfaces (API),
or by new dialects of common programming languages [Ams+16]. WMS’s are used
as execution engines for helping users and developers to run, scale, and integrate the
distributed components of a workflow. Some WMS examples are Apache Taverna
[Oin+04], Kepler [Alt+04], Pegasus [Dee+04], and Tigres [Hen+16]. Because these
systems do not assume specific runtime behaviors like resources’ performance variability, most of them do not support Quality-of-Services (QoS) application requirements. To overcome such limitations, VGrADS [Ram+09] combines resources from
different providers into a single virtualized abstraction layer to enable applications
with smarter scheduling and fault-tolerant strategies. Additionally, new tools enable
WMS’s with stage elasticity, achieving optimal resource expenditures, though with
larger makespans [Fox+17].
In environments like HPC centers, jobs have to wait in (priority) queues for resources
before starting execution [GC07]. Thus, a natural way to improve total workflow
makespan and to enable deadline planning features, is to estimate the queue waiting
times. For this, three main approaches have been used: (i) simulating scheduling
according to the job queue (at certain point in time), (ii) statistical modeling, and
(iii) a mix of these two [SY10]. Queue simulation (i) is a way to predict waiting time,
but can be challenging if estimations needed at runtime do not take into account future
(non-deterministic) job submissions from other users, which may degrade predictions.
Although (i) can be used as a baseline for comparisons with more elaborate methods,
and though a normal user may have access to the queue statistics for doing so, static
methods can be seen as non adaptive if they do not adjust to such queue workload
changes.
Traditional Machine Learning models (ii) tend to overfit the wait time because the
dataset used for training can rapidly change. Its application without understanding
the system and its workload does not work well as boundaries and medians tend to
produce great over-estimations on the waiting time. QBets [NBW07] used to be a
reference system, but it is not in production anymore due to today’s workload high
dynamicity with sudden changes, well captured with time-series analysis. QBest predictions were not bounded, and did not take into account variables that affect the job
wait time. QBets’ solution (’quantile prediction’) is quite different from ASA (see
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Figure 2: (a) Big Job vs (b) Per-Stage managed resource allocation strategies in HPC.
Fig. 2(a): an unique allocation for the entire workflow duration, with single queue
waiting time. Fig. 2(b): per-stage allocations with only as many resources as required
by a particular stage, with extra inter-stage queue waiting times. Note the differences
in makespan and resources charging in each case (summation of area(s) under the
dashed red lines).
Section 3), as QBet is based on traditional learning, not online learning. A recent
solution is implemented by Karnak [09]. In this work, a large number of variables
are used to model the wait time, including seasonal patterns, current system load,
queue composition, job geometry, particular user, particular queue, particular group,
etc. A decision tree is used to classify jobs according to different criteria, and then the
resulting bag of jobs are modelled individually, giving better precision. In a second
version, wait times are improved with scheduling simulations. Although not perfect,
this model was shown to achieve much better results than QBets. Suggestions on the
future work of Karnak [WSN16] point towards the application of neural networks.

2.2 Scheduling Tradeoffs for Scientific Workflows
In this subsection, we formulate scheduling tradeoffs for different strategies when
submitting workflow jobs to HPC environments. We analyze the differences in total
resource expenditure and workflow turnaround time.
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Commonly, users submit scientific workflow jobs to HPC clusters using two different strategies, as shown in Figure 2. In Figure 2a, a workflow job is submitted as a
big allocation (Big Job Strategy in the figure). Mathematically, the core-usage (C) is
defined as C = n ∗t, where n is the number of cores assigned during job execution, and
t is the allocated time (often measured in hours, and specified as core-hours). Hence,
for a workflow with s stages and each needing time ti to execute, the total core-hours
usage is calculated as the sum of core-hours used by each stage as
s

CBigJob = n ∗ ∑ ti .

(1)

i=1

Because stages with different resource requirements are not taken into consideration,
the maximum amount of resources n is allocated for the entire duration of the workflow lifespan. This wastes resources (white areas above the resource usage black, and
under the dashed red lines in Figure 2a), but guarantees lower total workflows’ execution times. Alternatively, users can manually manage the different stages in the
workflow by submitting them as multiple sub-jobs. E-HPC is a library that does exactly this, providing elasticity for workflows running over HPC resources [Fox+17].
Figure 2b shows this per-stage resource assignment. The change in the amount of
resources occurs at the end of each stage, where a coming stage is assigned with the
exact number of cores required for its execution. Thus CPer−Stage , the core-hours usage
in a per-stage managed workflow with s stages, is calculated as
s

CPer−Stage = ∑ (ti ∗ ni ),

(2)

i=1

where ti and ni respectively represent the time and the number of resources needed
to execute the i-th stage. Comparing definitions (1) and (2), per-stage management
results in lower total core-hour usage iff the accumulated sum of cores needed at each
stagei is lower than n, or: ∑si=1 ni < n. It follows that any workflow with one or more
sequential stages and at least one parallel stage can have optimal core-hour usage if
per-stage management is used [Fox+17].
Although per-stage management provides lower resource usage, it may negatively affects the total turnaround time (also known as the makespan). Workflow turnaround
time (T ) can be defined as T = t + q, where t is the workflow execution time, and q
is the queue waiting time. Because resource allocation is performed for each stage in
per-stage management, the makespan can be estimated as TPer−Stage = ∑si=1 (ti + q0i ) ,
where ti and q0i are respectively the execution times and queue waiting times of the i-th
stage. With a BigJob scheduling strategy, and assuming t = ∑si=1 ti , the workflows’
makespan is estimated similarly to T above. Thus, for a per-state management to have
lower makespans, the accumulated sum of its waiting times q0i has to be lower than
the single waiting time q1 in the BigJob strategy, i.e., ∑si=1 q0i < q1 . One strategy to
achieve this is to heuristically pack multiple stages within medium-sized job submissions [ZKC09], though it may not achieve optimal resource usage. Finally, as the
queue waiting time is a system parameter controlled by the resource manager, another
natural strategy for the users is to observe its behaviour and estimate it.
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2.3 Challenge: Waiting Time Estimation
The clear tradeoffs analyzed in the previous subsection show that, in one hand, submitting a large job for execution may have a long single waiting time, with the potential
side effect of idle resources during sequential stages. At the expense of inefficient
resource usage, these two characteristics achieve the minimum application runtime
possible. On the other hand, submitting many pilot jobs separately (composing each
stage) has the advantage of efficient resource usage as it uses per-staged allocations
(as done in [Fox+17]). However, the extra inter-stage waiting times increase the workflow makespan, specially if it interweaves many stages with different resource requirements. A way to mitigate this would be to estimate the queue waiting time, with a proactive submission strategy that uses such estimations for coming stages, requesting
needed resources during the execution of ongoing stages, thus resulting in a minimization of the accumulated inter-stage waiting times [ZKC09]. However, depending on
the estimation accuracy, three outcomes are possible: (i) perfect estimation, (ii) overestimation, and (iii) under-estimation. In (i), resource usage and workflow makespan
would be optimal. In (ii), resource usage would be optimal, but a probable increase
in workflow makespan would be seen (though less than achieved by per-stage allocation). In (iii), resources would be ready for use before they are actually needed, and
depending on the policy used to mitigate the extra costs regarding this, both the resource usage and workflow makespan would increase. Some resource managers (such
as Slurm [JYG]) allow job dependency constraints to be specified, including when a
job may start execution in case previous jobs have not finished execution.

3

ASA: the Adaptive Scheduling Architecture

In this section we describe the proposed architecture offering a global and unified view
of resources to the application, and the proposed algorithm being used to estimate
user’s queue waiting time for upcoming workflow stages.

3.1 Architecture
Figure 3 illustrates the unified view presented to applications. Within ASA, the Unified View layer bridges the management of the physical resources made available
through a low level resource manager like Slurm. Essentially, the application only
sees a global pool of resources, where each one can be used freely according to the
application’s needs. By extending upon Mesos [Hin+11], a distributed resource manager, ASA handles scheduling, fault tolerance, resource isolation and control (among
collocated tasks), elasticity, and other user defined policies. Mesos was chosen due
to its simplicity and non-intrusiveness at managing resources, allowing users to pack
it as a library which can be dynamically loaded. Moreover, similar resource managers require administrative capabilities to perform similar features, diminishing their
portability and usefulness in restricted environments such as HPC clusters.
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Figure 3: ASA - Architecture managing the physical resources. Tasks (the different
shapes in the partitions) from different jobs can access resources from multiple jobs.
The unified view layer enables users to apply different scheduling strategies, such as
pro-active job submissions.
Current workflows can be easily managed by, and submitted to Mesos. This can either
be achieved through directly submitting the application through a default Mesos executor, or by extending the WMS’s internal APIs, bridging them with Mesos and enabling it to manage all workflow’s tasks. Specific scheduling and placement policies
can be realized through a Mesos Framework, which is the implementation of a scheduler tailored specifically to an application (e.g. MPI, Spark, etc). Mesos then monitors
task states (e.g. RUN, COMPLETE, FAIL, etc.) to handle problems such as task
crashes, misbehaviours, and unresponsiveness. In each case, frameworks can trigger
specific actions, e.g., asking for extra resources, or migrating a failed task to another
resource. This model and its associated runtime system enable applications with enhancements such as fault-tolerance, resource isolation, performance control, and the
development of novel scheduling algorithms. For example, one particular feature of
this model could be for users who belong to a same project to dynamically share resources with one another and save on total resource consumption for the project. This
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Figure 4: ASA - Algorithm workflow illustrating two concurrent pro-active submissions (2 and 3) within ongoing stages. Note the per-staged charging and lower workflow makespan.
can be extra useful at developing phases of a project, where trials and errors are the
norm, and performed for testing and prototyping applications.

3.2 Algorithm
Figure 4 illustrates the algorithm’s overall approach. The algorithm works by maintaining a distribution over a number m of fixed queue waiting times. For example,
for m = 4, ASA tries to learn which of the four alternatives (indexes) in the vector
(1s, 10s, 100s, 1000s) works best as queue waiting time estimation for a given resource
allocation request. Rather than focusing on one specific time such as averaging each
perceived queue waiting time, ASA distributes the alternatives following a probabm
pt = 1. That is, in case one particular alternative
ility vector pt ∈ [0, 1]m with ∑t=1
works well, for instance index ’1s’ (or m1 ), one wants probability pt to tend to e1
(pt → e1 = (1, 0, 0, 0); the first unit vector in Rm=4 ) when the number of trials t goes
to infinity (t → ∞). Generally we aim to achieve a good mixture on accuracy and exploration, as a good algorithm needs to be able to detect changes in the queue workload
and embed such behaviour in its predictions. In Reinforcement Learning, the problem
of balancing accuracy with discovery is also known as the exploration-exploitation
trade off [Thr92].
This methodology is applied in the following way. For each stage at iteration t, a
waiting time a is estimated for a workflow stagey and used to submit joby - the request
for change of resources - at time ty−1 − a, where ty−1 is the expected end-date/deadline
of an ongoing workflow stagey−1 (Figure 4). If all goes as planned, it is expected
that this pro-active job submission strategy minimizes the perceived waiting times
between all workflow stages (see Section 2). However, if a workflow stage ends later,
or an allocation gets assigned earlier than expected, resources may idle for some time
before they can be effectively utilized. Conversely, if a workflow stage ends sooner,
or resources become available later than expected, the total workflow process may
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Algorithm 1 ASA - Adaptive Scheduling Algorithm
Require: Initialise p0 as p0a ← m1 for all m actions a
1: for t ← 1, 2, . . . do
2:
Initialise `ta ← 0 for all a
3:
while maxa `ta ≤ 1 do
4:
Sample action a according to vector pt
5:
`ta ← `ta + ` (a) for action a
6:
end while
7:
Update
1
pt+1,a ← e−γt `ta pt,a
Nt
8:

for all actions a. Nt is a normalising factor so that ∑a pa = 1
end for

take longer to complete. Both can be expressed in terms of a loss function `y (a),
associated to the workflow stagey based on the waiting time a. This process is detailed
in Algorithm 1 as follows.
Assume there are m potentially good actions {a}, as for example, m different time
estimations for the queue waiting time. Assume also that after each application of an
action a to a given case, one can score its loss `(a). The ASA (Adaptive Scheduling
Algorithm) consists basically of a double loop. The outer loop (line 1) iterates over
mini batches of cases, referred to as rounds and collects as many cases in that round
so that the total accumulated loss is bounded. The inner loop (line 3) iterates over
such rounds and ensures that the vector `t ∈ Rm collecting loss of the various actions
{a} is initialised properly before starting a new round, and that the vector p is updated properly after each round (line 7). eγt is used as a non-increasing sequence, and
guarantees the proven convergence of ASA (see Appendix A for more details and the
mathematical proof). p is a distribution over all possible actions a that can be taken:
after a while (when it has learned well), it peaks on the best action a∗ , while in the
beginning it is spread evenly over all actions a. In other words, in the beginning the
algorithm explores options, like trying out random queue waiting times, or using the
resource manager estimate features, while an exploitative stance is taken when enough
evidence is collected, and more accurate estimations can be done. By following upon
these principles, the coming section evaluates how all these concepts link together.

4

EVALUATION

In this section, we evaluate ASA’s strategy with respect to workflows’ total runtime,
resource usage, queue waiting times, and makespan, all defined in the following subsections. We additionally evaluate Algorithm 1 convergence over time for three different estimation policies for a simulated scenario where the queue waiting time being
experienced by the user changes at 5 different points in time (see Subsection 4.4). At
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the end of this section, we evaluate ASA estimation accuracy and how it influences
the perceived waiting time experienced by applications at runtime.

4.1 Metrics
The total runtime is measured by summing up the execution time of each workflow
stage. The summation of each workflow’s stage runtime multiplied by the amount of
resources used in such stages, measures the total resource usage, or core-hour (measured in hours). We compare ASA with two different scheduling strategies: (i) traditional, Big Job allocation strategy; and (ii) dynamic, Per-stage job allocation. As explained in Section 2, the Big Job strategy (i) allocates the maximum capacity needed
for the entire duration of the workflow, regardless of its stages’ needs. The second
strategy (ii), though, allocates resources to workflows in a per-stage manner, for the
exact duration of each stage. Our proposed strategy ASA (iii) pro-actively submits
resource changes for a coming stage during the execution of an ongoing stage (see
Section 3). The total queue waiting times is thus calculated slightly different in each
strategy: in (i), there will be only one queue waiting time (the first one), whereas
strategy (ii) has one or more queue waiting times (one additional wait for each workflow stage). In ASA (iii), the waiting times are measured by the perceived queue
waiting times (PWT), i.e., the time interval a coming workflow stage actually waited
for resources after a previous stage finished (see Figure 4). As this waiting time overlaps with a previous stage execution, the perceived queue waiting time is potentially
reduced and can be observed through the makespan metric. On the other hand, if
the perceived queue waiting time is lower than expected, an extra corehour overhead
(OH) loss might be incurred. Then, for each strategy, the total queue waiting time is
calculated as the summation of all queue waiting times . Finally, the total makespan
is calculated by subtracting the time the workflow is submitted for execution from the
time the workflow successfully finishes execution. The total makespan takes into consideration all the inter-stage waiting times in each strategy. We evaluate these metrics
for each strategy (Big Job allocation, Per-stage allocations, and ASA) by submitting
three different scientific workflows, each with different resource usage and requirement profiles (see Subsection 4.3).

4.2 Computing Systems
In order to demonstrate and compare ASA’s feasibility, adaptability, and generality
features, we run a set of workflows in two different supercomputer centers, with
different resource scaling factors: at HPC2N and UPPMAX. UPPMAX comprises
486 nodes with two 10-cores Intel Xeon E5 CPU (v4), with 128 GB memory each.
UPPMAX’s storage uses the Lustre file system and provides 6.6 PB of storage. The
interconnect is Infiniband FDR, supporting a theoretical bandwidth of 56 Gb/s and a
latency of 0.7 ms. All UPPMAX’s nodes run CentOS 7, with Slurm 19.05 with its
default fair-share scheduling policy.
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HPC2N compromises 602 nodes with two 14-cores Intel Xeon E5 CPU (v4), with 128
GB of memory each, and similar Infiniband interconnection as UPPMAX’s. HPC2N’s
storage also uses the Lustre file system, providing 2 PB of storage. All HPC2N’s
nodes run Ubuntu Xenial (16.04 LTS), with Slurm 18.08 with its default fair-share
scheduling policy.

4.3

Applications

Three different, real scientific workflows were selected for comparing ASA to Big
Job and Per-Stage scheduling strategies, as explained earlier in this section: Montage,
BLAST, and Statistics.
Montage [18] is a data intensive application that constructs the mosaic of a sky survey. The workflow has nine ordered stages, grouped into two parallel (first two, and
fifth) and two sequential (third and fourth, and last three) stages (Figure 1). All runs
of Montage construct an image for survey M17 on band j, degree 8.0 from the
2mass Atlas images.
BLAST [Alt+97] is a compute intensive applications that matches DNA sequences
against a large ( > 6 GB) sequence database. The workflow splits an input file (of
few KBs) into several smaller files and then uses parallel tasks to compare the input
against the large sequence database. BLAST is composed of two main stages: one
parallel and one sequential. The database is loaded in-memory on all compute nodes
during the parallel stage. Finally, all the outputs from the parallel stage are merged
into a single file (sequential stage).
Statistics [KJ11] is an I/O and network intensive application that calculates various
statistical metrics (mean, median, average, standard deviation, variance, etc.) from a
large dataset with measurements of electric power consumption in a household with an
one-minute sampling rate over a period of almost 4 years. Different electrical quantities and some sub-metering values are available in a public dataset. The statistics
workflow is composed mainly of a two sequential and two parallel stages, intertwined,
consuming most of the processing due to communication among the parallel tasks.
Workflow configuration. For each one of the three strategies (Big Job, Per-stage, and
ASA), these three workflows are submitted sequentially to the queue, concurrently one
after the other. This was done using six different scaling factors: In HPC2N, workflows use 28, 56, and 112 cores, respectively; whereas in UPPMAX, workflows use
160, 320, and 640 cores, respectively. This combination creates a total of 54 different
runs. For ASA’s strategy, Algorithm 1’s state is kept across different runs, meaning
all of its variables are shared among the different workflow submissions. This allows
the algorithm to converge and adapt itself more quickly to the current queue state,
minimizing errors. Finally, in this evaluation the loss function `y (a) for a given job
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Figure 5: ASA’s estimation convergence over time regarding queue waiting time (dark
dashed blue line) with three different sampling policies: Greedy (red dotted line),
ASA’s default (black line), and ASA tuned (light pink line).
geometry y is defined as
(
0, optimal;
`y (a) :=
1, otherwise

(3)

where optimal means the algorithm sampled the best possible (closest to the true queue
waiting time) action a among the m alternatives available, and thus it returns a loss of
0, and 1 otherwise. Although more complex functions could be used, choosing a
simple loss function allows ASA’s behaviour to be understood more easily. Moreover,
queue waiting times can be very large at some supercomputer centers, as it depends
on resource availability and on many job constraints. As mentioned in Algorithm 1,
lengthier m’s should theoretically return more accurate estimations. However, for the
purposes of this evaluation and due to practical runtime reasons, m is empirically set
to represent a maximum queue waiting time of ∼28 hours (100k seconds), since this
was the maximum queue waiting time reported in Systems 1 and 2. Thus, the value of
m = 53 is used in Algorithm 1 to split the possible range estimators in 53 time intervals
representing possible queue waiting time alternatives. The alternatives cover multiples
of 10’s, 100’s, 1k’s, 10k’s, and 100k time intervals (in seconds), with higher number
of alternatives assigned to values 10’s and 100’s due to the higher queue waiting times
variability usually faced by smaller jobs (with up to 112 assigned cores) usually falling
down in these ranges. Finally, all three workflows use the Tigres WMS1 for runtime
execution, and the Per-Stage submissions use Tigres’ E-HPC feature.
1 http://tigres.lbl.gov
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4.4

Convergence Results

Figure 5 shows a 1000 iterations simulation demonstrating how ASA (Algorithm 1)
waiting time estimations converges in a hypothetical scenario where the true waiting
time changes over time. To test ASA’s adaptability capabilities, the true waiting time
(blue stepped line) is randomly varied at five different occasions: at iterations numbers
0, 200, 400, 600, and 800. The default ASA policy (black thick line) takes rather too
many iterations to converge to the true waiting time, which suddenly changes and
worsens its convergence trend. It does so because it keeps exploring the interval space
in order to validate its knowledge. However, with a tuned policy (pink thin line),
where the perceived queue waiting times are used to randomly and repeatedly adjust
the probability distribution p (used in Algorithm 1) with the calculated losses, the
convergence velocity changes drastically. As it can be seen, at every true waiting
time variation the tuned policy strategy enables ASA to converge to the true waiting
time more rapidly. Even though, it still allows ASA to keep exploring the interval
space, though it makes fewer miss predictions than the default sampling policy. A
greedy approach is also shown (dashed red line), where the minimum perceived loss
is always used for making estimations for the waiting times. Because the simple
loss function `(i) (see definition (3) in Section 3) is used, when the true waiting time
suddenly drops, the greedy policy reaches a local minimum, and does not behave
correctly afterwards, defaulting to a very conservative loss estimator (i.e., every proactive submission happens at the end of a stage, similarly to the Per-Stage’s strategy)
and thus behaving as if the algorithm was not used at all.

4.5 Sensitivity Analysis
By default, ASA uses the resource manager’s helpers to set job dependencies. This
allows ASA to specify different dependencies between sorted workflow stages with
the advantage of optimizing resource usage, as a job cannot have its resources allocated (and thus charged) until all dependent jobs completed execution. However, this
can also cause ASA to deviate towards non-optimal estimations, and furthermore randomly defer the start of jobs. Thus, to illustrate how ASA behaves in environments
managed by resource managers with no support of job dependency helpers, and to
calculate such impacts on the total workflow resource usage, an experiment without
this setting is evaluated in HPC2N for the Montage workflow with 112 cores. This
strategy is henceforce denoted ASA Naı̈ve.
A large repetition number within the ASA tuned sampling policy has the effect of
influencing (or biasing) ASA to follow the last observed waiting time, and thus this
feature should be used with caution to not make ASA simply follow (or exploit) its first
queue waiting time observations, devoting it of learning new outcomes and changes
in the queue workload. In the following sub-sections, Algorithm 1 is tuned with a
repetition parameter of 50, same value used for the previous simulation shown in
Figure 5.
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Figure 6: Montage Workflow - Makespan results for (a) HPC2N and (b) UPPMAX
for different scaling factors (28, 56, 112, 160, 320, and 640 cores), and scheduling
strategies (Big Job, Per-Stage, and ASA). Number of cores indicate peak allocations
for a given strategy. ASA Naive strategy means no resource manager dependency
setting is used.
As a complement to these empirical results, we proof the theoretical convergence of
the ASA algorithm in Appendix A.

4.6 Makespan Results
Figures 6, 7, and 8 show all three workflows’ makespan breakdowns, showing the
different inter-stage queue waiting times for each scheduling strategy (Big Job, PerStage, and ASA allocations), and for the six different number of cores (scaling, representing the peak allocations for each strategy). The figures are split in two columns,
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Figure 7: BLAST Workflow - Makespan results for (a) HPC2N and (b) UPPMAX
for different scaling factors (28, 56, 112, 160, 320, and 640 cores), and scheduling
strategies (Big Job, Per-Stage, and ASA). Number of cores indicate peak allocations
for a given strategy.
(a) left and (b) right, which show results for HPC2N and UPPMAX, respectively.
The difference in the queue waiting times between the two supercomputer centers are
substantial, with higher waiting times in UPPMAX.
Figures 6(a) and (b) show the makespan for Montage. It is noticeable that early stages
suffer from higher queue waiting times due to Montage beginning execution with a
parallel stage. The total waiting time gets worse as the peak core allocation (Number
of cores) scales, negatively impacting the Per-Stage strategy in every scenario with
more than 28 cores. Due to multiple interactions of concurrently running workflows,
dynamically updating how the queue is behaving (p distribution in Algorithm 1) are
required. ASA’s strategy leverages this information to submit resource changes earlier,
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Figure 8: Statistics Workflow - Makespan results for (a) HPC2N and (b) UPPMAX
for different scaling factors (28, 56, 112, 160, 320, and 640 cores), and scheduling
strategies (Big Job, Per-Stage, and ASA). Number of cores indicate peak allocations
for a given strategy.
lowering the total waiting times. This is noticeable already at scaling to 56 and 112
cores, where the total makespan is lower than for the Big Job allocation. For Montage
Naive, with 112 cores at HPC2N, there were additional delays as resources for the
third stage got ready for use before the second stage had completed. In this case, ASA
canceled the submission and re-submitted the job for the third stage, which incurred
in an additional (perceived) queue waiting time as it can be noticed in the larger Wait
Time 3 in Figure 6(a).
However, the same effect does not happen to BLAST, as can be seen in figures 7 (a)
and (b). As BLAST is a two stages workflow, where the first parallel stage is considerable larger than the second sequential one, the effects of using different scheduling
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strategies are neglectable. Besides that, BLAST is a very scalable application, essentially keeping the resource utilization high as the core scaling factor increases. Furthermore, due to the higher queue waiting times at UPPMAX, BLAST’s total makespan gets severely impacted. Finally, more notable dynamics are perceived in the
Statistics workflow (Figures 8 (a) and (b)). This is a four stage and network intensive workflow, with large execution times in each stage. At first, in HPC2N (Figure
8(a)), the queue waiting time has limited impact on the total makespan. However, at
the busier center (UPPMAX, Figure 8(b)) with larger queue waiting times, the learnt
information gathered by other concurrent workflows allows ASA’s pro-active system
to essentially submit future resource change jobs earlier than even upcoming stages.
This has significant effect, specially at 320 and 640 cores, where the queue waiting
times are severely impacted for the Per-Stage strategy, which sometimes had twice the
makespan of Big Job allocations.

4.7

Resource Usage and ASA Performance

Table 1 summarizes all runs and the measured metrics explained in previous sections.
Below each workflow, a normalized average of collected metrics shows workflow’s
results in overview. This average is related to the lowest metric for each resource
scaling row. Besides that, percentages inside parentheses represent the extra times incurred when comparing specific metrics with the best metric for that resource scaling.
It is visible that Per-Stage and ASA strategies provide the best resource usage in most
scenarios, as shown in the table as Core-hour Usage. This comes, however, at the
cost of extra workflow’s makespan. Also, due to some variations in how long the
workflows take to run, the resource usage in each strategy can vary. As noted in the
previous subsection, the total makespan can be severely impacted when the amount of
time an application waits in the queue is larger than the application’s total execution
time. As Montage is a not a scalable application, its execution time across different
scaling factors does not considerably decrease its total execution time, and requesting
larger amounts of resources actually impacts the total makespan negatively. This is
illustrated by the Montage and BLAST workflows (320 and 640 cores), where the PerStage allocation strategy had 82% and 13% increase in the makespan. Pro-active ASA
submissions reduced these severe extra times by 72% and 9% respectively, reducing
large queue waiting time impacts as the normalized average makespans show. This
behavior is particularly more noticeable for runs using the Per-Stage strategy than it
is for ASA, as it learns about the queue’s current state by observing the impacts other
concurrent workflow submissions had. This information allows ASA to act to mitigate
such severe impacts in earlier stages.

4.8

Prediction accuracy

In order to validate and quantify ASA’s decision accuracy that has impact on its performance as a scheduling algorithm, additional experiments were conducted. Here,
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Table 1: Experimental results respectively for Montage, BLAST, and Statistic Workflows in the six different core scalings. Bold values show best normalized results
with relation to the three different scheduling strategies (Big Job, Per-Stage, and ASA
allocations). Normalized averages are shown below results for each workflow (the
lower, the better), with extra percentages (in relation to the best result achieved for
any strategy) included inside parentheses (values over 1%).
Acronyms: WF (Workflow), TWT (Total Waiting Time), and CH (Core-Hour).
Per-Stage Allocation

ASA

Cores

TWT (s)

Makespan (s)

CH (h)

TWT (s)

Makespan (s)

CH (h)

TWT (s)

Makespan (s)

CH (h)

Montage

Big Job Allocation
WF

28
56
112
160
320
640

150 (+13%)
206
452 (+15%)
1415
8135
10200

1287
1261
1513 (+3%)
2718
10126
11940

9 (+24%)
16 (+32%)
33 (+65%)
58 (+47%)
177 (+68%)
309 (+83%)

258 (+95%)
426 (+105%)
699 (+78%)
2220 (57%)
15582 (+91%)
16600 (+63%)

1408 (+10%)
1496 (+19%)
1779 (+22%)
3507 (+29%)
17170 (+69%)
18200 (+52%)

7
12
20
40
106
171

132
219 (+6%)
393
1652 (+17%)
10062 (+24%)
11851 (+16%)

1277
1280 (+2%)
1464
2921 (+7%)
11637 (+12%)
13436 (+12%)

7
12
20
39
105
169

+5%

+1%

+53%

+82%

+34%

0%

+10%

+6%

0%

28
56
112
160
320
640

70 (+3%)
133 (+20%)
165 (+15%)
7100
8133
10133

2750
1476
926 (+2%)
7846
8494
10394

20
20
23
33
32
46

68
153 (+2%)
194 (+35%)
7125
8240
10150

2727
1508
965 (+6%)
7880
8611
10429

20
21
24
33
33
47

75
111
144
7041
8194
10144

2749
1477
907
7800
8557
10419

20
21
23
33
32
48

BLAST

Normalized
Average

+6%

0%

+1%

+13%

+2%

0%

+2%

0%

+1%

28
56
112
160
320
640

52 (+8%)
96
124 (+77%)
2772 (+2%)
7935 (+6%)
10122 (+7%)

5593 (+2%)
4397
4110 (+1%)
7095 (+2%)
11886 (3%)
13868 (+4%)

43 (+2%)
66 (+99%)
124 (+99%)
192 (+102%)
351 (+99%)
665 (+97%)

48
263 (+174%)
191 (+173%)
4960 (+83%)
18008 (+141%)
21014 (+121%)

5487
4644 (+6%)
4193 (3%)
9241 (+32%)
21993 (+92%)
24817 (+86%)

42
34
62
95
177
338

51 (+6%)
116 (+21%)
70
2712
7471
9497

5549
4444
4085
6986
11439
13369

43
33
62
95
176
344

Normalized
Average

+17%

+2%

+83%

+115%

+36%

0%

+5%

0%

+1%

Statistics

Normalized
Average

each job geometry related to each workflow described in Section 4.3 is submitted to
their respective system 60 times, with a one minute time interval between submissions. This is done to capture variations in each system’s queue workload, which
affects the experienced waiting times. As in the previous evaluations, HPC2N handles
all job geometries submissions with 28, 56, and 112 cores, whereas UPPMAX handles
job geometries with 160, 320, and 640 cores. For each submission, waiting times are
compared to ASA predictions of waiting time. Table 2 summarizes averages results for
each workflow job geometry. In this table, the real waiting time (WT) averages actual
queue waiting times (in hours), ASA WT averages predicted waiting times (in hours),
and Perceived WT averages workflows’ actual waiting times (in hours) are given. The
impact of the predictions are also assessed as follows: Hit (the higher, the better) and
Miss (the lower, the better) ratios represent the fractions of ASA’s accurate- and overpredictions. The latter is increased when jobs need to be re-submitted due to larger
predictions than actual WTs, over all job submissions. Misses and over-predictions
impact total resource usage (measured in core-hours) because job allocations get assigned earlier than the estimates, causing extra job submission overheads (OH) when
compared to resource usage for the Per-Stage strategy.
As it can be seen, there are high variations in HPC2N (Cores 28-112), whereas there
are no misses (incorrect predictions causing re-submissions) at all for UPPMAX due
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Montage

28
56
112
160
320
640

BLAST

28
56
112
160
320
640

Statistics

Table 2: ASA - Average results (with standard deviations) summary for Montage,
BLAST, and Statistic workflows in six job geometries. Cores 28, 56, and 112 are
HPC2N’s, whereas 160, 320, and 640 are UPPMAX’s.
Acronyms: WT (Waiting Time), PWT (Perceived Waiting Time), and OH (Core-Hour
overhead in hours).
Real
ASA
ASA
Hit
Miss
OH
Cores
WT (h) WT (h) PWT (h) Ratio (%) Ratio (%) Loss (h)

28
56
112
160
320
640

0.4±0.3
1.1±0.8
1.5±0.7
11 ±1.6
15 ±1.3
17 ±0.6

0.7±0.6
1.2±0.9
2.0±1.9
3.9±4.6
12±3.9
12±3.3

0.5±0.4
0.4±0.4
0.5±0.4
0.7±0.3
0.2±0.3
0.3±0.2

60
68
87
100
100
100

40
32
13
0
0
0

1.7±0.5
3.0±0.8
2.0±0.8
0
0
0

0.4±0.3
1.1±0.8
1.5±0.7
11±1.6
15±1.3
16±0.6

1.0±1.0
1.3±1.2
1.0±1.0
4.5±5.0
11±4.1
11±3.8

0.6±0.3
0.7±0.5
0.6±0.4
0.7±0.4
0.2±0.3
0.3±0.2

70
71
89
100
100
100

30
29
11
0
0
0

8±1.9
11±2.7
3±0.7
0
0
0

0.4±0.6
1.1±0.8
1.5±0.7
11±1.7
14±1.3
16±0.6

0.5±0.7
1.2±0.9
2.0±1.9
5.2±5.8
11±3.9
12±3.3

0.4±0.4
0.4±0.4
0.5±0.4
0.6±0.4
0.2±0.3
0.3±0.2

67
69
87
100
100
100

33
31
13
0
0
0

3±0.2
6±2.0
5±1.0
0
0
0

to its stability. This can be explained due to the higher fragmentation caused by smaller jobs and allocations. Notable, although there is a fair amount of misses for smaller
job geometries (up to 112 cores) and thus job re-submissions for HPC2N, ASA still
controls considerably the core-hour overhead losses. We remark that ASA achieves
very good overall results on HPC2N, as summarized in Table 1, where ASA has very
good makespan and resource usage results compared to the alternative strategies (Big
Job and Per-Stage).

5

DISCUSSION

The evaluation illustrates how ASA combines a pro-active submission scheduling with
Per-stage’s strategy to simultaneously minimize resource usage and waiting times.
ASA can be specially useful when a workflow has multiple large consecutive stages,
where the impacts of waiting in a queue can overtake the usefulness of non-monolithic
applications and workflows, represented by the Big Job allocations.
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To summarize, Table 1 demonstrates that ASA achieves makespans close to those of
Big Job allocations, while using as little resources as Per-Stage allocation strategy.
Big Job strategy results in shorter makespans, but always end up in larger resource
usage (core-hours). E-HPC’s Per-Stage [Fox+17] strategy results in best resource usage and worse makespans. ASA simultaneously tackles both, with close-to-optimal
makespans when compared to Big Job’s and specially to Per-Stage (Figures 6-8), with
best core-hour usage (Table 1). In real systems, job submission planning is key, and
as explained in Section 4.3. To avoid both bad estimations and violating workflow’s
ordering constraints, ASA uses Slurm dependency features to link the various stages.
Thus ASA shows no losses, except in ASA Naive (Figure 5a) which does not use such
features. Although the architecture supports collocation of different workflow tasks
in other’s workflow allocations and resources (Figure 3), we preferred not managing
resource allocations among different workflow stages. For instance, the architecture
allows task co-placement from different workflows to share a same resource like CPU.
As mentioned, this is supported by Mesos in a fine-grained manner as Mesos supports
resource capacity scheduling constraints to be specified, like for example CPU utilization: if one task uses only up to 10% of a CPU resource, Mesos can co-schedule
additional tasks in the same CPU up to a global threshold is reached (e.g. 100%).
Although task co-placement optimizes overall resource usage if done correctly, it may
have direct impacts on the time limits set by users, besides workflow performance
impacts. As additional actions would need to be studied to safely support such proposition, we decided to not do it in this paper.
Table 2 shows how HPC2N and UPPMAX affect ASA predictions and resource usage
fares. Although smaller jobs experience shorter queue waiting times, they experience
variations of up to almost 1 hour in HPC2N’s queue workload, ASA controlled quite
notably the core-hour overhead losses (OH). A high queue variation negatively impacts ASA, causing its predictions to also vary largely during experiments because
ASA has to adjust its probability distribution modelling the queue. For smaller job
geometries (≤ 112 cores), ASA has to acquire knowledge from a large number m (see
previous Section) of alternatives until it can build-up knowledge for making accurate
estimates. However, as the system’s load varies aggressively, ASA has to adapt to
such variations to bound the overhead losses. ASA is still able to reduce the perceived
waiting times seen by workflows most of the time. The high variation in a queue
usually happens due to fragmentation caused in the system by smaller job geometries
with varied similar, but not identical constraints, something that larger jobs (≥ 160
cores) in UPPMAX do not experience, and explains the high ASA accuracy in such
system.
As explained in Section 4, ASA can be tuned to follow closely the last observed queue
waiting time, which would change the results seen in Table 2, though its effects should
be extensively studied in more specific scenarios. Modern schedulers like Slurm allow dependencies to be set among different jobs, and such features would mitigate
the core-hours overhead caused by over-estimations, as can be seen in Table 1. Although job-dependencies enable overhead control, it may affect perceived queue waiting times because schedulers postpone job submissions until their dependencies are
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set. Our experimental results from Table 2 show that ASA can be specially useful
for large job geometries (achieving 100% accuracy), which can enable the resource
planning capability as a feature.
Generally, our paper focuses on the first of two ASA features: to the best of our knowledge, a new, convergence proven (see Appendix A) Reinforcement-Learning method
for estimating queue waiting times (WT) exclusively from user’s perspective; a library for finer-grain management and scheduling of workflow’s tasks (Mesos). Rather
than using traces and/or resource manager’s queue waiting time estimates (which can
speed-up ASA convergence), we opted for real experiments in production systems. In
this way we can evaluate how ASA would work as a general scheduling algorithm,
and not only as a neat library enabling a diverse set of scheduling strategies to modern HPC systems. Results summarize experiments using 1000s of core-hours across
two production HPC systems with large differences in architecture, users, workload,
etc (Table 2). Algorithm 1 is a very simple method which adapts its knowledge and
estimations by adjusting mini-batches (or rounds), resetting them when bad estimates
are detected so to bound its losses. By sharing this information in a per job-geometry
basis across different experimental scales, improvements in both systems are reported
(Figures 5-8).

6

CONCLUSIONS

Keeping the highest possible application performance for timely processing with no
wastage of resources has always been a challenge, and will be even more relevant
for upcoming Exascale systems designed for low latency and highly dynamic data
intensive workflows. These newer constraints demand novel combined solutions to
classical problems such as queue waiting time predictions with adaptive, elastic, and
fault tolerant architectural features. To tackle these, and leveraging on user perceived
system’s performance, we propose ASA: the Adaptive Scheduling Architecture. ASA
learns and estimates the queue waiting times by using a novel reinforcement learning algorithm, which combined with its resource manager layer provides applications
with the ability to dynamically adjust job resource planning based on workflow stage
requirements. These allocations are done proactively based on the waiting time predictions to ensure that resources for subsequent workflow stages are available upon
completion of ongoing stages. The evaluation based on three real workloads running
with different job sizes on two different HPC systems demonstrates that ASA achieves
makespans close to those of traditional, large job allocations. ASA’s makespan averages only 2% higher than large allocations across all three workflows. Combined with
a lower resource usage of Per-stage allocation, ASA achieves a total core-hour usage
within 0.2% compared to optimal, Per-stage allocations, which is 43% less than the
large allocations across all evaluated scenarios. For large job geometry submissions
with lower queue workload variability, ASA achieves 100% prediction accuracy, while
simultaneously minimizing overall resource usage even when faced with high queue
workload variability. Future work points to extending ASA with statefulness, allowing
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ASA to support different metrics and/or heterogeneity, and enabling yet more complex pro-active scheduling techniques and the support to multi-constraint/dimensional
scheduling.

Appendix A

Convergence of ASA

In this appendix we mathematically prove ASA’s convergence towards the true waiting
time, as shown in Figure 5.
Theorem 1 Let θ = (θ1 , . . . , θm ) ∈ Rm be a fixed, given collection of waiting time
alternatives amongst which to choose. Let the ASA algorithm run on a sequence of t
processes, and let η(t) denote the number of mini-batches created by the algorithm as
of time t. Then for any δ > 0 with probability exceeding 1 − δ , one has that
t

∑ `s

θ

s−1

s=1



r
m
.
− ∑ `s (θ̄ ) ≤ 4η(t) + ln(m) + 2t ln
δ
s=1
t

(4)

Proof: The key to this proof is to consider two different timescales: (1) runs from
1, . . . ,t in a linear fashion, and (2) runs over the same range in a different fashion as
follows. Let mk ⊂ {1, . . . ,t} such that each mk = a, . . . , b and ∪k mk = {1, . . . ,t}. We
refer to mk as a mini-batch, or round, of length |mk |. Consider a sequence {ai , . . . , at }
for any t, then
t

η(t)

∑ as = ∑ ∑

s=1

k=1 j∈mk

a j,

(5)

with η(t) the number of mini-batches {mk }.

Let (s) point to the last completed mini-batch mk before iteration s. Rather than fixing
the length of the mini-batches, the algorithm itself constructs the minibatches according to how well the learned solution is working. This extra layer of adaptivity enables
the non-stationary setting.
Let θ s−1 denote the estimated waiting time, randomly sampled according to p(s−1) ,
which is implemented for process ys , with s = 1, 2, 3, . . . ,t. Define Zt > 0 as
Zt

=

t

∑ e− ∑s=1 I(θi =θ

s−1

)`s (θi )

=

θi

nk

∑ e− ∑k=1 ∑ j∈mk I(θi =θ
θi

Then
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j−1

)` j (θi ) . (6)

ln

t
s−1
Zt
= ln(Zt ) − ln(Z0 ) = ln ∑ e− ∑s=1 I (θi =θ )`s (θi ) − ln(m)
Z0
θi

t

≥ − ∑ I θ̄ = θ s−1 `s (θ̄ ) − ln(m). (7)
s=1

Conversely,

ln

Zk̄
Zk̄−1

=

ln

∑θi e

− ∑k̄k=1 ∑ j∈mk I (θi =θ j−1 )` j (θi )
k̄−1

−∑
I θ =θ
∑
∑θi e k=1 j∈mk ( i

j−1

)` j (θi )

=



−`(k̄) (θi )

ln ∑ pk̄−1,i e
θi

, (8)

where we use the definition
`(k̄) (θi ) ,

∑

j∈mk


I θi = θ j−1 ` j (θi ).

(9)

Then using the inequality property 1 − x ≤ e−x ≤ 1 − x + x2 for all x ≥ −1, gives
!2 
−` (θ )
ln ∑ pk̄−1,i e (k̄) i ≤ ln 1 − ∑ pk̄−1,i `(k̄) (θi ) + ∑ pk̄−1,i `(k̄) (θi ) 
θi



θi

θi

− ∑θi pk̄−1,i `(k̄) (θi )+1

≤ ln e

= − ∑ pk̄−1,i `(k̄) (θi ) + 1, (10)
θi


2
where by construction ∑θi pk̄−1,i `(k̄) (θi ) ≤ 4 for any k̄.
In conclusion,

t

− ∑ I θi = θ s−1 `s (θ̄ ) − ln(m)
s=1

≤ ln

t
Zt
Zs
= ∑ ln
Z0 s=1 Zs−t

t

≤ − ∑ ∑ p(s),i I θi = θ s−1 `s (θi ) + 4η(t), (11)
s=1 θi

or
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t

∑ ∑ p(s),i I

s=1 θi

t

θi = θ s−1 `s (θi ) − ∑ `s (θ̄ ) ≤ 4η(t) + ln(m).

(12)

s=1

So by defining the expectation at iteration s as

Es [·] = ∑ p(s),i `· (θi ),

(13)

θi

one gets
t

t

s=1

s=1

∑ Es [`s (θ s−1 )] − ∑ `s (θ̄ ) ≤ 4η(t) + ln(m).

(14)

Finally, invoking Azuma’s inequality [CL06] gives that with probability exceeding
1 − δ < 1, one has
t

∑ `s

s=1

as desired.

θ

s−1



r
m
− ∑ `s (θ̄ ) ≤ 4η(t) + ln(m) + 2t ln
,
δ
s=1
t

(15)
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Abstract: High Performance Computing (HPC) datacenters process thousands of
diverse applications, supporting many scientific and business endeavours. Although
users understand fundamental resource job requirements such as amounts of CPUs and
memory, internal infrastructural utilization data and system dynamics are often visible
only to cluster operators. In addition to that, due to increased complexity, heuristically
tweaking a batch system is even today a very challenging task. When combined with
applications profiling, infrastructure data enables improvements to job scheduling,
and also better support for Quality-of-Service (QoS) metrics such as queue waiting
times and total execution times. Targeting improvements in utilization and throughput,
this paper evaluates and proposes a novel reinforcement learning co-scheduling algorithm that combines capacity utilization with application performance profiling. We
first profile a running application by assessing its resource utilization and progress by
means of a forest of decision trees, enabling our algorithm to understand the application’s resource capacity usage. We then use this information to estimate how much
capacity from the current allocation can be used for co-scheduling additional applications. Our algorithm learns from incorrect actions and evaluates when co-scheduling
decisions results in QoS degradation, such as application slowness. Our co-scheduling
architecture uses handful metrics to help minimizing performance degradation, enabling improvements on utilization of up to 25% even when the cluster is experiencing
high demands, with 10% average queue makespan reductions when experiencing low
loads.
Key words: Datacenters, scheduling, high performance computing, reinforcement
learning
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1

Introduction

Today’s dynamic application characteristics demand processing power and capabilities not well supported by large High Performance Computing (HPC) infrastructures.
Some of these demands are barely satisfied by HPC, with long queue waiting times
reported, and societal concerns on energy efficiency [Ste+20]. Similarly to rigid jobs,
scientific workflows are characterized by handling large amounts of data, highly dynamic and adaptable to resource changes, system faults, and also allow approximate
solutions to their problems [Pra+15; Reu+18]. However, the common HPC policy is
space sharing, which by itself does not suffice for today’s demands, mostly because
they will soon outpace datacenter supply budgets, specially for upcoming exascale
applications in the pipeline [Ste+20]. These illustrates the need for new developments
in the intelligence and heuristics coded in HPC resource management. As such, new
adaptive solutions that integrate learning strategies into applications’ workflow are
needed for accommodating extreme workload demands expected in the future.
On another spectrum, cloud computing datacenters favors response time over throughput, deeply contrasting with HPC, which uses a queued batch system environment and prioritizes throughput or total computation accomplished over-time, ignoring latency entirely. On the one hand, cloud resource managers such as Borg [Bur+16]
and Mesos [Hin+11] assume adaptive workloads with changes in resource usage overtime, and where managed workflows can scale up, down, or be migrated dynamically
as needed. Their main target is to reduce fragmentation and enable low latency task
scheduling (e.g. first-come-first-served), while improving datacenter capacity utilization. On the other hand, HPC resource managers such as Slurm [JYG] assume
rigid workloads with constant resource demands, limited running times and number
of resources throughout workflows lifespan. Such workloads must acquire resources
before jobs can start execution, and main resource manager targets are predictable
scheduling for parallel allocations (e.g. gang scheduling), at the cost of potential
higher fragmentation and scalability issues.
However, the ever increasing scale, size, and processing capacities of modern
multi-core and heterogeneous servers composing most of upcoming pre-exascale systems open new opportunities for resource management. With increase concerns in
datacenter density, idle capacity should be utilized as much as possible, although low
effective utilization of compute resources is a major drawback of many modern datacenters [Yan+13]. In order to guarantee Quality-of-Services (QoS) and other requirements on the Service Level Objectives (SLOs) offered users, datacenter operators
implement a worst-case view in resource allocation [Yan+13], specially aggravated
in HPC operations. HPC users expect certain capacity guarantees while developing
and testing scientific workflows, though total execution times commonly are overestimated, hurting datacenter efficiency. Guaranteeing runtime SLOs can be achieved
through more efficient job allocation.
In this paper, we propose an algorithm with strong theoretical guarantees for coscheduling batch jobs and resource sharing. Considering the problem of a HPC datacenter where jobs needs to be scheduled in order to optimise utilisation, we develop a
Reinforcement Learning (RL) algorithm to model a co-scheduling policy, sufficiently
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assertive to minimize idle capacity processing, while observing jobs’ constraints such
as total runtimes. The potential benefit of more assertive schemes is huge as current
practice often leaves computational units in this setting idling for about 40% [Tir+20;
Rei+12]. Our work maps this problem to a stateful reinforcement-learning problem
resulting in a novel co-scheduling architecture, while matching the theoretical optimal
guarantees with a practical algorithm that improves cluster utilization by up to 25%,
with 10% reductions in queue makespan.
The rest of this paper is organized as follows. Section 2 describes the overall HPC
and RL contexts, and illustrates some challenges. Section 3 describes our proposed
architecture, whereas its evaluation follows in Section 4, with discussions in Section 5.
Related work comes in Section 6, and conclusions and future work in Section 7.

2

Background and Challenges

Cloud datacenters are designed to respond in real time to users scattered around the
world and using cell phones, tablets, or PCs. Low latency response is a much different
environment than batch processing. HPC environments are managed by centralized
batch systems [Reu+18; JYG], and commonly require users to describe jobs by the
total run time and amount of resources such as number of CPUs, memory, and accelerators such as GPUs [FTK14]. As depicted in Figure 1, there is a resource reservation
model where jobs arrive and wait to be scheduled in a queue until enough resources
to match jobs’ needs are available for use. The emphasis is on keeping CPU cores
allocated, and on total throughput, with little attention to how long any particular job
takes or how long one specific job may be delayed while other jobs finish first. In such
environments, it can be useful to buffer up work and then schedule many jobs together
at once, such as done in gang scheduling.
However, this model assumes the full capacity of allocated compute resources are
used, which is rarely the case [Tir+20], specially at early stages of development. A
way to maximize capacity is through consolidation, where jobs requiring complementary resources share the same (or parts of) physical servers. In HPC, consolidation
happens mostly at the shared file systems and sometimes also at the network level.
Resource managers such as Slurm allow nodes to be shared among multiple jobs, but
do not dynamically adjust the preemption time slices. Consolidation is usually disabled due to the Service Level Objectives (SLOs) and user expectations on exclusive
access to all allocated resources. Another level of complexity when scheduling regards
heterogeneous requests, where multiple types of resources are allocated to a job, e.g.
CPUs + GPUs. Although allocating heterogeneous resources is common in HPC, in
here we focus on homogeneous allocations.

2.1 Resource Management with Reinforcement Learning
Reinforcement learning is defined as a problem with states, actions, and rewards, with
state transitions that are affected by the current measured state, chosen actions, and
environment’s rewards. These are embedded in RL’s definition, which is formulated
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Figure 1: A normal architecture for a batch system such as Slurm. Green job (upsidedown triangle) waits for resources even though some of them are not being utilized.
as a Markov Decision Process [Mon82]. Generally there are no stateless variants,
but some related stateless problems such as bandit optimization. In resource management terms, we basically have a set of resources onto which jobs needs to be assigned
according to an object function. This function can be any anything that can be optimized, such as an strategy to minimize the expected queue waiting time for a given
job geometry (i.e. number of resources and total runtime). The scheduler’s (learner’s)
task is to model the behavior of each available resource and/or application by interacting (exploring) with a system and observing its reactions. This interaction could
mean, for instance, to collocating two jobs in the same server. After execution ends,
the scheduler observes how long it takes to both of them to finish execution, and then
calculates a reward (or alternatively, loss) to that interaction (action). The reward
function describes how the agent (i.e. scheduler) ”ought” to behave, with a ”normative” evaluation of what an agent has to accomplish. There are no strong restrictions,
but if the reward function describes well an observed behavior, the agent learns more
optimally. This process can go for n jobs in a pool of resources being managed by a
specific queue with a set of constraints, such as deadlines. Once enough learning has
been collected, the learner starts exploiting the system in order to make better choices
(future interactions), such as better co-placements to achieve higher rewards (or lower
losses). In RL, the problem of balancing accuracy with discovery is known as the
exploration-exploitation trade off [Thr92].
Finally, there are usually two scenarios: (i) Stochastic, and (ii) Adversarial. An instance of a stochastic setting (focus of this paper) happens when the scheduler places
two jobs in a same server for a couple of times in the same configuration for all repetitions. There is a high probability that observations will be similar. This does not
happen in an adversarial setting, where in each repetition is different, as jobs would
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(hypothetically) compete for resources by learning the behavior of other jobs in order
to adapt against it. The task of the scheduler then is to learn this malicious adversarial
behavior to minimize losses to both jobs simultaneously.

2.2 Challenges
Default HPC resource managers such as Slurm do not profile jobs, nor take jobspecifics into its scheduling decisions. Multiple extensions have been proposed. Some
suggest the use of more flexible policies [Zha+19], commonly motivated by future exascale applications expected to be highly dynamic [Rod+17], where systems need
to handle the amount of orchestration needed due to thousands of processes being
spawned at runtime [Cas+18]. Jobs come with several constraints as they are tightly
coupled in nature, requiring periodical message passing, synchronization barriers, and
checkpointing for fault-tolerance [Gai+19]. These characteristics and observations
such as idleness in the utilization of resources create a margin to improve resource
efficiency by learning algorithms, which can allocate spare resources – ineffectively
used otherwise – to other applications with similar dynamic characteristics, such as
scientific workflows.
Different extensions to the main scheduling scheme are of direct relevance in practical scenarios. Server capacity (a resource) can be viewed as single dimensional, but
in practice it is usually defined as a multivariate function depending on CPU, memory, network, I/O (Input/Output) utilization. All of these have capacity fluctuations
over time, as they may similarly be shared among other datacenter users. As such,
a practical and natural extension to this problem is to generalize its formulation to
multi-dimensional cases since one-dimensional packing algorithms can be extended
to multiple dimensions by vector packing methods [LTC14]. Additionally, placing
one or more jobs together affect their performance as a whole [JR17]. That means
that the actual utilization of capacity of a job depends on the collocated jobs. For example, cache misses (and the consequent I/O operations) might depend on all active
jobs.

2.3

The Adaptive Scheduling Architecture

Before digging into our co-scheduler architecture, it is useful to explain its predecessor
algorithm, ASA: The Adaptive Scheduling Algorithm [Sou+20]. ASA is a scheduling
strategy to reduce perceived waiting times as well as to optimize workflows resource
usage. In addition to that, ASA is an architecture that can be used to allocate and
control resources to workflows, vertically and horizontally adjusting it at runtime.
It uses Mesos [Hin+11] to encapsulate stage tasks into cgroup [Men07] containers,
therefore enabling a fine-grain control of assigned resources through the operating
system (OS). Within ASA, there is a unified view layer that bridges the management
of the resources made available in the cluster, or through low level resource manager
layers such as Slurm. Essentially, the application only sees a global pool of resources,
which can be used freely according to application needs. ASA handles scheduling,
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fault tolerance, resource isolation and control (among collocated tasks), elasticity, and
other user defined policies.
Moreover, as an algorithm, ASA models the likelihood of a set of actions, each
representing possible environmental outcomes. Assume there are m potentially good
actions {a}, as for example, m different time estimations for possible waiting time in
a Slurm priority queue1 , say m = 4. ASA tries then to learn which of the actions in an
arbitrary four dimensional vector – e.g. (1s, 10s, 100s, 1000s) – works best as a waiting
time estimate for a given job geometry request (i.e. user request for total number
of cores and estimated runtime for its job allocation). Rather than focusing on one
specific time such as averaging each observed queue waiting time, ASA distributes the
alternatives following a probability vector. When a particular alternative action works
well, ASA makes this probability pt to tend to such alternative in the vector. Generally,
ASA aims to achieve an acceptable mixture on accuracy and exploration, because it
needs to detect changes in the queue workload and embed them in its estimations.
ASA is a good choice when considering a setting where a sequence of jobs is submitted in a way to simultaneously maximize overall throughput and minimize overall
resource usage [Sou+20]. These jobs are represented as stages of a scientific workflow, where a stage (job) can only start execution once an earlier (associated) stage
is finished. Specifically, resources for upcoming stages are allocated so that a previous required stage finishes execution as close as possible to the time resources for an
upcoming stage get allocated.

3

A Co-Scheduler Algorithm and Architecture

In this section we introduce a new HPC co-scheduler, and since it has an important
extension in comparison to ASA, in here we are calling it ASAX . ASAX ’s main difference to ASA concerns its inability to handle states, a crucial aspect needed to enable
the use of dynamic scheduling strategies and an intelligent exploitation of the space
between user requirements and the compute power available in clusters. For example,
a tradeoff can be allowing two or more jobs to simultaneously run in a server (i.e.
time-sharing) and then evaluating this in relation to running the jobs in isolation (i.e.
space-sharing). These tradeoffs have to be monitored and controlled in a way that
mitigate the impacts on current cluster policy. In here, the policy we compare with
are time-sharing, and space-sharing, where resources are not time-shared between
two jobs. As mentioned in the previous section, space-sharing guarantees predictable
performance levels. Hence, a scheduler which learns over time has to minimize the
accumulated losses incurred from the use of alternative policies. Main ASAX end
goals are higher throughput and utilization, with performance degradation controls, in
here measured by time to complete and job slowdowns.
1 A priority queue differs from a classical queue in that jobs are primarily served based on priority, and
secondarily on order of arrival. In Slurm this concept is termed as partition.

166

3.1 Algorithm
In here, we extend ASA to situations where each case has an associated state x ∈ Rd .
That is, at any time t a scheduling decision has to be made, one action a (out of m) is
taken with the system in state x. Action a taken while in state x incurs a loss `(a, x).
The overall idea is represented in Algorithm 1, where we have a double loop: the
inner loop (starting in line 3) iterates over job cases until the collected loss exceeds
a threshold. The outer loop (starting in line 1) initiates and updates the parameters
for each scheduling decision that can be made, as for instance from the job stream.
Now, instead of having the vector p ∈ Rm as in ASA, let p : Rd → Rm be a function
of states x ∈ Rd , and learning then means approximating this mathematical functional
relationship. The central quantity is however the risk, defined here as a vector in Rn
where
ri = `(a)pi (a)
(1)
We maintain at each scheduling iteration t a vector rt of the total risk accumulated in
that round. At each time t that a scheduling decision has to be taken, we let rt,i denote
the accumulated risk of the ith expert. We then describe a strategy that performs
almost as well as
t

min ∑
∗

ns

∑ p∗ (xs j )` (as j ) .

(2)

s=1 j=1

Note the strategy minimising rt corresponds to the maximum likelihood estimate,
meaning we want to follow the expert that assigns the most probability to an action with the lowest loss. However, there may be cases where a scheduling decision
goes wrong, therefore we set a threshold rt to bound the accumulated risk for all bad
scheduling decisions. Finally, we prove that the excess risk Et after t scheduling decisions is bound, meaning the algorithm converges to an optimal point in a finite time
after few iterations (See Appendix).

3.2

Experts

There can be an arbitrary number of experts, and each can be described by anything
which can be easily evaluated (computed), from functions to decision trees (forming
a forest). However, the combination of all experts needs to approximate the current
state of the environment as precisely as possible. To define and compute experts,
in this paper we use metrics such as CPU (CPU%) and memory utilization (Mem%),
workflow stage type (i.e. sequential, where only one core from the allocation is
used, or parallel, where all cores are used), time interval since the job started
execution (e.g. 25%, 50%, 75%). In addition to these metrics, we also define Hp(t),
a happiness metric at time t for a given job as
H p(t) =

|tDeadline − t| ∗ #RemainingTasks
.
#Tasks/s

(3)

Devised from a similar concept found in [Lak+15], the happiness metric relates the
remaining time to job completion (also called deadline) with its remaining amount of
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Algorithm 1 ASAx
Require: Initialise α0i = n1 for all i = 1, . . . , n.
1: for t = 1, 2, . . . do
2:
Initialise the total risk rti = 0 for all i = 1, . . . , n (all experts).
3:
while maxi rt,i ≤ 1.0 do
4:
Measure the state x for this case.
5:
Compute all n experts pi (x), each one providing a vector in Rm .
6:
Form the mixture p = ∑ni=1 αt−1,i pi (x) ∈ Rm .
7:
Choose action a according to vector p.
8:
Score its loss `(a) for the case.
9:
Update as rti ← rti + pi (a)` (a) for all i = 1, . . . , n.
10:
end while
11:
Update as
1
αt,i = αt−1,i exp (−γt rti )
Nt
for all i = 1, . . . , n. Here Nt is a normalising factor so that ∑ni=1 αt,i = 1.
12: end for
work to complete execution and throughput. It enables a way to assess the resource
capacity sensitivity for a running application. As defined in Equation 3, the happiness
metric is useful in particular when the exploration process is happening in Algorithm
1. Given the remaining time (tDeadline ) and performance (#Tasks/s, or throughput),
if Hp(t) is near, or greater than 1.0, then it can be inferred that the job is likely to
complete execution successfully; else (if Hp(t) < 1.0), the job is likely to fail.
Finally, it is reasonable to let states be represented by decision trees (DT) for each
of the above metrics (CPU%, Mem%, type, and interval), all combined with the
happiness metric. This is represented and structured in Figure 2. For instance, a
DT can evaluate if CPU% is high (e.g. > 0.75), and then checking if Hp(t) is near
1.0, in which case one could expect high performance degradation due to job collocation. Conversely in the same DT, when CPU% is low, and Hp(t) is greater than
1.1, then the performance degradation is likely to be small. Rather than describing
these relations explicitly, we work with a mixture of different decision trees (line 5
in Algorithm 1). Hence, pi, j (x) represents how likely an action a j should be taken
given the evaluated state xt , according to the i-th expert in DTi. For instance, if there
are four actions representing the performance degradation likelihood in Hp(t) (i.e.
P(H p(t) ≤ 1.0)), the DT1 may evaluate how a state xt is mapped into a distribution
of performance degradation pi, j (x) for the situation CPU% > 0.75, and Hp(t) ˜
=
1.0, which could return p1 (x) = (0.6, 0.3, 0.05, 0.05), meaning action a0 is likely the
decision to be taken. Another DT2 could evaluate something else related to memory, or to how a given special resource behaves, etc, returning a different pi, j (x) and
impacting the final p accordingly (line 6 in Algorithm 1).
The loss can then be taken proportionally to the actual runtime a workflow takes
to complete execution. For example, if a user requests a walltime of 100s, and the
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Figure 2: Decision tree (DT) structure used to evaluate a state expert. An action
strategy is devised by combining four different distributions pi , one among nine
(pi1 , ..., pi9 ) for each DT ’Metric’: CPU%, Mem%, type, and interval.
workflow finishes in 140s, the loss would be proportional to 140-100s. On the other
hand, if finishes in 70s, then the loss is proportional to 100-70s. In here actions
(a1 , a2 , . . . , am ) now correspond to a discretisation of resource allocation rather than
to waiting times as in ASA, and they can be in terms of CPU% allocations, in 10%
intervals, i.e. 0, 10, . . . , 90%. This means fractions of an ongoing allocation are reallocated to other jobs, and ASAX then learns the distribution p over those m actions
a through co-scheduling decisions and their collected rewards.

3.3 ASAX : A co-Scheduler Architecture
By leveraging on experts information (see previous subsection), where actions and the
risk history are logged (see line 9 in Algorithm 1), we can combine such capabilities in
a per-job basis to develop an architecture for a co-scheduler aimed at improving datacenter utilization and throughput. This is represented in Figure 3, contrasting with
the architecture presented in Figure 1 mainly by how the cluster policy is assessed and
by how past actions are recorded to improve future ones. Note the cluster ’Policy’
is now analytically described by means of experts, evaluated through decision trees
as explained in the previous subsection. Another difference regards the addition of a
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Figure 3: ASAX Architecture, where rewards are collected after scheduling actions
enabling a fine grain control of the cluster Policy, described analytically by the experts.
Note now the green job (upside down triangle) runs.
feedback loop, where rewards are registered for each scheduling action, therefore enabling a job-aware scheduler. This feedback-loop mechanism tracks mistakes, hence
it also minimizes bad scheduling decisions overtime on a per-job basis. ASAX thus
finds out which expert is the best one to maximize the reward for a given scheduling
action.
In HPC, resource reservation is a basic need for rigid jobs which can only start
execution once their resource needs are fulfilled (see Section 2), or gang scheduled
[Fei96]. Although Mesos supports resource negotiation, it does not support gang
scheduling, nor reservation based scheduling2 . Therefore, ASAX also works as a
framework to negotiate resource offers coming from Mesos in a way that satisfies
jobs needs. ASAX basically withholds Mesos offers until enough resources fulfill job
requirements, which is a version of the First fit capacity based algorithm [Fei96]. Although many different aspects also influence parallel job scheduling in general, such
as data movement and locality, the present work does not (explicitly) tackle these. Our
focus is on improving cluster throughput and utilization, which have direct impacts on
reducing queue waiting times.

4

Evaluation

In this section we evaluate ASAX with respect to workloads total makespan, cluster
resource usage, and workflows total runtime. We compare ASAX against a default
2 Not

to confuse with Mesos role-based reservation, which exclusively allocates resources to some jobs
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setting of Slurm, and a static setting of ASA.

4.1 Metrics
The total runtime is measured by summing up the execution time of each stage in a
workflow job. Another important metric is the response time, which is defined as the
time elapsed between the submission (time when the job is ready to execute) to the
time when the job finishes its execution. A related metric is the waiting time, which
is the time a job waits in the queue before starting execution. Other metrics relates to
CPU and memory utilization as measured by the Linux kernel, and not by scheduler
allocation. These two last metrics are widely used as indicators for describing the
general behavior of how resources are actually utilized by applications. They also
indicate and help understanding if a workload mostly uses CPU or memory, and enable
finer grained schedulers such as ASAX to model applications more precisely.

4.2 Computing System
The experimental evaluation runs over a NumaScale system [Rus13] comprising 6
nodes with two 24-cores AMD Opteron Processors 6380, with 185 GB memory each.
The NumaConnect forms a single system with a total of 288 cores and 1.11TB of
memory equipped with an on-chip, distributed switch fabric 2D Torus network, supporting sub microsecond latency between nodes. The NumaScale storage uses a XFS
file system, providing 512GB of storage. The system runs a CentOS7 (Kernel 4.18),
with Slurm 18.08 with its default backfill scheduling plugin loaded.

4.3 Applications
Four different scientific workflows were selected for comparing ASAX to default
Slurm and static ASA scheduling strategies, as explained earlier in this section: (i)
Montage, (ii) BLAST, (iii) Statistics, and (iv) Synthetic.
Montage [Ber+04] is a I/O intensive application that constructs the mosaic of a sky
survey. The workflow has nine stages, grouped into two parallel (first two, and fifth)
and two sequential (third and fourth, and last three) stages. All runs of Montage construct an image survey from the 2mass Atlas images.
BLAST [Alt+97] is a compute intensive applications comparing DNA strips against
a large database ( > 6 GB). It maps an input file into many smaller files and then
reduces the tasks to compare the input against the large sequence database. BLAST is
composed of two main stages: one parallel and one sequential.
Statistics is an I/O and network intensive application which calculates various statistical metrics from a dataset with measurements of electric power consumption in a
household with an one-minute sampling rate over a period of almost 4 years [KJ11].
The statistics workflow is composed mainly of a two sequential and two parallel
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stages, intertwined, spending most processing time exchanging messages among parallel tasks.
Synthetic is a two stage workflow composed of a basic sequential and a parallel stages.
Synthetic is simultaneously data and compute intensive workload. The data intensive
part consists of filling up the memory with over one billion floating points, prior to
a compute intensive part which calculates the values of these floating points sum and
multiplication. The first and second stages differs only on how they use resources,
sequentially and in parallel, respectively.

4.4

Workloads

In order to demonstrate and compare ASAX ’s co-scheduling and adaptability features,
we run it against a static configuration of ASA and a default space-sharing Slurm configuration and backfilling enabled. We run the same set of workflows three times in
three different cluster sizes: 64, 128, and 256 cores. The workflows have different job
geometry scaling requests ranging from 8 cores to up to 64 cores, consistently to the
minimum cluster size (i.e. 64 cores), totalling 512 cores and 45 job submissions for
each cluster size. The workload is statically set in the three cluster sizes to demonstrate how the different scheduling strategies work when faced with high (8x), medium
(4x), and low (2x) cluster loads respectively. When comparing ASA static and ASAX
against Slurm, neither of them can access more (and same) cores than the scaling factor set at the start of experiments. Besides that, Slurm statically allocates resources for
the full job duration, regardless if some stages in a workflow require less resources to
be processed. Moreover, when scheduling jobs with ASA it is allowed a maximum of
two jobs to share a server, and the time-sharing CPU capacity is set at 50% for each
application. Likewise, the same happens when scheduling through ASAX , though the
time-sharing CPU capacity is dynamically changed once rewards are collected. Due
to increased analysis complexity, an allocation offered to a co-schedule job cannot be
created with resources from multiple ongoing allocations, for both ASA and ASAX .
Finally, as mentioned in the previous section, the loss function in place to optimize coscheduling decisions is calculated proportionally to the user requested walltime and to
the actual workflow runtime.

4.5 Results
Figures 4(a) and 4(b), and Table 1 and 2 summarize all experimental evaluation.
4.5.1

Makespan and Runtimes

Figures 4(a) and 4(b) show respectively queue workload makespans and workflow
runtimes, both in hours. It is possible to see that the total makespan reduces as the
cluster size is increased. As expected, Slurm experiments are very contained (small
standard deviations) because it uses the space-sharing policy and isolates jobs with
exclusive resources throughout their lifespan. ASA, on the other hand, takes longer to
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Figure 4: Slurm, ASA, and ASAX Results - Total (a) Queue makespan and (b) runtime
for different cluster sizes (64, 128, and 256 cores) and scheduling strategies (Slurm,
ASA, and ASAX ).
complete the workload, because it does not do anything to understand resource usage
by applications. As ASA basically takes deterministic decisions about scheduling
decisions (i.e. allocate half capacity to each collocated application), its results are
contained as well. ASAX however, reduces the overall workload makespan by up
to 12% (64 cores) because it learns overtime which jobs fit well together. Due to the
same reason, its scheduling decisions go wrong in the beginning, explaining the higher
standard deviations shown in Figure 4(a).
In conjunction with Table 1, Figure 4(b) shows the average runtimes for each
workflow, with their respective standard deviations. Notably, the high standard deviations illustrate the scalability of each workflow, i.e. the higher standard deviation,
the more scalable the workflow is (given the same input, as it is the case in the experiments). BLAST and Synthetic are two very scalable, CPU intensive workloads, which
do not depend on I/O and network as Montage and Statistics do. ASA scheduling strategy has the highest standard deviations overall because its workload experiences more
performance degradation when compared to both Slurm and ASAX , and this is due to
its static capacity allocation.
Table 1 also shows the normalized results for each strategy, besides resource consumption (CPU and Memory Utilization (%)). It can be seen that ASAX is near Slurm
in average total runtimes, with overall 10% increase, and as low as 3% for Montage.
A notable achievement for both ASA and ASAX relates to CPU utilization. Because
on both strategies only a specific fraction of resources are actually allocated, the utilization ratio increases considerably. For instance, when a job requests 1 CPU, ASA
allocates 50% of one CPU to the job. The other 50% is allocated to another job.
For non CPU intensive workloads (Montage and Statistics), this strategy results in
higher utilization ratios because such workloads fare less than the upper bound capacity, which is notable when comparing to Slurm submissions. For CPU intensive
workloads such as BLAST, this strategy hurts performance, slowing down the workflow total runtime execution, and this can be seen in ASA results. However, as ASAX
learns overtime that co-scheduling jobs with both BLAST and Synthetic results in low
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Table 1: Workflows summary for Slurm, ASA, and ASAX in three different cluster
sizes. CPU Util. and Mem Util. represent resource utilization (%) proportionally
to total allocated capacity. Normalized averages are shown below results for each
workflow.
Acronyms: WF (Workflow), Stats (Statistics), and Synth. (Synthetic).
ASA

ASAX

WF

Size

Runtime
(h)

CPU
Util.
(%)

Montage

Slurm

64
128
256

0.35 ±4%
0.32 ±4%
0.29 ±4%

45 ±5
33 ±5
21 ±5

10 ±5
7 ±3
5 ±3

0.38 ±7%
0.35 ±6%
0.32 ±6%

94 ±5
73 ±5
55 ±5

10 ±5
7 ±3
5 ±3

0.35 ±5
0.33 ±5
0.30 ±4%

95 ±4
75 ±5
51 ±5

10 ±4
7 ±3
5 ±3

-

-

-

+10%

+230%

0%

+3%

+227%

0%

0.71 ±21%
0.72 ±22%
0.70 ±21%

96 ±4
95 ±3
91 ±3

44 ±5
45 ±5
42 ±6

0.82 +30%
0.79 ±29%
0.80 ±29%

99 ±1
99 ±1
99 ±1

44 ±5
44 ±5
43 ±6

0.75 ±25%
0.73 ±24%
0.76 ±25%

99 ±1
99 ±1
99 ±1

44 ±5
44 ±5
43 ±6

-

-

-

+19%

+5%

0%

+9%

+5%

0%

0.69 ±10%
0.70 ±10%
0.72 ±10%

26 ±2
16 ±2
10 ±2

5 ±1
1 ±1
1 ±1

0.77 ±30%
0.76 ±11%
0.76 ±11%

51 ±3
36 ±6
26 ±2

6 ±1
2 ±1
1 ±1

0.73 ±11%
0.72 ±11%
0.73 ±11%

61 ±4
43 ±7
86 ±6

5 ±1
1 ±1
1 ±1

-

-

-

+10%

+36%

0%

+5%

50%

+1%

0.49 ±15%
0.50 ±15%
0.48 ±14%

99 ±1
99 ±1
99 ±1

95 ±3
93 ±4
92 ±2

0.57 ±21%
0.57 ±21%
0.53 ±19%

99 ±1
99 ±1
99 ±1

95 ±1
93 ±3
91 ±2

0.56 ±18%
0.55 ±18%
0.52 ±17%

99 ±1
99 ±1
99 ±1

95 ±1
93 ±4
93 ±1

-

-

-

+18%

0%

0%

+13%

0%

+1%

BLAST

Normalized
Average
64
128
256

Stats

Normalized
Average
64
128
256

Synth.

Normalized
Average
64
128
256

Normalized
Average

Mem
Util.
(%)

Runtime
(h)

CPU
Util.
(%)

Mem
Util.
(%)

Runtime
(h)

CPU
Util.
(%)

Mem
Util.
(%)

rewards, its scheduling decisions become more biased towards allocations running the
Montage and Statistics workflows. It is indeed notable the increase in CPU utilization
for the Statistics workflow, as it is a non CPU intensive workload.
A final note should be made about the memory utilization. Since we are running
these experiments in a NumaScale system, the whole memory (1.1 TB) is available
to the jobs. The only workload capable of utilizing most of the memory available in
the system is the Synthetic workflow. This property specifically made ASAX avoid
co-placing jobs with the Synthetic job, as memory is one of the key metrics set in our
decision tree expert evaluations (see previous section).

4.5.2

Aggregated Queue and Cluster Metrics

Although total runtime results are important from a user point of view, other aggregated cluster metrics such as queue waiting time are also important. This is summarized in Table 2, which shows average waiting times (h), cluster CPU utilization (%),
and response times (h). The key point in Table 2 related to queue waiting time, which
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Cluster
Size

Cluster
Load

Waiting
Time (h)

CPU
Util. (%)

Response
Time (h)

Slurm

64
128
256

8x
4x
2x

3.5±1%
1.5±1%
0.5±1%

53±5
45±5
32±6

4.4±1%
2.4±1%
1.4±1%

ASA

64
128
256

8x
4x
2x

1.7±1%
0.8±1%
0.3±1%

90±5
92±3
89±5

2.8±1%
1.5±1%
0.6±1%

ASAX

Table 2: Slurm, ASA, and ASAX - Average results for three strategies in each cluster
size.

64
128
256

8x
4x
2x

1.8±5%
1.0±8%
0.3±7%

82±7
84±5
83±4

2.2±3%
1.2±2%
0.4±2%

is reduced by as much as 50% in both ASA and ASAX . Different from ASA, ASAX
has a reduced response time, showing it takes better co-scheduling decisions than
Slurm and ASA simultaneously. Additionally, in order to improve job response times,
ASAX reduces cluster (CPU) utilization, and also improves queue waiting times considerably, even when the cluster load is low (2x). On the other hand, Slurm decreases
utilization as the load decreases, and is neither able to improve response time.

5

Discussion

The evaluation presents how ASAX combines application profiling with an assertive
learning algorithm in order to simultaneously improve resource usage and cluster throughput, with direct impacts on the workload makespan. By combining an intuitive
yet powerful abstraction through its decision tree experts, together with an agnostic
(happiness) metric describing application performance, ASAX works very efficiently
to co-schedule jobs while improving cluster throughput. The overall performance
degradation experienced by ASAX (10% average runtime slowdown) is negligible
when compared to its benefits, specially when it is often reported that users overestimate walltime requests. When compared to default Slurm, the common system used
in HPC, ASAX achieves reduced average job response times of up to 10%, which can
enable some users to achieve faster time to results in their projects. Similar results
apply even when the cluster is faced with low loads, where the co-schedule actions
save cluster resources that can be used to serve other incoming jobs.
It is important to note that current HPC scheduling strategies, specially the ones
using backfilling, aim to maximize resource allocation at a coarse granularity level.
It is generally assumed this is good policy, as it guarantees high allocation ratios
without interfering in users’ workflow and job performance predictability. However,
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such strategies do not take advantage of current dynamic workflows, which are highly
adaptable to changes in resources, faults, and even on input accuracy. Nor it takes
advantage of many Linux capabilities providing userspace and fine-grained control of
process scheduling [Men07]. Even rigid and classical jobs may suffer from traditional
space-share policies, because the reservation based model common in HPC does not
take into consideration how resource capacity is consumed at runtime. This is due
to the way the community evolved overtime and its relation with the CPU scarcity
and the performance and consistency of applications. By precisely taking advantage
of such workflow properties, and by using well established schedule controllers such
as cgroups, ASAX is able to improve the cluster utilization without hurting jobs performance. This can be a useful feature in NumaScale clusters, where vertical ”true”
scaling is the target, enabling applications to scale up without modifications. In these
scenarios though, resource management is key, because the default Linux Completely
Fair Scheduler (CFS) does not understand fine-grained job requirements, such as walltimes and data locality.
Finally, the proposed happiness metric (Eq. 3) can enable ASAX to use it at runtime to mitigate and control the possible performance degradation due to bad placement decisions. It is important to note though, that the happiness metric assumes all
tasks in the job are sufficiently homogeneous. This means that each task takes approximately the same amount of time to complete execution, which is the common case in
most stages of a scientific workflow. As such, monitoring H p(t) before and after the
co-placement of a job can also be useful to understand if such a decision actually will
succeed. However, this is outside the scope of this paper and is planned as an natural
extension to our co-scheduling algorithm as such feature can enable it to foresee the
performance degradation on running applications. This can ultimately enable ASAX
to optimize its co-schedule actions already before collocation, respecting jobs even
more efficiently. Another related path towards extensions is to generalize the ASAX
allocation capacity to accommodate more than two jobs simultaneously as long as
they degrade each one’s performance minimally.

6

Related Work

Batch schedulers such as Slurm [JYG] and Torque [Sta06] are the main resource managers in HPC datacenters. Most of them use resource reservation with backfilling
strategies, and rely on users to provide application resource and walltime needs. Additionally, the granularity of resource allocation to jobs is set at the level of a full
compute server. This entails that jobs fully utilize the allocated capacity constantly
throughout their lifespan. However, more often than not, jobs utilize less than this
upper capacity [Tir+20]. Some proposals have been vowing to extend this traditional
model, with impacts to be studied [Ahn+14] in more depth. Public cloud datacenters,
on the other hand, offer alternatives for running HPC workloads, such as Kubernetes
[Bur+16], and Mesos [Hin+11]. Their internal policy assume low latency scheduling,
offering fairness and resource negotiation. However, these systems lag on capabilities such as resource reservation, and still assume applications fully utilize allocated
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resources [Tir+20].
On another spectrum, stochastic schedulers have been proposed as solutions to
overcome the highly overestimated user provided resource needs [Gai+19]. ASAX
can be used as an extension to such schedulers, because it offers a new scheduling
abstraction through its experts, which can model stochastic applications well. Similarly to ASAX , Deep RL schedulers have been proposed [Zha+19; LSL20; Mao+19],
though they focus either on dynamic applications, or on rigid-jobs. As noted, a mix of
a diverse set of applications are flooding new HPC infrastructure realizations. Some
Machine Learning (ML) models have been proposed [CD17] that take advantage of
the large dataset already available in current datacenters. Differently from ML, RL
methods such as the one used in ASAX and in [Zha+19] do not need any previous
data to be fed into its logic to optimize scheduling. As mentioned in the previous
sections, ASAX is a stateful extension of authors’ previous work [Sou+20], where the
main difference is that ASAX now supports past actions to be taken into consideration
by taking a full scope of a RL approach. Finally, in regards to policy optimization,
[Zha+19] selects among several of them to adapt the scheduling decisions. It is a similar approach to ours, although it does not consider co-scheduling for achieving queue
waiting time minimization together with improved cluster utilization.

7

Conclusion

Since mainframes, batch scheduling has been an area of research, and even more since
time-sharing schedulers were first proposed. However, HPC systems today face a very
diverse set of workloads with very dynamic requirements, such as low latency and
streaming workflows coming from AI applications. These workflows are characterized by supporting many different features, such as system faults, approximate output,
and resource adaptability. Additionally, current HPC workloads do not fully utilize
the capacity provided by these high end infrastructures, impacting datacenter operational costs, besides hurting user experience due do long waiting times. In this paper,
we proposed a HPC co-scheduler by using a novel, convergence proven, reinforcement learning algorithm. By analytically describing a co-scheduler policy through
decision trees, ASAX is able to optimize job collocation by profiling applications so
to understand how much of an ongoing allocation can be safely reallocated to other
jobs. By conducting real cluster experiments, we show that ASAX is able to improve
cluster utilization by as much as 30%, while also reducing queue waiting times, and
hence improving overall datacenter throughput. Together with the architecture, our algorithm forms the base of an application-aware co-scheduler for improved datacenter
utilization with minimal performance degradation.
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Appendix A

Convergence of ASAX

The excess risk is defined here as
Et =

ns

t

!

n

∑ ∑ ∑ αs−1,i pi (xs j )` (as j )

s=1 j=1

i=1

(4)

ns

t

∑ p∗ (xs j )` (as j ) ,

min ∑
∗

−

s=1 j=1

where xs j denotes the states of the jth case in the sth round, and where as j is the action
taken at this case.
The excess risk of this algorithm is then bound as follows.
Theorem 1 Let {γt > 0}t be a non-increasing sequence. The excess risk Et after t
rounds is then bound by
!
1 t 2
−1
ln n + ∑ γs .
(5)
Et ≤ γt
2 s=1
Proof: Let at j denote the action taken in round t at the jth case, and let nt denote
the number of cases in round t. Similarly, let xt j denote the state for this case, and
let pi (xt j ) denote the distribution over the a actions as proposed by the ith expert. Let
`t j (a) denote the (not necessarily observed) loss of action a as achieved on the t jth
case.
Define the variable Zt as
!
n

t

ns

i=1

s=1

j=1

Zt = ∑ exp − ∑ γs ∑ pi (xs j )`s j (as j ) .

Then

t

(6)

Zs

∑ ln Zs−1 = ln Zt − ln Z0 .

(7)

s=1

Moreover
n

t

ns

i=1

s=1

j=1

!

ln Zt = ln ∑ exp − ∑ γs ∑ pi (xs j )`s j (as j )
t

ns

s=1

j=1

≥

(8)

− ∑ γs ∑ p∗ (xs j )`s j (as j ) ,
for any expert ∗ ∈ {1, . . . , n}. Conversely, we have


ns
t
n
exp
−
γ
p
(x
)`
(a
)
∑
∑
∑
i=1
s=1 s j=1 i s j s j s j
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ln
= ln
n
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∑ exp − ∑ γ ∑ s p (x )` (a )
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j=1 i
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sj
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= ln ∑ αt−1,i exp −γt
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178

nt

!

∑ pi (xt j )`t j (at j )

j=1

. (9)

Application of Hoeffding’s lemma gives then
ns
Zs
≤ −γs ∑
ln
Zs−1
j=1

!

n

∑ αs−1,i pi (xs j )`s j (as j ) +

i=1

4γs2
,
8

(10)

t
using the construction that maxi ∑nj=1
pi (xs j )`s j (as j ) ≤ 1. Reshuffling terms gives
then
!

t

ns

s=1

j=1

∑ γs ∑

n

∑ αs−1,i pi (xs j )`s j (as j )

i=1

ns

−

1 t 2
γ
p
(x
)`
(a
)
≤
ln
n
+
∑ γs .
∑ s ∑ ∗ sj sj sj
2 s=1
s=1 j=1
t

(11)

Application of Abel’s second inequality gives the result.
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